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Abstract
Monitoring liquidity management of banks is one of the prime tasks of central 
banks. A bank that manages its liquidity inadequately can severely harm its liquidity 
position and potentially threaten the stability of the entire financial system. Central 
banks try to anticipate these risks by carefully monitoring the liquidity management 
of banks in large-value payment systems (LVPSs). Typically, they do this based on 
statistical methods in which various risk indicators related to the liquidity usage of 
banks are calculated from the transaction log of an LVPS. These indicators need 
to be manually analyzed by payment experts to find irregularities that could signal 
potential risks. Although statistical methods provide much insight into the liquidity 
management of banks, they do not scale well to the large number of banks that are 
subject to risk monitoring and the high velocity by which payments are nowadays 
settled. In this paper, we investigate whether the liquidity management of banks can 
be monitored more efficiently by anomaly detection. We construct different proba-
bilistic classifiers that classify delta sequences of banks by the corresponding bank. 
A delta sequence captures the change in the liquidity position of a bank in an LVPS 
throughout a given day. Accordingly, anomalies in the intraday liquidity usage of 
banks are detected by determining whether the classifiers misclassify recent delta 
sequences that were not used to train the classifiers. Our results show that recurrent 
neural networks are well suited to perform this classification task and detect many 
irregularities in payment behavior that are interesting for the supervisors and opera-
tors of an LVPS.
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1 Introduction

Inadequate liquidity management by banks has been identified as one of the lead-
ing causes of financial instability (Heijmans and Heuver 2014). Liquidity manage-
ment is the task of carefully planning how a bank should use its available liquidity 
to execute its payments during the day. A bank that does not manage its liquidity 
adequately exposes itself to various financial risks that threaten its liquidity position 
and that of many other banks due to contagion effects (Allen and Gale 2000). In the 
worst case, this can trigger a banking crisis in which multiple banks default. The 
impact of a banking crisis on an economy has proven to be significant. Estimates 
show that the median output loss of recent banking crises is as large as 23% of a 
country’s gross domestic product (Laeven and Valencia 2013).

Because of the important role that banks have in the smooth functioning of an 
economy, their activities in financial market infrastructures (FMIs) need to be care-
fully monitored. FMIs are systems responsible for the clearing, settlement, and 
recording of monetary and other financial transactions. These systems are required 
to adhere to internationally agreed standards called the principles of financial market 
infrastructures (PFMI) (CPSS 2012). The PFMI clearly states that an FMI should 
have effective operational and analytical tools to identify, measure, and monitor the 
use of intraday liquidity by its participants. Among the many FMIs that are opera-
tive in a financial system, large-value payment systems (LVPSs) are considered to 
be one of the most systemically important systems.1 An LVPS is a specialized fund 
transfer system that is positioned at the center of the FMI landscape. Many other 
FMIs, like retail payment systems and security settlement systems, settle the posi-
tions of their participants in an LVPS.

Over the years, there has been a growing interest from central banks in new 
methods to monitor the liquidity management of banks from the transaction log of 
an LVPS. Several statistical methods have been proposed for this purpose, see e.g. 
(BCBS 2013) or (Heijmans and Heuver 2014). The idea behind these methods is to 
periodically generate various risk indicators related to the liquidity usage of banks 
from the transaction log of an LVPS. These indicators include, for example, the 
amount of liquidity that a bank had available at the start of each day, its largest nega-
tive intraday liquidity position, and its average outflow at specific times during the 
day. By manually analyzing these indicators, supervisors and operators of an LVPS 
can learn about the liquidity management of banks in normal conditions and differ-
entiate cases in which banks manage their liquidity in an unusual or unsafe manner.

Although these statistical methods have found to be useful for research purposes, 
their use as a continuous risk monitoring tool is rather limited. This is because these 
methods typically do not scale well to the large number of banks that are subject 
to risk monitoring and the high velocity by which payments are nowadays settled. 
Usually, an LVPS consists of many banks and only a few supervisors and operators 

1 The systemic importance of an FMI is typically determined by the total amount of liquidity that it pro-
cesses over a given period. As a reference, the Mexican LVPS (SPEI) processed more than 200 times the 
Mexican gross domestic product in 2015 (Banxico 2016).
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that are in charge of monitoring the activities of the banks. It is a time-consuming 
and error-prone task to manually inspect the statistics of all banks and determine 
whether these signal any abnormal payment behavior. Also, many historical bank-
ruptcy cases have demonstrated that the liquidity position of a bank can change dras-
tically within only a few days. It is currently difficult to detect such an event in a 
timely matter.

A possible solution to monitor the financial activities of banks in an LVPS more 
efficiently is by employing anomaly detection. Anomaly detection is the task of 
detecting patterns in a dataset that do not conform to expected behavior by lever-
aging statistical or machine learning techniques (Chandola et al. 2009). Instead of 
manually inspecting a set of statistics, anomaly detection can be employed to ana-
lyze the transaction log of an LVPS and construct a profile of each bank’s liquidity 
management. When a bank starts to deviate from its profile, an alarm can be auto-
matically generated to warn supervisors and operators about the unusual behavior. 
In this way, the limited resources for risk monitoring at central banks can be bet-
ter utilized. Despite the potential of anomaly detection, it is unclear how it can be 
applied to the transaction log of an LVPS and whether it indeed enhances the moni-
toring activities of central banks.

In this paper, we introduce an anomaly detection method to monitor the liquid-
ity management of banks from the transaction log of an LVPS. Our method con-
sists of two steps. First, we construct a probabilistic classifier that classifies histori-
cal delta sequences of banks by the corresponding bank. A delta sequence captures 
the change in the liquidity position of a bank in an LVPS throughout a given day. 
Accordingly, the classifier is applied to detect anomalies in the liquidity usage of 
banks by determining whether it misclassifies recent delta sequences of the banks 
which were not used to construct the classifier. We discuss how this classification 
task can be performed by a multivariate Gaussian classifier and different variations 
of a recurrent neural network. The performance of the classifiers and the anomalies 
they detect are studied in a case study, which is based on the transaction log of the 
Mexican LVPS (SPEI). Our case study demonstrates that anomaly detection can be 
a valuable tool for central banks to spot irregularities in an LVPS.

2  Related Research

In this section, we provide a brief overview of papers that have studied ways to 
monitor the liquidity management of banks. We discuss how the performance of a 
bank can be predicted from its financial statements (Sect. 2.1) and how the payment 
behavior of banks can be analyzed from the transaction log of an LVPS (Sect. 2.2).

2.1  Monitoring Bank Performance

One way to monitor liquidity management is by analyzing unexpected changes in 
bank performance. Usually, the performance of a bank is predicted based on a set of 
indicators that are derived from financial statements such as a bank’s balance sheets. 
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A classification model is constructed on these indicators to predict whether a bank 
is performing well or unsatisfactory. Of particular interest are cases in which the 
model predicts a sudden drop in performance because this could signal that a bank is 
facing financial risks.

A distinction can be made between bank failure prediction and credit-rating pre-
diction. Bank failure prediction is the task of predicting whether a bank is likely 
going to default or not in the short term. Many approaches have been proposed to 
predict bank failures. Olmeda and Fernández (1997) compared the accuracy of sev-
eral classifiers and conclude that a multi-layer perceptron network can predict bank 
failures quite well. They also show that even better predictions are obtained by an 
ensemble model that combines the predictions of multiple classifiers by a majority 
voting scheme. Alam et  al. (2000) predicted bank failures based on several clus-
ter models, including a fuzzy cluster model, competitive neural network, and self-
organizing map. They show that these clustering models accurately assign problem 
banks and healthy banks to different clusters. Finally, Sarkar and Sriram (2001) pre-
dict the probability of a bank failure by a Bayesian model. They applied a cluster-
ing method to find the dependency structure among a set of financial indicators and 
constructed a Bayesian model based upon this dependency structure to estimate the 
probability of a bank failure.

Credit rating prediction is the task of predicting the creditworthiness of a bank, 
i.e. to replicate the credit ratings assigned to banks by credit rating agents. Several 
papers have demonstrated the feasibility of replicating the credit ratings of banks. 
Chen and Shih (2006) replicated the credit ratings assigned to Taiwan banks by the 
Taiwan Ratings Company. They did this by applying a support vector machine on 
a set of financial indicators related to the capital, profitability, costs, liquidity, and 
size of the banks. In a similar study, Pasiouras et  al. (2007) replicated the ratings 
assigned to Asian banks by Bureau van Dijk by applying a multi-group hierarchical 
discrimination method on a similar set of financial indicators.

A very different approach to bank performance prediction is taken in the work of 
León et al. (2016). The work discusses the problem of classifying balance sheets by 
the corresponding bank (i.e. the bank to which a balance sheet belongs) based on the 
analysis of the raw balance sheet accounts. The motivation for this approach is that a 
classifier can only perform this task well if it recognizes bank-specific patterns in the 
balance sheets. Such patterns are useful for studying the characteristics of banks or 
detecting unusual changes or trends in their balance sheets accounts.

2.2  Monitoring Payment Behavior

Another way to monitor liquidity management is by analyzing unexpected changes 
in the payment behavior of a bank. The payment behavior of a bank can be stud-
ied from the transaction log generated by an LVPS. Such a transaction log provides 
details of the payments that are settled between the banks in the system. It typically 
includes details about the sending bank, receiving bank, payment type, and settle-
ment time of each payment.



93

1 3

Monitoring Liquidity Management of Banks With Recurrent Neural…

Several papers have studied how the transaction log of an LVPS can be used to 
monitor the payment behavior of banks. Most of these papers focus on developing 
risk indicators and decision rules that indicate when a bank manages its liquidity 
in an unusual and unsafe manner. Denbee et al. (2012) proposed a set of indicators 
related to the liquidity provisioning of a bank. The indicators measure the extent 
to which a bank is a net payer (i.e. it has a larger outflow than inflow) and the level 
of liquidity risk that the bank faces by holding a negative liquidity position. Diehl 
(2013) introduced several indicators that measure the extent to which a bank uses a 
free-riding strategy2 to manage its liquidity. Free-riding is considered a risky liquid-
ity management strategy since a bank may not receive enough liquidity from other 
banks during the day to offset its payments and has a higher probability of closing 
the day with a negative liquidity position. Finally, Glowka et al. (2018) developed 
an indicator to measure the payment activity of a bank based on its transaction vol-
ume. Knowing whether a bank has unusual low payment activity is important as this 
could indicate that the bank is subject to a system outage and is facing difficulties 
executing new payments.

There are, however, some drawbacks to the use of risk indicators. Each indicator 
only measures the presence of a particular type of financial risk at a single bank. 
Many indicators are needed to monitor an entire LVPS, and all these indicators 
combined generate potentially many (false) alarms. In addition, it can be difficult to 
judge cases in which multiple indicators cross their critical thresholds. Some indi-
cators may be more important than others, and understanding the complex inter-
play between them becomes increasingly more difficult as the number of indicators 
increases.

In this paper, we propose an anomaly detection method to monitor the liquid-
ity management of banks. Our work is inspired by the work of León et al. (2016), 
for the classification of balance sheets by the corresponding bank, but addresses a 
different problem. León et  al. (2016) aim to improve the efficiency by which the 
monthly reports of a bank can be assessed for financial risks. They do this by ana-
lyzing unexpected changes in a bank’s assets and liabilities from its balance sheets 
using a feed-forward neural network. In contrast, our work aims to improve the effi-
ciency by which the daily liquidity management of banks can be monitored. We do 
this by analyzing unexpected changes in the intraday liquidity usage of a bank from 
its payment transactions using a recurrent neural network.

Our method innovates on existing statistical methods in two ways. First, it pro-
vides a single measure of the extent to which a bank manages its liquidity in an 
unusual and potentially risky way. Based on this measure, central banks can conduct 
their supervisory activities more efficiently by focusing specifically on banks that 
are likely to face liquidity risks. Second, our method is not optimized to detect spe-
cific unsafe or undesirable behavior. Anomalies are detected by comparing a bank’s 
current behavior with its normal behavior, where this normal behavior is learned 

2 Free-riding is a liquidity management strategy in which a bank tends to delay its payments until it 
received enough liquidity from other banks. Recycling payments in this way provides essentially ‘free’ 
liquidity since a bank does not need to use its reserves or lend liquidity from external sources.
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entirely from historical data. This setup allows our method to detect any (potentially 
unknown) type of anomalous liquidity management.

3  Classification of Delta Sequences

In this section, we discuss how anomalies in the intraday liquidity usage of banks 
can be detected from the transaction log of an LVPS. We introduce the notation used 
throughout the paper and define some liquidity management concepts (Sect.  3.1). 
Accordingly, we formalize the anomaly detection task (Sects.  3.2,  3.2) and show 
how this task can be performed by different probabilistic classifiers (Sects. 3.4, 3.5).

3.1  Delta Sequences

Let B = {b1,… , bn} be a set of n banks that participate in an LVPS. Moreover, let 
D = {d1, d2,…} be the set of days at which the payment system is operating and 
T =< t1,… , tm > be an ordered set of m time intervals, where 
t1 = [�0, �1), t2 = [�1, �2) , and so on. The time intervals are consecutive, equally 
spaced, and collectively span one day (e.g. by 15  min). Moreover, let uk

ij
 and vk

ij
 

denote the total inflow and outflow of bank bk at day di and time interval tj respec-
tively. The delta position of a bank is defined as:

Definition 1 (Delta position) Delta position �k
ij
 is the total inflow of bank bk minus 

its total outflow in day di up to time interval tj , i.e.:

The delta position of a bank changes when a bank sends or receives liquidity 
through the payment system. In case the delta position of a bank is positive, the bank 
has a surplus of liquidity available to meet future payment obligations. Whereas in 
case the delta position of a bank is negative, the bank can no longer finance future 
payment obligations by recycling liquidity received from other banks earlier in the 
day. Instead, it will need to finance these payments by its own funds or by obtain-
ing liquidity from external sources (e.g. from the central bank facilities or by taking 
loans from other banks on the interbank money market).

The delta positions of a bank are arranged in sequences that each span one 
business day of the payment system. We call a sequence of delta positions a delta 
sequence.

Definition 2 (Delta dequence) Delta sequence �k
i
 is a column vector of m mean delta 

positions of bank bk estimated at day di for each time interval in T  , i.e.:

(1)�k
ij
=

j∑

�=1

(
uk
i�
− vk

i�

)

(2)�k
i
=
[
�k
i1
,… , �k

im

]T



95

1 3

Monitoring Liquidity Management of Banks With Recurrent Neural…

The set of all delta sequences is denoted by S . A delta sequence describes the 
change in the liquidity position of a bank throughout the day with respect to the 
liquidity position of the bank at the start of the day. It provides insight into the tim-
ing at which the bank executes its payments and the extent to which it finances these 
payments by recycling its incoming payments.

3.2  Classification Problem

We want to classify delta sequences by the corresponding bank (i.e. to which a delta 
sequence belongs). The probability of a delta sequence belonging to each bank in 
the payment system can be defined by the function:

f (�k
i
) is a vector of n probabilities where each element f (�k

i
)� is the conditional 

probability of b� being the corresponding bank given that we observe delta sequence 
�k
i
 at day di:

and:

f (�k
i
) is compared element-wise with the one-hot vector yk

i
 . Each element yk

i�
 of yk

i
 is 

defined as:

Our goal is to construct a probabilistic classifier for f  such that f (�k
i
) is as close as 

possible to yk
i
 for any �k

i
∈ S . The classifier is constructed from a historical set of 

delta sequences H = {�1
i
,… ,�n

i
,�1

i+1
,… ,�n

i+1
,…} , containing the delta sequences 

of each bank for a given period. These delta sequences are derived from the transac-
tion log of an LVPS.

We estimate f  under the assumption that delta sequences are independent and 
identically distributed (iid). This implies that: 

1. �k
i
 is independent of ��

i
 with bank bk ≠ b� (bank independence).

2. �k
i
 is independent of �k

�
 with day di ≠ d� (time independence).3

3. �k
i
,�k

i+1
,… are drawn from the same conditional probability distribution given 

bank bk for each bk ∈ B (identically distributed).

(3)f ∶ S → [0, 1]n

(4)f
(
�k
i

)
�
= P

(
b� |�k

i

)

(5)
n∑

�=1

f
(
�k
i

)
�
= 1 ∀�k

i
∈ S

(6)yk
i�
=

{
1, if �k

i
belongs to b�

0, otherwise

3 The delta positions of a bank in a delta sequence are not independent.
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It is important to note that bank independence and time independence will not likely 
hold in practice. The liquidity management of a bank is inherently connected to the 
payment behavior of other banks in a payment system and may exhibit cyclic pat-
terns that span over weeks, months, or even years. However, our results show that, 
despite the assumptions of bank independence and time independence, we can still 
estimate f  with a high degree of accuracy.

3.3  Anomaly Detection

We use f  to detect anomalies in the way banks manage their liquidity throughout 
the day. The classifier is optimized to assign historical delta sequences to the cor-
responding bank as best as possible. During this optimization process, we assume 
that all features that are characteristic of a bank’s normal liquidity management can 
be learned. If accordingly, we apply the classifier to classify recent sequences of the 
same banks and find sequences that are being misclassified (i.e. they are mapped to 
the corresponding bank with low probability), then these misclassified sequences 
must be generated by a different probability distribution, and hence, constitute 
anomalies.

We differentiate between two types of anomalies, which we call bank anomalies 
and system anomalies. A bank anomaly refers to a delta sequence which unlikely 
belongs to the corresponding bank. This could happen when the corresponding bank 
sends or receives unusual large payments or executes payments on unusual times 
during the day. An example of such an event is a bank facing an operational outage 
and which can temporarily execute only a limited number of payments. Similarly, 
a system anomaly refers to a day in which the delta sequences of many banks are 
unlikely to belong to the corresponding banks. This could be due to an unexpected 
change that affects the liquidity management of many banks simultaneously. An 
example of such an event is a bank run in which a troubled bank is facing an unusual 
high outflow, while many other banks are facing an unusual high inflow.

Let �b be a function that outputs a binary number indicating whether the delta 
sequence of a bank is a bank anomaly. The function classifies �k

i
 as a bank anomaly 

if f (�k
i
)k is low:

Here, �b ∈ (0, 1) is a threshold. Furthermore, let �s be a function that outputs a 
binary variable indicating whether the set of delta sequences at a given day is a 
system anomaly. The function classifies sequences �1

i
,… ,�n

i
 at day di as a system 

anomaly if f (��

i
)� averaged over each bank b� ∈ B is low:

Here, �s ∈ (0, 1) is a threshold. �b and �s control how sensitive functions �b and �s 
respectively are to generate an anomaly. Higher thresholds yield fewer but more 

(7)�b(�
k
i
) =

{
1, if f (�k

i
)k ≤ �b

0, otherwise

(8)�s(�
1
i
,… ,�n

i
) =

�
1, if

1

n

∑n

�=1
f
�
�
�

i

�
�
≤ �s

0, otherwise
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severe anomalies, while lower thresholds yield more but, on average, less severe 
anomalies. Appropriate values for �b and �s need to be set manually by the supervi-
sors and operators of an LVPS based on their supervisory capacity and risk appe-
tite. Alternatively, the thresholds can also be determined empirically from historical 
delta sequences when labels of stress events are available.

There are several probabilistic classifiers that we can construct for f  . In the 
next sections, we discuss how f  can be estimated by a multivariate Gaussian clas-
sifier and different variations of a recurrent neural network.

3.4  Multivariate Gaussian Classifier

A multivariate Gaussian classifier (MGC) is a simple statistical model based on 
Bayes’ rule of conditional probability. Using Bayes’ rule of conditional probabil-
ity, we have:

where P(b� ) is the prior probability that a delta sequence corresponds to b� and 
f (�k

i
|b� ) is the conditional probability density of �k

i
 given that the delta sequence 

belongs to b� . We model f (�k
i
|b� ) as a multivariate Gaussian distribution with 

density:

Here, �� =
[
�
�

1
,… ,��

m

]T is a column vector of m mean delta positions of b� and �� 
is a m by m covariance matrix where each ��

ij
of �� is the covariance of b� ’s delta 

position between time interval ti and tj.
The parameters of the MGC are estimated from the historical delta sequences 

in H . These include prior probability P(b� ) , mean vector �� , and covariance 
matrix �� of each bank b� ∈ B . We estimate these parameters by maximum like-
lihood estimation. Let �MGC be the set of parameters of the MGC. The log-likeli-
hood function of the MGC can be defined as:

We find optimal values for the parameters by maximizing the log-likelihood 
function:

(9)f
�
�k
i

�
�
=

f
�
�k
i
�b�

�
P(b� )

∑n

�=1
f
�
�k
i
�b�

�
P(b� )

(10)f
�
�k
i
�b�

�
=

1
√
(2�)m��� �

exp
�
−
1

2

�
�k
i
− ��

�T
(�� )

−1
�
�k
i
− ��

��

(11)L
(
�MGC|H

)
=

∑

�k
i
∈H

logP
(
�k
i
, bk

)

(12)=
∑

�k
i
∈H

(
logP(�k

i
|bk) + logP(bk)

)
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A nice property of the MGC is that this optimization problem can be solved effi-
ciently in close-form, see (Adachi 2016).

However, there are some practical problems with the MGC. First, some elements 
of a bank’s covariance matrix can be undefined. In the case study, we noticed that 
some banks (especially small ones) start to send and receive payments later in the 
day and always have a delta position of zero for the first few consecutive time inter-
vals. The covariance matrix of these banks is undefined and cannot be estimated. 
Second, the MGC assumes that the delta sequences of each bank follow a multivari-
ate Gaussian distribution. This assumption does not likely hold in practice and limit 
the model from classifying delta sequences by the corresponding bank correctly.

We can solve the first issue by adding a small amount of random noise to the 
delta sequences. This noise ensures that the covariance of a bank’s delta position 
between each combination of time intervals is defined while the main features of the 
delta sequences are still preserved. The second issue can be solved by constructing a 
more sophisticated machine learning model such as a recurrent neural network that 
does not assume a priori delta sequences to follow a specific probability distribution.

3.5  Recurrent Neural Network

A recurrent neural network (RNN) is a type of feed-forward neural network designed 
to perform pattern recognition on time series. For our application, we focus on an RNN 
consisting of three layers and with the many-to-one architecture depicted in Fig. 1. The 
network takes each delta position in a delta sequence as input and outputs a probabil-
ity distribution over the banks, indicating the probability that the sequence belongs to 
each bank. This distribution is estimated by processing each delta position through a 

(13)��
MGC

= arg max
�MGC

L
(
�MGC|H

)

(a) (b)

Fig. 1  a The three layers (input layer, recurrent layer, and output layer) of the RNN. b The many-to-one 
architecture of the RNN unfolded for m elements of a delta sequence
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recurrent layer of computational units whose activation not only depends on the current 
position but also on the activation of the units for the preceding position.

Suppose the recurrent layer of the RNN consists of l computational units. The 
activation hk

ij
 of the units in the recurrent layer for �k

i
 at time interval tj is:

where, wh is a column vector of l weights corresponding to the connections from 
input layer to the recurrent layer, Uh is a l by l matrix of weights corresponding to 
the recurrent connections between the units, bh is a column vector of l bias terms, 
and f (l)(x) = [f (x1),… , f (xl)] is a set of l activations functions that are applied to x 
element-wise. We take f to be the hyperbolic tanh function. The initial state of the 
hidden layer hk

i0
= 0 is set to the zero matrix. Finally, the output of the network is:

where, Wo is a n by l matrix of weights corresponding to the connections from the 
recurrent layer to the output layer, bo is a column vector of n bias terms, and �(x) is 
the softmax function. The softmax function normalizes vector x such that all ele-
ments are in the range (0, 1) and 

∑n

i=1
�(x)i = 1 . Each element ŷk

i𝛾
of ŷk

i
 in Eq. (15) is 

an estimate of f (�k
i
)�.

The parameters of the RNN are estimated from the historical delta sequences in 
H . These include the weight and bias terms of the recurrent layer and output layer. 
We estimate these parameters by minimizing the cross entropy between the point 
mass yk

i
 and estimated ŷk

i
 by the network averaged over all delta sequences in H . 

Let �RNN be the set of parameters of the RNN. The cross entropy of a single delta 
sequence is:

The cross entropy averaged over all delta sequences in H is:

J(H) is minimal when the output ŷk of the network is as close as possible to the 
point mass yk for each �k

i
∈ H . The corresponding values of the parameters are 

defined by:

We solve this optimization problem by gradient-based optimization in conjunction 
with backpropagation through time (Werbos 1990).

(14)hk
ij
= f (l)

(
wh�

k
ij
+ Uhh

k
ij−1

+ bh

)

(15)ŷk
i
= 𝜎(Woh

k
im
+ bo)

(16)J(𝛥k
i
) = −

n∑

𝛾=1

yk
i𝛾
log ŷk

i𝛾

(17)= − log ŷk
ik

(18)J(H) =
1

|H|
∑

�k
i
∈H

J(�k
i
)

(19)��
RNN

= arg min
�RNN

J(H)
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The main advantage of the RNN over the MGC is that it can learn temporal fea-
tures that describe each bank’s liquidity management. The RNN processes each 
delta position in a delta sequence individually whereby the activations of the recur-
rent neurons in the previous time interval are fed back into the network. Through 
this feedback mechanism, the network can learn temporal dependencies between the 
delta positions of a bank. Consider the case in which the delta position of a bank 
increases at some point and decreases two time intervals later. The MGC only learns 
this feature if it always occurs at the same time intervals, whereas the RNN can 
learn this feature even when it is not bound to a specific point in time but also occurs 
a few time intervals earlier or later in the day.

A problem with the RNN, however, is that it can be hard to optimize. When pro-
cessing delta sequences consisting of many delta positions aggregated over short 
time intervals, the gradients of the average cross entropy with respect to the weight 
and bias terms likely vanish (i.e. approach zero) when they are backpropagated. For 
this reason, the network may not capture long-term dependencies between the delta 
positions of a bank. This problem is known as the vanishing gradient problem (Ben-
gio et  al. 1994; Hochreiter et  al. 2001). We can deal with the vanishing gradient 
problem by employing a gated RNN.4

3.6  Gated Recurrent Neural Networks

A gated RNN is a variation of the traditional RNN that uses more sophisticated 
gated units in the recurrent layer. Popular gated units are the long short-term mem-
ory (LSTM) unit proposed in (Hochreiter and Schmidhuber 1997) and the gated 
recurrent unit (GRU) proposed in (Cho et al. 2014).

3.6.1  Long Short‑Term Memory Units

LSTM units operate by a memory cell and three gates to control read and write 
access to the memory cell. Suppose the recurrent layer of the RNN consists of l 
LSTM units. The activation hk

ij
 of these units for delta sequence �k

i
 at time interval tj 

is:

where, ck
ij
 is the memory state of the units after processing delta position �k

ij
, ok

ij
 is a 

read gate that controls which information is read from the memory, tanh(l)(x) is a set 
of l tanh functions that are applied to x element-wise, and ⊙ is the hadamard prod-
uct. The read gate is computed by:

(20)hk
ij
= ok

ij
⊙ tanh(l)

(
ck
ij

)

4 There have also been efforts to optimize neural networks using derivative-free optimization, see e.g. 
(Aly et  al. 2019), but this does not resolve the vanishing gradient problem. Vanishing gradients are a 
property of the RNN’s architecture. Small changes at the beginning of a delta sequence will have a 
neglectable effect on the network’s output many time intervals ahead, regardless of the chosen optimiza-
tion method.
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where, wo is a column vector of l weights, Uo is a l by l matrix of weights, bo is a 
column vector of l bias terms, and �(l)(x) is a set of l sigmoid functions that are 
applied to x element-wise. Memory state ck

ij
 is computed by combining the memory 

state of the units at the previous time interval ck
ij−1

 with the candidate memory c̃k
ij
 at 

the current time interval:

Here f k
ij
 is the forget gate and zk

ij
 the update gate. Candidate memory c̃k

ij
 is computed 

by:

where, wc is a column vector of l weights, Uc is a l by l matrix of weights, and bc is 
a column vector of l bias terms. The forget gate and update gate control the extent to 
which previous memory is forgotten, and new information is added to the memory. 
These gates are computed similarly as the read gate in Eq. (21) by respectively:

and:

LSTM units circumvent the vanishing gradient problem by having a memory cell 
which they can read from and write to by means of the gates. Important features that 
are detected during the processing of a delta sequence can be stored in memory and 
retrieved many time intervals ahead. This feature enables LSTM units to capture 
long-term dependencies between the delta positions of a bank.

3.6.2  Gated Recurrent Units

GRUs operate, similar to LSTM units, by a set of gates that control the information 
flow through the recurrent layer. We adopt the implementation of GRUs used in (Chung 
et al. 2014). Suppose the recurrent layer of the RNN consists of l GRUs. The activation 
hk
ij
 of these units for delta sequence �k

i
 at time interval tj is a linear combination of their 

previous activation hk
ij−1

 and candidate activation h̃k
ij
:

Here, zk
ij
 is the update gate that controls whether the previous activation of each unit 

is updated at time interval tj . The update gate is computed by:

(21)ok
ij
= �(l)

(
wo�

k
ij
+ Uoh

k
ij−1

+ bo

)

(22)ck
ij
= f k

ij
⊙ ck

ij−1
+ zk

ij
⊙ c̃k

ij

(23)c̃k
ij
= tanh(l)

(
wc𝛿

k
ij
+ Uch

k
ij−1

+ bc

)

(24)f k
ij
= �(l)

(
wf �

k
ij
+ Ufh

k
ij−1

+ bf

)

(25)zk
ij
= �(l)

(
wz�

k
ij
+ Uzh

k
ij−1

+ bz

)

(26)hk
ij
=

(
1 − zk

ij

)
hk
ij−1

+ zk
ij
h̃
k

ij
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where wz is a column vector of l weights and Uz is a l by l matrix of weights. Moreo-
ver, candidate activation h̃k

ij
 is defined as:

where, wr is a column vector of l weights, Ur is a l by l matrix of weights, and rk
ij
 is 

the reset gate that controls whether the units ignore their previous state. The reset 
gate is computed similarly as the update gate in Eq. (27) by:

In contrast to LSTM units, GRUs do not have a dedicated memory cell to store 
information over time. Instead, they manage the information flow across the recur-
rent layer solely by the update gate and reset gate.

4  Case Study

In this section, we present a case study in which the MGC and RNNs are applied 
to classify delta sequences derived from real-world payment data. We discuss the 
characteristics of the sequences (Sect. 4.1) and how the sequences were prepared for 
analysis (Sect. 4.2). Furthermore, we elaborate on the implementation of the models 
(Sect.  4.3) and how well the models perform (Sect.  4.4). Finally, we analyze the 
kind of features the models learned from the sequences (Sect. 4.5, 4.6) and take a 
closer look at some of the anomalies that they detected (Sect. 4.7).

4.1  Historical Data

A large set of historical delta sequences were derived from the transaction log of the 
Mexican LVPS called Sistema de Pagos Electrónicos Interbancarios (SPEI).5 SPEI 
is operated and maintained by the Mexican central bank and the primary payment 
system in which the payment obligations between Mexican banks are settled. The 
payment system settles both large-value payments as well as retail payments.

SPEI starts operating at 7:00 p.m. and settles payments until the next day based 
on a hybrid netting system. When payments arrive, they are placed in a temporary 
queue. Every few seconds, SPEI performs a netting round in which it tries to offset 
the payments in the queue and settle the outstanding positions of the banks. Pay-
ments that cannot be settled due to insufficient liquidity by the sending bank remain 
in the queue until the next netting round. At closing time (around 6:15 p.m. the next 
day), payments that have not been settled are canceled, and the closing positions 

(27)zk
ij
= �(l)

(
wz�

k
ij
+ Uzh

k
ij−1

)

(28)h̃
k

ij
= tanh(l)

(
wh𝛿

k
ij
+ Uh

(
rk
ij
⊙ hk

ij−1

))

(29)rk
ij
= �(l)

(
wr�

k
ij
+ Urh

k
ij−1

)

5 See (Alexandrova-Kabadjova et al. 2013) for more details about SPEI.
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of the banks are transferred to Sistema Interactivo de Atención a Cuentahabientes 
(SIAC). SIAC is a separate administrative system that Banco de México uses to 
manage the accounts of Mexican banks and in which banks can deposit and pledge 
collateral. If needed, banks can incur intraday overdrafts on their SIAC account, 
given they have sufficient collateral deposited in the system, and transfer the liquid-
ity to SPEI.

The transaction log includes approximately 200 million payments that were set-
tled between January 2013 and March 2014 among 40 Mexican commercial banks.6 
From this transaction log, we derived a total of 12,479 delta sequences7 correspond-
ing to 312 operational days of SPEI. The sequences were derived three times over 
time intervals of 60, 30, and 15 min. By aggregating the sequences at different inter-
vals, we can evaluate how the performance of the classifiers is affected by the level 
of detail that we provide about the change in the liquidity position of the banks. 
Accordingly, each set of sequences was partitioned into two separate sets for train-
ing and testing purposes. The first 10,040 sequences (251 days), corresponding to 
January until December 2013, were put in a training set while the remaining 2439 
sequences (61 days), corresponding to January until March 2014, were put in a test 
set.

4.2  Data Preparation

The delta positions of a bank typically follow a highly skewed distribution whose 
parameters strongly depend on the bank size and the time during the day at which 
the positions are estimated (i.e. in the morning or evening). Such distribution can 
negatively impact the performance and convergence rate of an RNN, see (LeCun 
et  al. 1998). To reduce the skewness, we rescaled the delta positions of all banks 
by a square root transformation. Accordingly, the delta positions were normalized 
to ensure that they are approximately on the same scale. One way to do this is by 
performing a z-normalization which transforms the delta positions such that all delta 
positions at the same time interval have zero mean and unit variance.

However, in the case study, we found out that an RNN performs much better 
when delta positions are normalized for each bank separately. We normalized each 
delta position relative to the corresponding bank by:

where mk
j
 and sk

j
 are respectively the sample mean and standard deviation of the delta 

position of bk in time interval tj estimated from the training set. We call this 

(30)𝛿k
ij
=

𝛿k
ij
− mk

j

sk
j

6 Originally, the transaction log also included data of several small banks who made only a few pay-
ments. We excluded these banks from the analysis because there were not enough payments to learn their 
normal liquidity management patterns.
7 There was a bank that had a delta sequence consisting of all zeros (i.e. it had no incoming and outgoing 
payments at a given day). We removed this sequence.
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normalization procedure bank-specific normalization. 𝛿k
ij
 is the number of standard 

deviations �k
ij
 deviates from the mean position of bk at time interval tj . Notice that, in 

this case, only the delta positions in the same time interval and of the same bank 
have zero mean and unit variance.

4.3  Model Implementation

We implemented three variations of the RNN described in Sect. 3.5, which use tanh 
units, LSTM units, and GRUs in the recurrent layer. We will refer to these networks 
as the TANH, LSTM, and GRU network, respectively. To avoid over-fitting, we 
applied inverted dropout (Srivastava et al. 2014) on the activations of the units in 
the final recurrent layer (i.e. between the recurrent layer and softmax layer). The 
weights of the networks were randomly initialized by the heuristic proposed in (Glo-
rot and Bengio 2010), and the bias terms and the initial state of the recurrent layer 
were initially set to zero. We optimized the weight and bias terms of the networks by 
root mean square propagation (RMSProp) (Hinton et al. 2012) in conjunction with 
backpropagation through time (Werbos 1990). To deal with exploding gradients, we 
clipped the norm of all gradients during the optimization by the gradient clipping 
method proposed in (Pascanu et  al. 2013). The networks were optimized for 200 
iterations through the training set with a constant learning rate of 0.001.

The RNNs have some hyperparameters that needed to be tuned. The most impor-
tant hyperparameter is the number of units in the recurrent layer. We tuned this 
parameter by performing 5-fold cross-validation (Kohavi 1995). Table 1 shows the 
configuration of hyperparameters that were evaluated on the training sequences. 
During the cross-validation, the training sequences were partitioned into five approx-
imately equally sized folds by stratified sampling with the banks as strata. A network 
was trained having a particular configuration of recurrent units on four folds, and 
its cross entropy was evaluated on a holdout fold. This process was repeated until 
each configuration was evaluated for the network once on each fold. Accordingly, 
we choose the configuration for which the network achieved the lowest cross entropy 

Table 1  The hyperparameters 
evaluated during the cross-
validation for each aggregation 
level

Type  
of units

Number  
of units

Dropout  
rate

Gradient 
threshold

60 min TANH {45, 50, …, 120} 0.50 0.75
LSTM {25, 30, …, 100} 0.50 0.75
GRU {25, 30, …, 100} 0.50 0.75

30 min TANH {65, 70, …, 140} 0.50 0.75
LSTM {35, 40, …, 110} 0.50 0.75
GRU {35, 40, …, 110} 0.50 0.75

15 min TANH {85, 90, …, 160} 0.50 0.75
LSTM {45, 50, …, 120} 0.50 0.75
GRU {45, 50, …, 120} 0.50 0.75
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averaged over all holdout folds. The dropout rate and gradient norm threshold were 
not optimized but held constant at a value of respectively 0.5 and 0.75.

Besides the RNNs, we also implemented the MGC described in Sect. 3.4, which 
acted as our baseline. The parameters of the MGC were estimated by standard maxi-
mum likelihood estimation. To avoid undefined entries in the covariance matrices 
of the banks, we added a small amount of isotropic Gaussian noise to each training 
sequence, i.e. �k

i
+ � where � ∼ N(0, �2

⋅ I) is sampled from a multivariate Gaussian 
distribution with mean vector 0 and covariance matrix �2

⋅ I . The optimal amount of 
noise � was optimized, similarly to the number of recurrent units of the RNNs, by 
5-fold cross-validation.

4.4  Model Performance

We evaluated how well the classifiers map delta sequences to the corresponding 
bank. This was done by estimating their average cross entropy (Eq. 18) on the test 
set. Besides the average cross entropy, we also estimated the error rate of the clas-
sifiers when performing a hard classification of the sequences by the correspond-
ing banks. After estimating the probability distribution over the banks for each test 
sequence, the test sequences were mapped to the bank to which they most likely 
belonged. The error rate of this mapping is the ratio of the number of sequences that 
are mapped to the wrong bank to the total number of test sequences. Table 2 shows 
the average cross entropy and error rate of the classifiers when delta sequences are 
normalized by bank-specific normalization. The results for standard z-normalization 
can be found in the appendix.

Overall, the results show that the RNNs classify delta sequences by the corre-
sponding bank very well. The best classifier is the LSTM network trained on delta 
sequences aggregated over time intervals of 15 min. The network achieved an aver-
age cross entropy of 0.35 and error rate of 6%. In contrast, our baseline (i.e. the 
MGC) achieved an average cross entropy of 4.14 and error rate of 13%. We believe 
that the high cross entropy and error rate of the MGC can be attributed to the clas-
sifier capturing only the mean pattern of a bank’s liquidity usage. It is unlikely that 
banks always manage their liquidity by the same mean pattern. Instead, banks need 
to constantly adjust their liquidity management to the supply and demand of liquid-
ity in financial markets. The RNNs seem to be better capable of capturing these 
dynamics.

Table 2  The performance of the 
classifiers on the test set

Average cross entropy Error rate (%)

60 min 30 min 15 min 60 min 30 min 15 min

MGC 3.1230 3.2295 4.1440 31.16 12.79 13.12
TANH 2.2484 2.0257 1.1603 40.30 62.77 32.27
LSTM 0.8504 0.6982 0.3549 14.56 11.85 6.40
GRU 0.9580 0.7291 0.5716 14.64 11.11 8.36
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Furthermore, we observe a trade-off between the performance and complexity of 
the RNNs. Table 2 shows that aggregating delta sequences on shorter time intervals 
increases the classification performance. By shortening the time intervals from 30 
to 15 min, the average cross entropy of the LSTM network decreases by 0.34 and 
the error rate decreases by 5%. The increase in performance will, however, dimin-
ish at very small time intervals as dependencies between delta positions across time 
become too widespread. At the same time, shortening the time intervals results 
in more complex networks that take significantly more time to be trained. It took 
approximately double the time to train the LSTM network on delta sequences aggre-
gated on 15 min instead of 30 min. In practice, the RNNs have to be trained only 
once on a large set of historical delta sequences and, accordingly, can be updated 
incrementally when new delta sequences arrive. Hence, high performance is prefer-
able over fast training times in this case.

As expected, we also see a significant increase in performance when using a 
gated RNN instead of a traditional RNN. The LSTM network and GRU network 
outperform the TANH network with respect to both the average cross entropy and 
error rate. It is well-known that an RNN with tanh activations in the recurrent layer 
has difficulties capturing long-term dependencies among the elements of a sequence 
due to the vanishing gradient problem (Bengio et al. 1994; Hochreiter et al. 2001). 
In this case study, it is confirmed that the use of more sophisticated gated units alle-
viates this problem.

It is important to note that the average cross entropy and error rate do not meas-
ure the extent to which the classifiers output valid anomalies. Additional information 
about stress events that took place at the banks is needed to label (i.e. anomalous 
or non-anomalous) the delta sequences in the test set. Once these labels are avail-
able, there are several performance measures such as precision and recall that can 
be calculated for different values of threshold �b and �s to determine how well the 
classifiers detect known stress events. However, because data about stress events at 
banks is highly sensitive and currently unavailable for research, we were not able to 
perform this evaluation.

4.5  Visualization of Correlation Matrices

We investigated the correlations the MGC learned from the training sequences by 
visualizing the correlation matrix of each bank. Correlation matrix C� of bank b� is 
a m by m matrix consisting of correlation coefficients of the bank’s delta position 
between each pair of time intervals. It can be derived from covariance matrix �� 
estimated by the MGC by:

where diag(�� ) = [�
�

11
,… ,��

mm
]T is a column vector of m variances corresponding 

to the main diagonal of �� and ⊘ is element-wise division. When delta positions are 
normalized by bank-specific normalization, the delta positions at each time interval 
of b� have unit variance (i.e. diag(�� ) = 1 ), and hence, Eq. (31) simplifies to:

(31)C𝛾 = �𝛾 ⊘
(
diag(�𝛾 ) ⋅ diag(�𝛾 )T

)
for each 𝛴

𝛾

ii
> 0
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Each correlation coefficient c�
ij
∈ [−1, 1] measures the extend to which the delta 

position of b� at tj is a linear function of its delta position at ti . The coefficient is 1 if 
there is a perfect increasing linear relationship, −1 if there is a perfect decreasing 
linear relationship, and 0 if the delta position of b� at ti and tj are uncorrelated.

Figure 2 visualizes the correlation matrix of three banks. The matrices contain 
‘blocks’ of strong positive correlation along the main diagonal. We believe that, in 
these correlated periods, banks receive the majority of their incoming payments or 
initiate the majority of their outgoing payments, which causes their delta position to 
variate day-by-day considerably. The MGC learns when these periods occur for each 
bank during the day.

4.6  Visualization of Activation Vectors

To better understand what the LSTM network has learned from the training 
sequences, we visualized the final activation vectors of the LSTM units (i.e. hk

im
) for 

each test sequence. These activation vectors are the network’s internal representa-
tion of the sequences. If the network can distinguish the delta sequences of the banks 
well, then sequences generated by the same bank should yield similar internal repre-
sentations, while those generated by different banks should yield quantitatively dif-
ferent internal representations. To determine whether this is the case, we embedded 
the activation vectors in a two-dimensional space such that the distances between the 
vectors in the original space and two-dimensional space are approximately the same. 
Accordingly, we visualized the activation vectors in the two-dimensional space and 
checked whether they cluster according to the corresponding bank.

Figure 3 visualizes the final activation vectors of the LSTM units embedded in 
two-dimensional space by t-SNE (Maaten and Hinton 2008) of four banks. We can 
conclude from this figure that the LSTM network indeed learned a representation 

(32)C� = ��
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Fig. 2  The correlation matrix of three banks estimated from the training sequences. The MGC learns 
features related to the periods when the delta position of a bank is strongly positively correlated between 
consecutive time intervals (i.e. the red ‘blocks’ along the main diagonal) and uncorrelated (i.e. the 
remaining yellow areas). (Color figure online)
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of the delta sequences that is bank-specific since the majority of activation vectors 
cluster according to the corresponding bank. The activation vectors in each clus-
ter (i.e. the dashed ellipses) are variations in delta sequences of the same bank. 
Sequences whose activation vectors lie far away from the cluster of the correspond-
ing bank are bank anomalies according to the network (e.g. see anomaly A1, A2, 
and A3 in Fig. 3). These sequences deviate considerably from the sequences that the 
corresponding bank normally produces and are mapped by the network to the bank 
with low probability.

4.7  Anomaly Predictions

Finally, we applied the LSTM network to detect anomalies in the test sequences 
aggregated over 15 min. Because labels about stress events were not available, we 
could not optimize thresholds �b and �s . Instead, we choose the thresholds such that 
the supervisors and operators of SPEI can reasonably investigate all predicted anom-
alies over 3 months. We set �b = 0.05 and �s = 0.8 . This yielded 112 bank anomalies 
and 1 system anomaly.

To investigate the bank anomalies, we studied the probability of the test 
sequences belonging to the corresponding banks. We found three common pat-
terns, which are depicted in Fig.  4. In most cases, there was no bank anomaly 
detected for a bank, occasionally a bank anomaly detected for a bank with no 
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Fig. 3  The final activation vectors of the LSTM units (i.e. hk
im

 ) in the LSTM network for the test 
sequences of four banks. The vectors are embedded in two-dimensional space by t-SNE. a Highlights the 
vectors by the corresponding bank and b by the probability that they belong to the corresponding bank 
as estimated by the network. The network learns an internal representation for the delta sequences that is 
bank-specific since the majority of activation vectors cluster according to the corresponding bank. Acti-
vation vectors that lie outside the cluster of the corresponding bank are bank anomalies predicted by the 
network (e.g. see anomalies A1, A2, and A3). (Color figure online)



109

1 3

Monitoring Liquidity Management of Banks With Recurrent Neural…

apparent pattern, or many bank anomalies detected for a bank whose frequency 
also increased over time. We believe that the latter pattern is especially interest-
ing because it marks a structural change in the delta sequences of the correspond-
ing bank. Such change could be due to the bank facing financial stress, which 
forces it to change its liquidity management.

To investigate the system anomaly, we studied the average probability of the 
test sequences belonging to the corresponding banks each day. These probabili-
ties are depicted in Fig. 5. The figure displays a system anomaly on the 2nd of 
January at which the delta sequences of about one-third of the banks is not rec-
ognized with high confidence. We suspect that this anomaly is caused by the turn 
of the year. Banks usually need to repay their long-term loans on the first day 
of the year, which can considerably alter their intraday liquidity usage on that 
day. Although these repayments are unlikely to pose a threat to the stability of 
an LVPS, it is still useful for central banks to be informed about such an unusual 
event.
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Fig. 4  The probability estimates of f  by the LSTM network for the test sequences of three banks. The 
crosses highlight the bank anomalies that are detected by the network. Notice that there is a system 
anomaly on the 2nd of January (the first cross). The figures illustrate three common patterns: a a bank 
whose delta sequences are well recognized, b a bank whose delta sequences are occasionally not rec-
ognized, and c a bank whose delta sequences have changed during the testing period and are no longer 
recognized with high confidence by the network
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Fig. 5  The probability estimates of f  by the LSTM network averaged over all banks for each day in the 
testing period. The cross highlights a system anomaly on the 2nd of January that is detected by the net-
work. This anomaly is likely caused by the turn of the year
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5  Conclusions

We conclude that anomaly detection constitutes a valuable tool for supervising authori-
ties to monitor the liquidity management of banks. Banks send and receive payments 
throughout the day based on predictable and repeating patterns. These patterns can 
be deduced from historical delta sequences by constructing a classifier that classifies 
the sequences by the corresponding bank as best as possible. Our case study shows 
that recurrent neural networks are well suited to perform this classification task and 
map delta sequences to the corresponding bank with high accuracy. By applying the 
classifiers to classify recent delta sequences of the banks and determining whether 
the sequences are misclassified, we can detect cases where the liquidity management 
of banks suddenly diverges from its expected patterns. These anomalies could signal 
stress at an individual bank or many banks at the same time.

It remains an open question how the anomalies detected by our anomaly detection 
method can be validated. Banks are reluctant to share detailed information about their 
liquidity management and the challenges they face on a daily basis since this could 
potentially damage their reputation in financial markets. Moreover, information known 
by central banks about stress events that took place at banks is highly sensitive and 
difficult to obtain. We believe that the next important step in this research is to find an 
alternative way to validate the anomalies. This validation could be done, for example, 
by comparing the anomalies predicted by the classifiers with stress events reported by 
financial newspapers. We leave this open for future research.
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Appendix: Results for Standard z‑Normalization

Table  3 shows the performance of the classifiers in the case of normalizing the 
delta sequences by standard z-normalization. If we compare these results with 
those for bank-specific normalization reported in Table  2, we see that standard 

Table 3  The performance of 
the classifiers when the test 
sequences are normalized by 
standard z-normalization

Average cross entropy Error rate (%)

60 min 30 min 15 min 60 min 30 min 15 min

MGC 1.7365 1.8402 1.9103 45.26 46.08 46.99
TANH 1.1118 1.1411 2.3853 30.50 33.54 68.80
LSTM 1.1082 1.0160 1.1981 30.50 27.63 31.20
GRU 1.0918 1.1045 1.1102 32.31 30.22 24.48



111

1 3

Monitoring Liquidity Management of Banks With Recurrent Neural…

z-normalization harms the performance of the classifiers. This observation can be 
explained by the heterogeneous nature of banks. Typically, an LVPS consists of a 
few large banks that have relatively large (positive or negative) delta positions, and 
many small banks that have relatively small (positive or negative) delta positions. 
When we use standard z-normalization, the delta positions of large banks dominate 
the normalization and cause the delta positions of small banks to be rescaled to very 
small ranges. This makes it much harder to distinguish the delta sequences of small 
banks.
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