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In this article we extend the framework of explanatory mixed IRT models to a more

general class called explanatory additive IRTmodels.We do this by augmenting the linear

predictors in terms of smooth functions. This development offers many new modeling

options such as the inclusion of nonlinear covariate effects, the specification of various

temporal and spatial dependency patterns, and parameter partitioning across covariates.

We use integrated nested Laplace approximation (INLA) for accurate and computation-

ally efficient estimation of the parameters. Uninformative, weakly informative, and

informative prior settings for the hyperparameters are discussed. Running time

experiments and Monte Carlo parameter recovery simulations are performed in order

to study the accuracy and computational efficiency of INLAwhen applied to the proposed

explanatory additive IRT model class. Using a real-life dataset, a variety of application

scenarios is explored, and the results are compared with classical maximum likelihood

estimation when possible. R code is included in the supplemental materials to allow

readers to fully reproduce the examples computed in the paper.

1. Introduction

Item response theory (IRT)models have been successfully embedded into the framework

of generalized linear mixed-effects models (GLMMs; Adams, Wilson, & Wang, 1997;

Rijmen, Tuerlinckx, De Boeck, & Kuppens, 2003). This integration covers a wide

spectrum of IRT models, ranging from the classical Rasch model to various models for

differential item functioning (DIF) and dynamic IRTmodels. De Boeck andWilson (2004)

call this model class explanatory IRT models.
In the statistical literature GLMMs were extended to the more general class of

generalized additive models (GAMs; Hastie & Tibshirani, 1986, 1990; Wood, 2017).

Generally speaking, GAMs add smooth functions for some predictors to the model

formulation and perform inference on these smooth terms. In this paper we focus on a

particular class of additive models called latent Gaussian models (LGMs; Rue, Martino, &

Chopin, 2009) and, within this class, we formulate an IRT framework which we coin

explanatory additive IRT models. From a modelling perspective, this framework extends

basic explanatory IRTmodels in threemajor directions. First, it allows researchers tomodel
smooth (nonlinear) effects of covariates by using, for instance, penalized spline models

(Wood, 2017). Due to the fact that smooth functions and random effects are closely

connected, both conceptually and mathematically (Fahrmeir & Lang, 2001; Wood, 2017),

random-effects terms can be incorporated seamlessly. Second, dynamic models with
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temporal dependence structures (Ruiz-Cárdenas, Krainski, & Rue, 2012; West & Harrison,

1997), such as discrete – and continuous-time autoregressive models can be fitted within

this framework. Third, spatial models that include covariates that capture various spatial or

spatio-temporal patterns (Blangiardo & Cameletti, 2015) can be fitted as well.
While the latter spatial extension might be of limited use for IRT researchers in

psychology and related fields, the first two extensions are highly relevant for practitioners.

For instance, person and item covariate effects can be incorporated as smooth terms in a

latent regression IRT formulation (Zwinderman, 1991), allowing researchers to explore

whether these covariates are related to the item responses in a nonlinear fashion.

Formulating person-by-item covariates and associating them with a smooth term in the

model gives rise to newpossibilities forDIF assessment. Along these lines it is also possible

to fit joint models where parameters are partitioned across covariates. When ‘time’ enters
the equation, dynamic IRT models can be used to explain individual-specific learning

effects (Verhelst & Glas, 1993; Verguts & De Boeck, 2000), as well as working-speed

effects (Fox & Marianti, 2016; Molenaar & Visser, 2017; Verhelst, Verstralen, & Jansen,

1997). In these cases a linear predictor functionmay no longer be appropriate to describe

the underlying effect at the individual level. The limitations of linear time effects become

even more striking in the analysis of temporal data over a continuous domain as in

intensive longitudinal assessments (Walls & Schafer, 2006). Options provided by the

explanatory additive IRT framework, such as fitting smooth growth curves, incorporating
autoregressive structures, and allowing latent effects to change over time, greatly enhance

a researcher’s toolbox for modelling and studying change in IRT.

From a theoretical perspective, having general model classes such as GLMM, GAM and

LGM can cause parameter estimation and statistical inference to be challenging. In a

frequentist domain maximum likelihood (ML) approaches based on Laplace approxi-

mation (Tierney & Kadane, 1986) or Gaussian quadrature (Pinheiro & Bates, 1995) are

commonly used to tackle the entailed intractable integral. Using ML, the fixed effects are

estimated first, whereas the random effects (which are not formally parameters in the
model) are estimated in a second step via, for instance, conditional mode computation.

These random-effect estimates play an important role in IRT applications since they reflect

subject-specific parameters (e.g., person ability parameters in the simplest case). For

models with a large number of random effects and complicated covariance structures, ML

estimation can be problematic since the estimates converge slowly to the true values

(Anderson& Aitkin, 1985; Hedeker &Gibbons, 1994; Raudenbush, Yang, & Yosef, 2000),

and the computational burden increases with the number of parameters added.

In a Bayesian domain, fixed and random effects are estimated jointly, which makes
Bayesian approaches highly attractive for IRT applications (Fox, 2010; Levy & Mislevy,

2016). Most commonly, Markov chain Monte Carlo (MCMC) methods are applied for

simulation-based computation of the joint posterior distribution. One major advantage of

MCMC algorithms is that they guarantee asymptotically exact recovery of the posterior

distribution, for an increasing number of samples. However, MCMC methods may take a

prohibitively long time if we have to deal with large data (large numbers of items and

persons in IRT), complex random-effects structures, several smooth terms, or parameters

describing temporal and spatial dependencies. In addition, reaching chain convergence
often requires advanced sampling strategies such as block updating as implemented in

JAGS (Plummer, 2003), or Hamiltonian Monte Carlo as implemented in Stan (Carpenter

et al., 2017).

Due to these computational challenges, approaches towards approximate inference

such as variational Bayes (VB; Jaakkola & Jordan, 2000) and expectation propagation
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(EP; Minka, 2001) have been proven to be valuable alternatives (see Hui, Warton,

Ormerod, Haapaniemi, & Taskinen, 2017; Jeon, Rijmen, & Rabe-Hesketh, 2017; Rijmen &

Vomlel, 2008; Rijmen & Jeon, 2013, for variational approximations in IRT). These

approaches trade off computation time for accuracy by using an approximation to the
joint posterior. However, when using VB the resulting posterior variances can be

(severely) underestimated,whereaswith EP they are usually overestimated (Bishop, 2006;

Rue et al., 2009).

As an alternative to MCMC and VB/EP, Rue et al. (2009) proposed to combine Laplace

approximation with numerical integration methods. They call their approach integrated

nestedLaplaceapproximation (INLA). INLAattempts tocombine the ‘best of bothworlds’:

the accuracy of MCMC and the computing performance of VB/EP. These properties make

INLA highly attractive for a fully Bayesian estimation of explanatory additive IRT models.
From a general modelling perspective, INLA has grown substantially in popularity in recent

years, with applications in many fields and several applied textbooks on the market

(Blangiardo & Cameletti, 2015; Gómez-Rubio, 2020; Wang, Yue, & Faraway, 2018; Zuur,

Ieno,&Saveliev, 2017). In thispaperweuse INLA for fullyBayesian inference inexplanatory

additive IRTmodels. That said, themodelswepresent can alsobe estimatedwithMCMCby,

for instance, using a general-purpose sampler like Stan.

The paper startswith a formal introduction ti the explanatory additive IRTmodel class.

This is followed by elaborations on INLA with a special focus on prior specifications. We
then present some applications using a real-life data set and walk the reader through

various options for model specification. Whenever possible (i.e., if the model we show

belongs to the GLMM class), we compare the Bayesian estimates to those obtained by ML

estimation. These examples should give the reader an idea of the flexibility of this

framework, as numerous extensions are possible. R (R Development Core Team, 2020)

code to fully reproduce our analyses is provided in the supporting information.

Computing-time simulations and Monte Carlo parameter recovery studies are given in

the Appendix 1.

2. Generalized linear and additive IRT model frameworks

2.1. Explanatory mixed IRT models

Let Y be an n�m binary data matrix containing responses of person i¼ 1, ⋯, n on items

j¼ 1, ⋯, m. The elements correspond toY ij ¼ 1 if person i responds ‘correctly’ on item j,
and Y ij ¼ 0 otherwise. The responses Y ij are assumed to be independent Bernoulli

realizations Y ij ∼BðπijÞ, with conditional mean EðY ijjηijÞ¼PðY ij ¼ 1jηijÞ¼ πij and

conditional variance VarðY ijjηijÞ¼ϕνðπijÞ, having scalar dispersion parameter ϕ¼ 1 and

variance function νðπijÞ¼ πijð1�πijÞ. The conditional mean of the response is related to

the unknown model parameters in the following way:

πij ¼PðY ij ¼ 1jηijÞ¼ g�1ðηijÞ, (1)

where gð�Þ is a known link function,1 with g�1ð�Þ as its inverse, and ηij is the linear

component defined as a linear combination of fixed and random effects,

1 Throughout this paper we concentrate on logistic IRT models ηij ¼ gðπijÞ¼ logðπij=ð1þπijÞÞ. All concepts also
apply to the family of normal ogive models or other link specifications.
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ηij ¼ ∑
P

p¼1

βpXijpþ ∑
Q

q¼1

θiqZijq,: (2)

Xijp is the value of predictor p for item j (person i), Zijq is the value of predictor q for

item j (person i), βp is the fixed regression weight of predictor p, and θiq is the random
regression weight of predictor q for person i. In vector notation this equation becomes

ηij ¼x0
ijβþz0ijθi: (3)

Commonly, the random effects θi are treated as exchangeable draws from a
multivariate normal distribution, that is, θi ∼Nð0, ΣiÞwith unknown variance–covariance
matrix Σi of dimension Q�Q. For a compact representation in matrix notation we write

ηi ¼XiβþZiθi, (4)

where Xi is of dimension m�P, β of dimension P�1, Zi of dimension m�Q, and θi of
dimensionQ�1. Consequently, ηi is of dimensionm�1. Individual predictors ηi as well as

design matrices Xi and Zi can be stacked to define the grand predictor vector η, and
supermatricesX of dimensionnm�P andZ of dimensionnm�Q. These supermatrices can

contain item covariates, person covariates, or person-by-item covariates (Rijmen et al., 2003).

As illustrated in De Boeck and Wilson (2004) and De Boeck et al. (2011), many

prominent IRTmodels can be formulated within this framework. In the simplest case of a

Rasch model, Xi becomes an m�m identity matrix and Zi a vector of 1 s of length m.

Hence, equation (2) simplifies to ηij ¼ β jþθi with fixed effects β j commonly interpreted

as item (easiness) parameters, and random effects θi as person (ability) parameters.

2.2. Explanatory additive IRT models

GAMs extend GLMMs in terms of nonlinear effects at a group level as well as at an

individual level. These effects are typically specified through smooth functions (Hastie &

Tibshirani, 1986). In order to relax the assumption of linearity in the parameters, we

augment equation (3) in the following additive fashion, leading to the basic equation of the

explanatory additive IRT model class:

ηij ¼x0
ijβþ ∑

R

r¼1

αr uijr

� �þz0ijθi: (5)

Here, αrð�Þf gRr¼1 are unknown smooth functions of nonlinear covariates uijr

� �R
r¼1

.

Since in the general casewe allow formultiple spline terms in themodel, an identification

problem is introduced: the αrð�Þ terms are each only estimable to within an additive

constant. Therefore, identifiability constraints have to be imposed. The most popular

choice are sum-to-zero constraints (Wood, 2017, p. 175):

∑
n

i¼1

α1 uij1

� �¼⋯¼ ∑
n

i¼1

αRðuijRÞ¼ 0:

We approximate any of these nonlinear terms by a polynomial spline of degree d

defined on a finite set of knots κr ¼ min¼ κr,0<κr,1<⋯<κr,K <κr,Kþ1 ¼maxf g, placed
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within the domain of the covariate. The polynomial spline is of degree d if it consists of

dþ1 polynomial pieces specified on intervals ½κr,k, κr,kþ1Þ, with k¼ 0, ⋯, K�1, and

½κr,K , κr,Kþ1�, each having d�1 continuous derivatives. Hence, in a basis function

approach each nonlinear term is approximated by a linear combination of fixed nonlinear
functions defined as

αrð�Þ≈∑
Mr

l¼1

ϑrlBrlð�Þ, (6)

where Brlð�Þf gMr

l¼1 is the pre-specified set of Mr ¼Kþd independent polynomial basis
functions.

From the basis function representation we obtain ∑Mr

l¼1ϑrlBrlðuijrÞ¼Birϑr. Here, Bir

are the individual-specific spline design matrices2 of dimension m�Mr, and ϑr are the

corresponding basis coefficient vectors of dimensionMr�1. Accordingly, equation (5) is

approximated by

ηi ¼XiβþBi1ϑ1þ⋯þBiRϑRþZiθi: (7)

For this general additive case various types of splines can be formulated. For IRT

purposes smoothing splines are attractive since they allow us to represent each nonlinear

term in mixed-model form:

Birϑr ¼X∗
irβ

∗
r þZ∗

irθ
∗
r , (8)

whereX∗
ir is the matrix of the first dþ1 basis functions, β∗r is the vector of coefficients for

the polynomial terms, Z∗
ir is the matrix of the K�1 interior knots (K denotes the number

of distinct covariate values), and θ∗r the corresponding coefficient vector.

Applying the result from equation (8) to each nonlinear term adds further fixed and
random terms to the model. Consequently, equation (7) changes to

ηi ¼XiβþX∗
i1β

∗
1þX∗

i2β
∗
2þ⋯þZ∗

i1θ
∗
1þZ∗

i2θ
∗
2þ⋯þZiθi: (9)

The randomparts of the splines can nowbe fitted as simple variance component terms

(Brumback & Rice, 1998; Zhang, Lin, Raz, & Sowers, 1998).

For simplicity of notation we redefine the fixed-effect vector β :¼ðβ, β∗1, β∗2, ⋯Þ, and
the random-effect vector θ :¼ðθ1, ⋯, θn, θ∗1, θ

∗
2, ⋯Þ. Note that θ is a collection of S vectors

with θs denoting a single element (s¼ 1, ⋯, S). Estimation of the coefficients is based on

optimizing the following penalized log-likelihood criterion (Hoerl & Kennard, 1970):

2 For numerical stability reasons B-splines (De Boor, 1978) are the standard choice.
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β̂, θ̂s ¼ argmax
β, θs

∑
n

i¼1

logp yijηið Þ� ∑
S

s¼1

λsjjθsjj2Rs

� �
, λs ≥ 0: (10)

A ridge penalty λsjjθsjj2Rs
¼ λsθs0Rsθs is added for each random term. Rsare squared

distance penalty matrices, and λsare scalar-valued tuning parameters controlling the

influence of the penalty on the likelihood.3

The inverse of the penalty matrix is proportional to the covariance matrix of the

random term’s coefficients in the mixed-model framework. Hence, the tuning

parameter corresponds to the reciprocal of the variance parameter, λs ¼ 1=σ2s . For
example, for the special case of an independent and identically distributed (i.i.d.)

random intercept, as in a classical Rasch model, the penalty matrix is given by

Rs ¼ZZ0 ¼ I (here, the design matrix Zis treated as a 0/1 incidence matrix that

indicates the unit or group a particular observations belongs to). The penalty becomes

λ�1
s I¼ σ2s I. Thus, in correspondence to the Gaussian distribution assumption for a

regular random effect, extreme values are assumed as less likely by penalizing each

person ability parameter in proportion to its squared deviation from zero. This

property is also known as shrinkage. Likewise, in more general IRT models involving
smooth functions, Rs ¼BsB

0
s is a spline penalty matrix that shrinks the basis

coefficients towards zero: the larger the value of λs, the smoother the fitted function.

The next section illustrates how explanatory additive IRT models can be estimated in a

Bayesian framework.

3. Approximate Bayesian inference for explanatory IRT models

INLA is an algorithm for approximate Bayesian inference which, unlike MCMC, is not

simulation-based. As Wang et al. (2018) point out, there are three key components

required by INLA: the LGM framework, a Gaussian Markov random field, and Laplace

approximation, with the latter being used to produce numerical approximations to the

posterior distributions. The following subsections elaborate on basic Gaussian prior

definitions for the IRT model parameters (fixed and random effects), introduce INLA

formally, and finally discuss prior settings for the hyperparameters (precisions).

3.1. Gaussian priors for IRT model parameters

LGMs (and therefore INLA) require Gaussian priors for the IRT model parameters. Note

that for approximate inference it is more convenient (and efficient) to work with the

inverse covariance matrix (precision matrix). Therefore, we use the precision param-

eterization for the Gaussian distribution throughout the rest of this paper, with all prior

densities denoted by pð�Þ.
We start by specifying the following prior for all fixed-effect coefficients:

p βð Þ/ jCj1=2exp �1

2
β�0ð Þ0C β�0ð Þ

� �
, (11)

having zero mean vector and precision matrix C. Commonly, a weakly informative

prior distribution is assumed, which can be achieved by setting C¼cI with a small,

3 Limiting cases: for λs !∞ the coefficients approach zero, for λs ! 0 the penalty vanishes and the usual ML
estimates are obtained.
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fixed value for the precision c (Zeger & Karim, 1991). An uninformative flat prior

results for c → 0, in line with the frequentist viewpoint of treating fixed effects as

unknown constants.

For the coefficients of all random terms we specify mutually independent Gaussian
priors:

pðθsjτsÞ/ jQsj1=2exp �1

2
θs�μsð Þ0Qs θs�μsð Þ

� �
, (12)

having mean vector μs and precision matrix Qs, with Qs ¼ τsRs. The precision

parameters τs (hyperparameters), their prior specifications, and their relation to the

penalty parameters λs will be discussed in more detail in a separate subsection, after

formalizing INLA.

We can now combine these two expressions into a joint prior. Let ψ¼ðβ, θ�μÞ
be the parameter vector containing fixed and random effects (ψ constitutes a so-called

latent field). The parameter vector ψ depends on ϕ, with ϕ as the hyperparameter
vector. The Gaussian prior for all parameters in ψ is

pðψjϕÞ/ jQ ϕð Þj1=2exp �1

2
ψ0Q ϕð Þψ

� �
: (13)

As the components in ψ are conditionally independent, QðϕÞ is sparse (to be

precise, it is block-diagonal with C and the Qs matrices on the diagonal) and

responsible for the computational efficiency of INLA. Using this Gaussian prior set-up,

ψ is a so-called Gaussian Markov random field (GMRF; Rue & Held, 2005). Note that

GRMFs with sparse precision matrix are a main requirement of an LGM (Rue et al.,

2009).

3.2. Integrated nested Laplace approximation

To introduce the main technical concepts of INLA, we follow the excellent

presentation given in Blangiardo and Cameletti (2015, Chapter 4). We need the

following formal definitions. The conditional density of the response y¼ y10, . . ., yn0ð Þ
is assumed to depend on the set of parameters ψ with assigned Gaussian priors from

above, and ϕ (prior details follow below). The resulting density is pðyijψi, ϕÞ with

likelihood

pðyjψ, ϕÞ¼
Yn
i¼1

pðyijψi, ϕÞ, (14)

where each point yi is connected to only one element ψ i in the latent field ψ (see

Martins, Simpson, Lindgren, & Rue, 2013), and assuming conditional independence

across the n observations. With these components, the joint posterior of interest is of

the following form:
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pðψ, ϕjyÞ/ p ϕð Þ�pðψjϕÞ�pðyjψi, ϕÞ
/ p ϕð Þ�pðψjϕÞ�Qn

i¼1

pðyijψi, ϕÞ

/ p ϕð Þ� jQ ϕð Þj1=2exp �1

2
ψ0Q ϕð Þψ

� �
�Qn

i¼1

expðlogðpðyijψi, ϕÞÞÞ

/ p ϕð Þ� jQ ϕð Þj1=2exp �1

2
ψ0Q ϕð Þψþ ∑

n

i¼1

ðlogðpðyijψi, ϕÞÞ
� �

:

(15)

This derivation starts with the basic probabilistic posterior expression. Then the

likelihood from equation (14) is plugged in.4 Next we insert the joint prior from

equation (13), before simplifying the terms in the final step.

At this point we have an expression for the joint posterior distribution. What we need

to find are expressions for themarginal posterior distributions. Inference forψ is based on
the marginal posterior, integrating out ϕ. Hence, we aim to compute the nested posterior

marginals pðψgjyÞ for each component ψg in ψ, and pðϕvjyÞ for each precision

component ϕv in ϕ, expressed by the integrals

pðψgjyÞ¼
Z
ϕ
pðψgjϕ, yÞpðϕjyÞdϕ, (16a)

pðϕvjyÞ¼
Z
ϕ �vð Þ

pðϕjyÞdϕ �vð Þ: (16b)

Here, ψð�gÞ denotes the vector of unknown parameters without component ψg, and

ϕð�vÞ is the hyperparameter vector without component ϕv. To compute these marginal

posteriors, Rue et al. (2009) propose the following three-step approach: first, compute the

joint posterior of the hyperparameters pðϕjyÞ; second, compute pðψgjϕ, yÞ; and third,

combine the results to obtain the posterior of the parameters pðψgjyÞ.
In the first step the computation of pðϕjyÞ¼ pðψ, ϕjyÞ=pðψjϕ, yÞ involves the

Gaussian approximation ~pðψjϕ, yÞ. The subsequent Laplace approximation results in
~pðϕjyÞ. From this approximation all the relevant marginals ~pðψgjyÞ can be obtained. This
solves equation (16b).

In the second step a Laplace approximation for pðψgjϕ, yÞ is performed, resulting in
~pðψgjϕ, yÞ. Note that this step can be computationally expensive. Rue et al., 2009propose

a simplified Laplace approximation which is based on a Taylor series expansion of
~pðψgjϕ, yÞ with some additional corrections.

The third step is easy, as we just need to combine the results from the previous steps

and solve the integral in equation (16a) numerically, leading to ~pðψgjyÞ. At this point we

have approximations for all marginal posteriors. Note that the INLA implementation
provides various computational options related the exploration of ~pðϕjyÞ and the

approximation ~pðψjϕ, yÞ; see Rue et al. (2009) and Martins et al. (2013) for details.

4Note that eventually the penalized log-likelihood from equation (10) is used. For simplicity of notation we use
the expression from equation (14).
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3.3. Hyperparameter priors: Specifications and technical details

In this subsection we elaborate on prior settings for the hyperparameters specific to IRT

applications. A key focus is to discuss prior options for the precision parameters with

varying degrees of information (uninformative, weakly informative, informative).
Before we discuss these particular priors, let us address some technical details on the

relation between the precision parameters τs and the penalty parameters λs in

equation (10). Recall that λs ¼ 1=σ2s , with σ2s as variance parameter. In a frequentist

setting the variance parameter is considered as an unknown constant and is estimated

either directly from the data (Laird & Ware, 1982) or using cross-validation strategies

(Wood, 2017). In a fully Bayesian setting the variance parameter is again considered as a

random variable with a suitable prior specification, and is estimated jointly with the

unknown coefficients. Posterior estimation then provides an alternative data-driven
determination of the variance parameter. We define the relation τs :¼ λs, with τs as

Bayesian precision parameter. These parameters control for the overall variability of the

coefficients, and, correspondingly, enter the full precision matrix Qs ¼ τsRs. Hence, the

ridge penalty is reformulated in terms of a multivariate Gaussian prior. This establishes an

immediate connection between frequentist penalized ML and Bayesian posterior mode

estimation. However, unlike in frequentist estimation, Bayesian inference is regularized

by specifying further prior distributions for the precision parameters, as we will now

discuss.
In equation (12) the Gaussian prior for the random effects and the smooth functions is

defined conditionally on the precision parameters pðθsjτsÞ. Shrinkage is encouraged by

placing further hyperpriors on τs. For computational reasons, INLA requires conjugacy in

the precision priors. Conjugate gamma priors of the form

p τsð Þ/ ðτsÞas�1
exp �bsτsð Þ, (17)

with a, bs>0 and as=bs<∞, are the default choice.5 The parameters as (shape) and bs
(rate) control the amount of shrinkage required: smaller values correspond to a wider

prior and thus less penalization, whereas larger values lead to a more concentrated prior

and a higher penalty.

The regularization behaviour of the prior in the fully Bayesian setting is qualitatively

different from the frequentist setting. Marginally, θs follows a scaled Student t-distribution

with 2as degrees of freedom d and scale parameter as=bs. This leads to weaker

penalization of large coefficients. Thus, a more concentrated prior may be required to
increase efficiency in detecting relevant effects. In IRT models, selecting appropriate

values for the parameters as and bs and thus inducing the desired effect of shrinkage is not

straightforward.

Technically, the prior for theprecisionparameter enters themodel at a stagewhere the

data brings little to no informationwith it. In practice, however, often little is known about

the population distribution of the subject-specific effects or – for explanatory additive IRT
models – the form of the smooth functions. An intuitively reasonable prior would

therefore correspond toas ¼ bs ! 0. Thisuninformativeprior is in fact a common choice
in many IRT settings (see, e.g., Fox, 2010; Levy & Mislevy, 2016). The result is a marginal

prior for θs with very heavy tails (Browne & Draper, 2006). In complex models, in

particular, this may lead to inefficient and inconsistent estimation of coefficients as the

5 The corresponding extension for a general variance–covariance matrix is given by a Wishart prior.
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majority of the priormass is placed away from zero. Lunn, Spiegelhalter, Thomas, and Best

(2009) propose an improvement based on increasing as and bs accordingly

(as ¼ bs ¼ 0:001).Wewill use this gammaparameterization to construct an uninformative

reference prior for the hyperparameter in Section 4.
Conceptually, a diffuse and thus uninformative prior distribution assumes a range over

the parameter values much larger than any plausible estimate and thus does not

sufficiently regularize extreme inference for the parameter estimates. In an IRT setting,

however, it can be reasonably assumed that the parameters do have some natural

constraints: coefficients are almost always between�5 and 5, and certainly between�10

and10. Therefore, addingminimal generic informationwill still produce estimates that are

consistent with the data. Accordingly, a weakly informative prior such as the half-t (or

half-normal) distribution assigns low probabilities to large changes on the logit scale, and
high probabilities to low changes on the logit scale. We use the specification proposed by

Chung, Rabe-Hesketh, Dorie, Gelman, and Liu (2013) and Chung, Gelman, Rabe-Hesketh,

Liu, and Dorie (2015): a gamma distribution corresponding to as ¼ d=2 and bs ! 0 for

degrees of freedom d¼ 1. This ‘boundary avoiding’ prior distribution has been shown to

perform well for variance estimation in hierarchical models.

For more complex IRT models, however, a weakly informative prior choice still may

not adequately constrain the parameter estimates (Ghosh, Li, &Mitra, 2018). Some recent

studies have focused on methods for more careful and principled elicitation of
informative prior distributions. Fong, Rue, and Wakefield (2010) propose to specify

the prior depending on the parameter range R for the marginal of θs. Specifically, the
hyperparameters are chosen as as ¼ d=2 and bs ¼R2d=2t2q;d by using the relation

�R¼�tq;d
ffiffiffiffiffi
as

p
=bs (here, tq;d denotes the qth quantile of the t-distribution with d degrees

of freedom).

At this point we have an uninformative, a weakly informative, and an informative

gammaprior specified for thehyperparameters. These priorswill be studied empirically in

the following section.

4. Applications

Here we present five IRT model specifications of increasing complexity fitted within the

Bayesian explanatory additive IRT framework: a latent regression IRT model, a random

DIF coefficients model, and three dynamic IRT models. The first three models are part of
the GLMM framework. For these models we report standard ML estimates as well as INLA

posterior mean estimates for the model coefficients. For the remaining models we report

the INLA fit only. The INLA posterior means are derived for three different prior

distributions, which impose different degrees of information (uninformative, weakly

informative, informative) on the inference procedure, as elaborated above.

The data set we use is from Vansteelandt (2000) (see also De Boeck et al., 2011; De

Boeck &Wilson, 2004) and contains 24 binary item responses (316 participants in total),

referring to verbally aggressive reactions in a total of four frustrating situations: ‘A bus fails
to stop for me’ (S1); ‘I miss a train because a clerk gave me faulty information’ (S2); ‘The

grocery store closes just as I am about to enter’ (S3); ‘The operator disconnects mewhen I

have used up my last 10 cents for a call’ (S4). For each of these four situations two

additional design factors are considered: behaviour type (Curse, Scold, and Shout) and

behaviour mode (wanting to do and actually doing; Want, Do). This leads to a total of

4�3�2¼ 24 items, answered yes’ (1) or ‘no’ (0).
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All computations are performed in R with code given in the supporting information,

which also shows additional plotting outputs omitted here due to limited space. For ML

estimation of the explanatory mixed IRT models we use the R package lme4 (Bates,

Mächler, Bolker, & Walker, 2015). For INLA estimation we use the R package INLA

(Martins et al., 2013) v20.03.17. We also provide details on the running times (on an Intel

Core i7-7600 U CPU, 2.80 GHz, 16 GB RAM machine) for each reported model.

In the Appendix 1 we show two sets of simulation studies. The first is a run-time

simulation for a simple Rasch model fitted with INLA, ML using lme4, MCMC using brms

(Bürkner, 2017), and a mean-field VB implemented in rstanarm (Goodrich, Gabry, Ali, &

Brilleman, 2020). In the first scenariowe vary the number of itemsm from5 to 100 and set

the number of persons n¼ 10m. In a second, large-scale assessment scenario, we fix

n¼ 10, 000 throughout. The results show that INLA estimation clearly outperforms ML
(and MCMC) in terms of computation time. This is especially impressive given that INLA

estimates both item and person parameters (plus random-effect standard deviation (SD)),

whereas lme4 estimates the item parameters only (plus random-effect SD). In the set

second of simulations we present a sequence of Monte Carlo parameter recovery studies

which highlight the accuracy of INLA.

4.1. Model 1: Latent regression IRT model
For our first example we fit a simple latent regression IRT model that includes the

explanatory person covariate ‘gender’ as fixed effect (dummy coded with ‘female’ as the

baseline) which tests whether there is an overall gender effect in the item responses. The

model can be expressed by equation (4), whereXi is anm�ðmþ1Þ designmatrix of item

and person covariate predictors,6 and β is the corresponding ðmþ1Þ�1 fixed-effects

coefficient vector containing 24 item parameters plus the gender effect

β¼ðβS1WantCurse, . . ., βS4DoShout, βmale). Zi is a vector of 1 s of length m, and θi is the

scalar-valued random intercept (person parameters) with SDσ.
We specifyGaussian priors for all first-stage prior distributions. For the fixed effectswe

set β∼Nð0, c
�

�1IÞ with fixed precision c¼ 0:001. Note that this Gaussian prior choice

corresponds to assuming themarginal density of the item and person covariate predictors

to be in the logarithmic range of ½�4:5, 4:5�. For the random intercept we specify a

Gaussian prior of the form θi ∼Nð0, τ�1Þ.
At the second stage of the model hierarchy we specify a conjugate gamma prior

for the single precision parameter τ∼Γ a, bð Þ. As discussed, the distribution of this

hyperprior can be made more or less informative by setting the parameters and b

accordingly:

� (informative) a¼ 0:5 and b¼ 0:008 (for degrees of freedom d = 1, logarithmic prior

range R = 5 and quantile q = .95);

� (weakly informative) a¼ 0:5 b¼ 0:001
� (uninformative) a¼ b¼ 0:001.

Since this is the firstmodelwefit,wepresent the fullmodel output. Table 1 reports the

estimates for the latent regression IRTmodel obtained byML and INLA (for the three prior

specifications). Both estimationmethods yield very similar results. For the random effects
we report the standard deviation (SD) σ¼ 1=

ffiffiffi
τ

p
for this and all subsequent models.

6Note that in all the models the intercept is omitted.
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The INLA posterior mean estimates are relatively robust to changes of the prior

distribution. Differences in the running times are noteworthy: the running time for ML

estimation was 50.6 s, whereas each INLA fit took only 4.6 s.

Themost interestingparameter in thismodel is the fixed effect for the person covariate

gender. For the informative INLA fit we get βmale ¼ 0:309 with a 95% credible interval of

½�0:078, 0:696�. On an odds ratio scale the parameter becomes expðβmaleÞ¼ 1:362,
suggesting that the odds ofmales being verbally aggressive are 1.362 times higher than the

same odds for females.

Figure 1 shows ordered person ability parameters for the first 100 subjects resulting

from the informative INLA fit. The person parameter estimates of all INLA models closely

match those from the frequentist model. Note that for the frequentist model they are

estimated in a second step using conditional posterior modes, whereas in INLA they fall

out directly from the posterior including posterior SDs and credible intervals.

Table 1. Latent regression IRTmodel: ML estimates (including standard errors in parentheses) and

INLAposteriormean estimates (including SDs) for all 24 itemparameters, the effect for gender βmale,

and the random-effect SDσ. Three different types of precision priors are used for the INLA fits

ML

INLA

Informative Weakly informative Uninformative

βS1WantCurse 1.150 (0.168) 1.151 (0.167) 1.151 (0.167) 1.152 (0.167)

βS1WantScold 0.493 (0.160) 0.494 (0.159) 0.494 (0.159) 0.494 (0.159)

βS1WantShout 0.009 (0.158) 0.009 (0.157) 0.009 (0.157) 0.009 (0.157)

βS2WantCurse 1.678 (0.180) 1.680 (0.178) 1.680 (0.178) 1.681 (0.178)

βS2WantScold 0.636 (0.161) 0.637 (0.160) 0.637 (0.160) 0.637 (0.160)

βS2WantShout −0.060 (0.158) −0.060 (0.157) −0.060 (0.157) −0.060 (0.157)

βS3WantCurse 0.458 (0.160) 0.459 (0.159) 0.459 (0.159) 0.459 (0.159)

βS3WantScold −0.758 (0.162) −0.759 (0.161) 0.759 (0.161) −0.759 (0.161)

βS3WantShout −1.598 (0.176) −1.601 (0.174) −1.601 (0.174) −1.602 (0.175)

βS4wantCurse 1.011 (0.166) 1.012 (0.165) 1.012 (0.165) 1.012 (0.165)

βS4WantScold −0.421 (0.159) −0.422 (0.158) −0.422 (0.158) −0.422 (0.158)

βS4WantShout −1.115 (0.166) −1.117 (0.165) −1.117 (0.165) −1.118 (0.165)

βS1DoCurse 1.150 (0.168) 1.151 (0.167) 1.151 (0.167) 1.152 (0.167)

βS1DoScold 0.318 (0.159) 0.319 (0.158) 0.319 (0.158) 0.319 (0.158)

βS1DoShout −0.943 (0.164) −0.944 (0.163) −0.944 (0.163) −0.945 (0.163)

βS2DoCurse 0.801 (0.163) 0.802 (0.162) 0.802 (0.162) 0.803 (0.162)

βS2DoScold −0.128 (0.158) −0.128 (0.157) −0.128 (0.157) −0.128 (0.157)

βS2DoShout −1.553 (0.175) −1.556 (0.173) −1.556 (0.173) −1.556 (0.174)

βS3DoCurse −0.283 (0.159) −0.283 (0.158) −0.283 (0.158) −0.283 (0.158)

βS3DoScold −1.576 (0.176) −1.578 (0.174) −1.578 (0.174) −1.579 (0.174)

βS3DoShout −3.046 (0.237) −3.052 (0.233) −3.052 (0.233) −3.053 (0.233)

βS4DoCurse 0.636 (0.161) 0.637 (0.160) 0.637 (0.160) 0.637 (0.160)

βS4DoScold −0.456 (0.159) −0.456 (0.158) −0.456 (0.158) −0.457 (0.159)

βS4DoShout −2.071 (0.190) −2.074 (0.188) −2.074 (0.188) −2.075 (0.188)

βmale 0.308 (0.196) 0.309 (0.197) 0.309 (0.197) 0.309 (0.197)

σ 1.372 (–) 1.382 (0.070) 1.382 (0.070) 1.385 (0.070)
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4.2. Model 2: Random DIF Coefficients model

In the explanatory mixed IRT model framework a DIF effect can be incorporated by

constructing person-by-item covariates. One can use the product of a contrast for a
particular person group and a contrast for a particular item or subset of items. Here, we

reproduce the item subset DIF example from De Boeck et al. (2011) who examined DIF

across gender in the ‘do’ items referring to cursing and scolding (eight items in total). This

hypothesis can be incorporated by specifying a contrast with a value of 1 for males who

scored 1 on the items belonging to behaviour mode ‘do’ and behaviour type ‘curse’ or

‘scold’, and 0 otherwise. As above we keep the gender effect in the model. Both of these

effects enter the fixed effects design matrix:Xi is now anm�ðmþ2Þ design matrix. The

parameter vector associated with Xi is β¼ðβS1WantCurse, ⋯, βS4DoShout, βmale, βdif ). Zi is an
m�2 design matrix encoding random intercepts (with SDσ0) and random slopes with

respect to theDIF variable (with SDσ1).We also estimate the random-effects correlation ρ.
We again specify Gaussian priors for all first-stage prior distributions. For the item and

person covariate predictors we use a Gaussian prior β∼N 0, c�1Ið Þwith fixed precision c

= 0.001. For the two-dimensional random effect, we specify a bivariate Gaussian prior

θijV ∼Nð0, V�1Þ with

192
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Figure 1. Ordered posteriormeans for θi (person parameters on a negative ‘ability’ scale) including

95% credible intervals for the first 100 participants, based on the INLA fit with informative priors.
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V�1 ¼ 1=τθ0 ρ=
ffiffiffiffiffiffiffiffiffiffiffiffiτθ0τθ1

p
ρ=

ffiffiffiffiffiffiffiffiffiffiffiffiτθ0τθ1
p

1=τθ1

 !
,

parameterized by precision parameters τθ0 for the random intercept, τθ1 for the random

slope, and correlation ρ to capture dependence between the random intercept and slope.

Accordingly, at the second stage of themodel hierarchy, we specify a two-dimensional

conjugateWishart prior on the precisionmatrixV ∼W a, Bð Þwith scalar, a>1 andmatrix

B having diagonal entries b11, b22 and off-diagonal entries b12, b21 (Schuurman, Grasman,

& Hamaker, 2016). As before, we perform a sensitivity analysis of the results by exploring
the following hyperparameter settings:

� (informative) a¼ 5, b11, b22 ¼ 4:011 and b12, b21 ¼ 0 (for d¼ 4, R¼ 2, q¼ :95);
� (weakly informative) a¼ 4 and, b11, b22 ¼ 2; b12, b21 ¼ 0

� (uninformative), a¼ 4, b11, b22 ¼ 1, and b12, b21 ¼ 0

Table 2 shows the correspondingML estimates and INLA posterior mean estimates for

the last five items only (due to space restrictions), item and person covariate predictors,

the SDs for the random intercept and the random slope, as well as the random-effects

correlation. There are only veryminor differences between the results of theMLfit and the
INLA fits in the random-effects parameters; the fixed-effects parameters match perfectly.

The running time for the ML estimation was 80.2 s, whereas each INLA fit took 11.2 s.

The results show a substantive DIF effect for this item subset (βdif ): men curse and

scold more easily than women. The overall gender effect almost vanished, compared to

model 1.

4.3. Model 3: Linear dynamic model
In our third example we are interested in explaining effects related to learning during

the test, that is, the probability of a response to an item (partly) depends on the

Table 2. Random DIF coefficients model: ML estimates (including standard errors) and INLA

posterior mean estimates (including SDs) based on informative, weakly informative and uninfor-

mative priors, for the last five items, the DIF effect βdif , the effect for gender βmale, the random

intercept SDσ0 ¼ 1=
ffiffiffiffiffiffiτθ0

p
, the random slope SDσ1 ¼ 1=

ffiffiffiffiffiffiτθ1
p

, and the random-effects correlation ρ

ML

INLA

informative weakly informative uninformative

βS3DoScold −0.902 (0.219) −0.899 (0.215) −0.896 (0.215) −0.894 (0.215)

βS3DoShout −2.989 (0.240) −2.992 (0.234) −2.989 (0.234) −2.988 (0.234)

βS4DoCurse 1.581 (0.212) 1.582 (0.209) 1.581 (0.209) 1.579 (0.209)

βS4DoScold 0.342 (0.206) 0.344 (0.203) 0.345 (0.203) 0.345 (0.203)

βS4DoShout −2.006 (0.192) −2.007 (0.189) −2.006 (0.189) −2.005 (0.189)

βmale −0.039 (0.205) −0.039 (0.205) −0.039 (0.205) −0.039 (0.204)

βdif −1.053 (0.166) −1.055 (0.163) −1.054 (0.163) −1.053 (0.163)

σ0 1.397 (–) 1.401 (0.075) 1.397 (0.075) 1.394 (0.075)

σ1 1.152 (–) 1.140 (0.117) 1.125 (0.119) 1.113 (0.120)

ρ 0.037 (–) 0.042 (0.117) 0.042 (0.119) 0.047 (0.120)
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responses given to the previous items. The conditional independence assumption,

however, associates all dependencies between the item responses to the θ-value of a

person. One possibility to account for autodependencies between the responses is to

introduce an additional time-related parameter to the response model (Verhelst &
Glas, 1993). Verguts & de Boeck (2000) propose to add a ‘number of previous items

correct’ covariate, that is, the progressive (or cumulative) sum of ‘yes’ responses up to

item j¼ 1, ⋯, m�1.

Once more we can use equation (4) as starting point. Xi is an m�ðmþ1Þ design
matrix of item responses, with the new covariate added in the last column. The associated

parameter vector is β¼ðβS1WantCurse, ⋯, βS4DoShout, βcumsum). Zi is m�1, encoding the

random slope θi1 for the individual learning effects. We omit the random intercept since

the starting points of the individual trends are the same. Figure 2 shows the individual
trajectories of cumulative ‘yes’ responses with the average empirical learning curve on

top.

Figure 2. Observed trajectories (slightly jittered) of ‘yes’ responses across the number of items

scored. The solid line represents the average (empirical) learning curve.
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We assume the usual weakly informative Gaussian prior for all fixed effects with

β∼N 0, c�1Ið Þ, c¼ 0:001. For the random slopes we specify a Gaussian prior

θi1 ∼Nð0, τ�1
θ1 Þ with conjugate Gamma prior for the single precision parameter

τθ1 ∼Γ aθ1 , bθ1
� �

. This time, we only use informative hyperpriors aθ1 = 0.5 and bθ1 =
0.0164 (d¼ 2, R¼ 10, q¼ :95).

The results are presented in Table 3, and will be discussed in conjunction with the

autoregressive model fitted in the next subsection.

4.4. Model 4: Autoregressive dynamic model

The linear dynamic IRT model assumes that a person’s learning remains constant

across trials. Learning, however, might be better described as a process that benefits
from further practice but with diminishing returns. That is, learning slows down

across trials (cf., Figure 2). To incorporate this particular hypothesis we model the

learning effect using a penalized spline approach. This additive model can be

formulated as:

ηi ¼XiβþBiϑþZiθi0 (18)

The fixed-effects part is the same as in the previous model, with βcumsum denoting the

overall learning effect. Bi is an m�ðm�1Þ spline bases matrix and ϑ is the ðm�1Þ�1
vector of basis evaluations describing the nonlinear population trend of the dynamic

covariate. Zi now encodes a random intercept θi0 to model the individual deviations from

the nonlinear trend.

As before we assume a weakly informative Gaussian prior for the item effects

β∼N 0, c�1Ið Þ, c¼ 0:001 and a Gaussian prior θi0 ∼Nð0, τ�1
θ0 Þ for the individual-specific

effects with informative Gamma hyperprior τθ0 ∼Γ aθ1 , bθ1
� �

. For the nonlinear

effect we specify a Gaussian prior of the form ϑjQ∼Nð0, Q�1Þ with precision

matrix

Table 3. Dynamic IRT model: ML estimates (including standard errors), INLA posterior mean

estimates (including SDs) for the last five item parameters, the linear population trend βcumsum, and

the random slope SDσθ1 ¼ 1=
ffiffiffiffiffiffiτθ1

p
of the linear model. For the AR1model we show the spline SDσϑ,

the random intercept SDσθ0 ¼ 1=
ffiffiffiffiffiffiτθ0

p
, and autocorrelation ρ

Linear ML Linear INLA AR1 INLA

βS3DoScold −7.006 (0.293) −7.087 (0.289) −5.192 (0.557)

βS3DoShout −9.088 (0.377) −9.186 (0.369) −5.841 (0.747)

βS4DoCurse −4.231 (0.254) −4.291 (0.253) −2.413 (0.365)

βS4DoScold −6.096 (0.290) −6.176 (0.288) −3.693 (0.427)

βS4DoShout −8.641 (0.353) −8.737 (0.347) −5.220 (0.591)

βcumsum 0.494 (0.021) 0.501 (0.021) 1.356 (0.073)

σθ1 0.069 (–) 0.073 (0.010) – (–)
σϑ – (–) – (–) 2.512 (0.712)

σθ0 – (–) – (–) 0.648 (0.063)

ρ – (–) – (–) 0.886 (0.064)
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parameterized by precision parameter τϑand persistence parameter ρ∈ ½�1, 1�. The AR1
model assumes that measurements taken at closer time points are more strongly
correlated than measurements at more distant time points and thus, only allows for

temporal dependence between successive responses in the precision matrix. For the

corresponding hyperprior τυ ∼Γðaυ, bυÞ we use the following hyperparameter setting:

aυ ¼ 2 and bυ ¼ 1:375 (R¼ 10 and q¼ :95).
Table 3 shows the results for linearML fit7 and the linear INLA fit from above, aswell as

the AR1 INLA fit. The last five item parameters, the person-item covariate, the random-

effects SDs as well as the autocorrelation parameter are reported. The ML fit took 76.5 s,

the linear INLA fit 10.1 s, the AR1 INLA fit 26.8 s.
Let us focus on the interpretation of the linear dynamic model first. We see that the

estimates of theML fit and the linear INLA versionmatch closely. The parameter βcumsum is

a simple linear slope parameter describing the population learning trend (the random

slopes θi1 are scattered around this slope). The left panel of Figure 3 shows the individual

Figure 3. Individual predicted growth trajectories for the linear INLA fit (left) and the AR1 INLA fit

(right). Both panels show the empirical growth curve (solid black line) as well as the estimated

overall growth curve (solid red line) including the 95% credible interval.

7 Note that the lme4 package does not allow for the inclusion of a temporal dependency term. Therefore, for this
model version, we only report the INLA estimates.
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predicted trajectories of the cumulative ‘yes’ responses as well as the linear population

trend resulting from the linear INLA fit.

The right panel of Figure 3 shows the AR1 INLA fit. In the AR1model we converge at a

faster rate than we would expect with the linear time trend: a one-unit increase in the
cumulative sum up to follow-up time t increases the odds of responding ‘yes’ at the same

follow-up time point by expð1:356Þ¼ 3:880 for the AR1 model, compared to

expð0:501Þ¼ 1:650 for the linear model. Thus, the response at ‘time point’ t during

test-taking is strongly related to the number of ‘yes’ responses up to the same time point.

The parameter ρ takes into account correlations between observations of the same

individuals, that is, the correlation between responses at measurement occasions t and

tþ1 for the AR1 model. The resulting parameter ρ is constant over all responses.8 Note

that we have large SDs between the individual curves (σϑ ¼ 2:512) compared to the
individual linear trend SD (σθ1 ¼ 0:071) in the first model.

Finally, we can also compute the Watanabe–Akaike information criterion (WAIC;

Watanabe, 2010) to compare the fit of the two INLA models. For the linear model we get

WAIC¼ 7, 265:9 (standard error SE¼ 98:5), whereas for the AR1 model we get

WAIC¼ 6, 202:9 (SE¼ 94:3), which suggests that the AR1 model clearly fits better

(ΔWAIC¼ 1, 063:0 with SE¼ 48:9). This is substantiated by Figure 3 where we see that

the predicted AR1 trajectory follows the empirical growth curve much more closely than

the linear growth trajectory.

4.5. Model 5: Multigroup dynamic IRT model

If researchers want to monitor learning for observed groups of persons from different

populations, it might be useful to fit a model that allows for differential variability across

these groups. However, the inclusion of an explanatory person covariate does not lead to

group-specific profiles, since only the mean group structure is described. We now

illustrate how the explanatory additive IRTmodel formulation can be adapted to allow for
different smooth profiles across different groups of persons.

This time we model the serial correlation between the responses using an Ornstein–
Uhlenbeck (OU) process. The OU process is the continuous-time generalization of the

AR1 and is therefore particularly attractive for incorporatingworking speed (i.e., the time

a person needs to respond to an item) into this multigroupmodel. Specifically, we assume

that females and males show a different population learning trend such that female

respondents learn at a faster rate than males. Accordingly, we simulate the average time

between responses from an exponential distribution with rate parameter 0.5 for males
and 1 for females.9 This results in unequally spaced observation time points between the

group-specific responses which can be handled by the OU process (the AR1 from the

previous model requires that the time-dependence structure between observations

always remains the same). More details on the OU process can be found in Jacod (2010).

Formally, we extend the dynamic model from equation (19) as follows:

8We illustrate the resultingAR1 learning effect in Figure 5,whencomparing it to a different process specification
in model 5.
9Note that the cumulative sum of ‘yes’ responses is a counting measure, that is, an i.i.d. Poisson process, for
which the times between responses are considered an i.i.d. exponential random variable.
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ηðkÞ
i ¼XiβþB

ðkÞ
i ϑðkÞ þZ

ðkÞ
i θðkÞi0 , (19)

with k∈fmale, femalegHere, ϑðkÞis specified as a scaled function of the preceding value

with time-dependent variance component (see Zeger&Diggle, 1994). The corresponding

Gaussian prior is specified as ϑðkÞjQ kð Þ ∼N 0, QðkÞ� ��1
	 


The precision matrix QðkÞis
parameterized by precision parameter τðkÞϑ and exponential decay correlation parameter
ρðkÞ ¼ expð�αðkÞΔðkÞ

j Þ(see, e.g., Oravecz & Tuerlinckx, 2011). Note that ΔðkÞ
j is the time

difference from the last observation, tiðjÞ � tiðj�1Þand αðkÞmeasures the strength of pull

towards the central value (i.e., the decay towards the group-specific long-run mean

βðkÞcumsum). The autocorrelation parameter ρðkÞis interpreted in terms of a ‘learning rate’.

Note that we use the same hyperprior specifications as in the previous dynamic models.

The INLA results are given in Table 4. We report the group-specific parameters only;

the item parameters are the same for males and females.

Figure 4. Individual predicted growth trajectories for the joint dynamic INLA fit. This includes the

empirical growth curve (solid black line) aswell as the estimatedOUgrowth curve for females (solid

red line) and males (solid blue line). The credible intervals are omitted here.
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Toexplore the results inmore detail,weproduce a plot similar to Figure 3 inwhichwe

illustrate the learning curves. In this model specification we estimate separate learning

curves for males and females, resulting in Figure 4. We see that male and female

trajectories are highly similar across ‘time’, leading us to the conclusion that the learning
trends are not different for males and females.

We also produce a plot that shows the OU learning effect for males and females (see

Figure 5 (right)) and juxtapose it to the AR1 learning effect frommodel 4 (Figure 5 (left)).

We see that theOUprocess defines irregular time grids formales and females,whereas the

AR1 operates on equally spaced time intervals.

To investigate whether this joint dynamic model fits better than the AR1 model from

above,we can again use theWAIC. For thismodelweobtainWAIC¼ 6, 227:6 (SE¼ 95:1),
whereas for the AR1 model we had WAIC¼ 6, 202:9 (SE¼ 94:3). The simpler single-
group AR1model fits better: the learning processes for males and females can be assumed

to be homogeneous.

Figure 5. (Left) Probability of responding ‘yes’ conditional on the smooth AR1 learning effect

(regular time grid) for each item. (Right) Probability of responding ‘yes’ conditional on the smooth

OU learning effect (irregular time grid) for each item formales and females. Shaded areas indicate the

corresponding 95% credible intervals.

Table 4. Group-specific parameters for multigroup dynamic IRT model: the overall trends βcumsum

for males and females, the SD of the random intercepts σθ0 , the SD of the OU process σϑ, and the

learning rate ρ

Females Males

βcumsum 1.224 (0.064) 1.240 (0.058)

σθ0 0.711 (0.111) 0.568 (0.064)

σϑ 2.025 (0.573) 2.300 (0.661)

ρ 0.074 (0.047) 0.097 (0.062)
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5. Discussion and outlook

In this paper we introduced the class of additive explanatory IRT models. This general
model class offers researchers many new options for IRT model specifications, estimated

within amodern Bayesian framework in a fast and accuratemanner. The specificationswe

have shown in Section 4 are by nomeans exhaustive, asmany othermodelling flavours can

be incorporated, depending on the particular data set-up.

As in most Bayesian applications, prior specifications deserve special attention. We

studied uninformative, weakly informative, and informative priors in terms of parameter

recovery and saw that the informative priors performwell for the models we have shown

in this paper. However, we cannot give conclusive results about specific (informative)
prior recommendations for all the IRT models that can be fitted within our framework.

What we can state is that the role of the prior distribution is affected by the value of the

subject-specific variable. For large true variances the specific choice for the prior

distribution has less of an effect on the posterior estimates aswe have enough information

in the data available to overwhelm the prior information. For small true variances the

results obtained are less biased for ‘smart’ choices of the prior distribution as we can use

the prior variance to add a little bit of extra information into the inference procedure. This

additional information provided by the prior can help to increase the power in detecting
small but substantively relevant effects.

The supporting information show the user how to fit the models presented in the

paper in R using the INLA package. The code can easily be adapted to fit other models

belonging to the above-mentioned model class, as models can be specified in a simple

regression-type manner. Note that classical spline types such as natural cubic splines and

B-splines, two-dimensional thin plate regression splines, adaptive smoothing splines, and

penalized regression splines based on random-walk priors can be specified in INLA aswell

(Wang et al., 2018).
To reiterate, the main benefit of the approximations used in INLA over MCMC is a

computational one: even complex models can be fitted within a few seconds. In the

Appendix 1wepresent some computing-time simulations, showing the superior run-time

performance of INLA compared to MCMC and ML. Again, using a probabilistic

programming language like Stan, users can easily fit models belonging to the explanatory

additive IRT class using MCMC.

A limitation of INLA is that its computational cost is exponential with respect to the

number of hyperparameters (Rue et al., 2009). In practice the number of hyperparameters
should not exceed 15. We reach this limit with five correlated random effects, as 15

hyperparameters (five SDs, 10 correlations) have to be estimated. We want to stress,

however, that this is a more fundamental problem than just amere technical restriction of

INLA: models with more than three correlated random effects are already quite complex.

In such a setting it is difficult to force the covariance matrix to remain positive-definite

during estimation (note this holds for ML as well as MCMC), as more information needs to

be added to the inference procedure (Schuurman et al., 2016, for corresponding details).

Note that INLA is not an iterative algorithm in the sense of MCMC. Therefore, there are
no convergence criteria or indicators that show if the approximations are off. If unsure

about the results, we suggest that users visually explore the marginal distributions

directly, instead of just looking at the posterior summaries. Another strategy that users can

pursue is to use approximations of different precisions and check whether the results are

stable. In addition, one can also modify the integration strategy for the hyperparameters,

the Laplace approximation, the numerical optimization as well as the computation of the
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Hessian matrix. This said, our parameter recovery simulations in the Appendix 1 show

that INLA also gives accurate results for complex dynamic IRT models.

To conclude, the additive explanatory IRT framework, as treated in this paper, allows

for flexible estimation of Rasch-type IRT models involving binary items. Obvious
extensions include the adaption of this model class to polytomous Rasch models such as

the rating scalemodel and the partial creditmodel. In addition, by relaxing the assumption

of constant item discrimination parameters and the inclusion of potential lower

asymptote parameters, one could fit two – and three-parameter logistic IRT models as

well as polytomous extensions such as graded responsemodels, generalized partial credit

models, and nominal response models.
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Appendix 1:

Computing-time simulations

We simulate Rasch homogeneous data sets for a varying number of items
(m¼ 5, 10, 15, 20, 25, 30, 40, 50, 75, 100). For the number of persons n we use the

ad hoc rulen¼ 10�m in the first simulation. This rule is commonly applied in IRT to get a

rough idea of a reasonable calibration sample size. For each of the 10 data sets we fit an

ordinary Rasch model with INLA, lme4 (ML), brms (MCMC; single chain, 2,000 warm-up

samples, 2,000 sampling iterations), and rstanarm for VB (mean field; we kept all the

arguments at their defaults) on an Intel Core i7-7600 U CPU, 2.80 GHz, 16 GB RAM

machine. In the second simulation we consider a large-scale assessment scenario and fix

n¼ 10, 000 for all values ofm. The simulation results are presented in Figure A1.
These results show that INLA clearly outperforms ML and MCMC in terms of

computation time. For a large number of persons we see that INLA is just slightly slower

than VB.

Figure A1. Log-transformed computation time plotted against number of items. (Top) Varying

number of persons (n = 10 × m). (Bottom) Number of persons fixed (n = 10,000); the lme4

computation for 100 items was stopped after 2 days of computing.
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Parameter recovery simulations

Next, we perform parameter recovery analysis for each of the explanatory IRT models

presented in Section 4. Specifically, we use the INLA posterior estimates, obtained for the

informative prior scenarios, to simulate 1,000 synthetic data set samples (note that we
avoided sampling from the approximate posterior). We then evaluate the quality of the

INLA posterior approximation according to: (1) the coverage probabilities (CPs) for the

assumed 95% (equal-tailed) nominal confidence; (2) the relative bias (RB) for the average

estimates over the independent replicates and the true population parameter. The CP is

based on the percentiles of the INLA posterior distributions. A rate of 95% is considered as

optimal. All analyses are carried out for the three prior scenarios discussed.

Model 1: Latent regression IRT model

Table A1 shows the results for βmale and the random intercept SDσ parameters for the

latent regression IRT model. For the relatively ‘simple’ latent regression model the prior

information does not seem to impact the results: for both parameters the INLA coverage

probabilities are almost exactly 95%. INLA slightly overestimates the random intercept

SDs as indicated by the positive relative bias. However, with a relative bias of almost zero,

these estimates are generally quite accurate.

Model 2: Random DIF coefficients model

Againwe simulate 1,000 synthetic data set samples to evaluate the performance of INLA in

recovering the randomDIF coefficients model. Table A2 presents the CPs and RBs for the

respective parameters.
The CPs and RBs are quite similar for the fixed gender and DIF effects as well as the

random intercept. For the random slope SD and the correlation parameters, however, the

CPs are closest to the nominal value .95 in the informative prior scenario. Also the RB is

smaller than for the weakly informative and uninformative prior specifications. Typically,

for logistic models the random slope coefficients are small and close to zero. Hence, the

higher the prior information, the more shrinkage to 0, and the better the coverage of the

random slope component.

Table A1. Latent regression IRT model: CPs and RBs for the gender effect βmale and the random

effect SDσ (three prior scenarios), calculated over 1, 000 replications

Informative Weakly informative Uninformative

CP: βmale .948 .948 .948

CP: σ .949 .951 .948

RB: βmale .054 .054 .055

RB: σ .002 .002 .004
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Model 3: Linear dynamic IRT model

We captured individual learning effects by a random slope only model. The results for the
linear trend βcumsum and the random slope SDσθ1 parameters are presented in Table A3.

The CPs and RBs are similar for the linear population trend βcumsum over all three prior

scenarios. However, for the random slope SDσθ1 the best results are obtained for the

informative prior specification, while the weakly informative prior performs worst. As

previously mentioned, the random slope coefficients are typically small. The weakly

informative boundary-avoiding prior specification, however, does not provide that much

support for coefficients close to zero (the CP is smaller and the (absolute) RB is larger).

Model 4: Autoregressive dynamic IRT model

We incorporated a nonlinear term for the population trend in the autoregressive version

of the dynamic IRT model. The individual deviations from the nonlinear trend are

modelled by a regular random intercept term. Table A4 presents CPs and RBs for the

respective parameters.

The CP and RB results for the random intercept are best in the informative prior

scenario and worst for the weakly informative prior. As before, the boundary-avoiding

weakly informative prior encounters problemswhen the true population SD is less than 1.

Table A3. Linear dynamic IRTmodel: CPs and RBs for the population trend βcumsum and the random

slope SDσθ1 (three prior scenarios), calculated over 1,000 replications

Informative Weakly informative uninformative

CP: βcumsum .935 .937 .936

CP: σθ1 .946 .935 .940

RB: βcumsum .010 .008 .009

RB: σθ1 .007 −.019 −.010

Table A2. Random DIF coefficients model: CPs and RBs for the gender effect βmale, the DIF effect

βdif , the random intercept SDσ0 and the random slope SDσ1 (three prior scenarios), calculated over

1,000 replications

Informative Weakly informative Uninformative

CP: βmale .948 .948 .948

CP: βdif .944 .944 .944

CP: σ0 .940 .940 .940

CP: σ1 .914 .910 .900

CP: ρ .934 .930 .931

RB: βmale .015 .016 .015

RB: βdif .137 .137 .137

RB: σ0 −.007 −.007 −.009
RB: σ1 −.060 −.067 −.072
RB: ρ .256 .307 .330
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TheCPs for the spline SD are generally toohigh as a result of too large confidence intervals.

Also the CPs for the autocorrelation parameter might at first sight appear too large. The

autocorrelation is naturally bounded between 0 and 1, and with .9 our true population

parameter is already very close to 1. Hence, the estimates can generally be considered very

accurate.

Table A4. Autoregressive dynamic IRT model: CPs and RBs for the population trend βcumsum, the

spline SDσϑ, the random intercept SDσθ0 and the autocorrelation ρ (three prior scenarios),

calculated over 1,000 replications

Informative Weakly informative Uninformative

CP: βcumsum .957 .952 .897

CP: σϑ .986 1.000 1.000

CP:σθ0 .907 .887 .888

CP: ρ 1.000 1.000 .924

RB: βcumsum −.162 −.163 −.156
RB: σϑ −.247 −.275 .098

RB: σθ0 −.106 −.110 −.104
RB: ρ .010 .009 .043
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