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Chapter 1

Introduction

Hegel’s Thesis-Antithesis-Synthesis Model: A dialectic method of historical and

philosophical progress that postulates (1) a beginning proposition called a thesis,

(2) a negation of that thesis called the antithesis, and (3) a synthesis whereby

the two conflicting ideas are reconciled to form a new proposition. Although

this method is commonly referred to as the Hegelian dialectic, Hegel actually

attributed the terminology to Immanuel Kant.(Schnitker and Emmons, 2013)

1.1 Starting point: self-selected vs. pre-determined cir-

cumstances

Years before economics research came into my horizon, I was working for a charity that

supports rural teenagers in China to attain their educational goals. During that time, I recall

reading a letter from a private sponsor where she reflected on her philosophy of overcoming

hardships. She wrote: “a problem that CAN be solved by money is not a problem.” If

anything, I was working closely with teenagers whose lives were exactly at the opposite side

of this statement. The living conditions of these teenagers were dire because of their families’

extreme financial and emotional hardships, often due to a combination of contingencies, such

as disease, injuries, disabilities, or unexpected death of close family members, geo-economic

disadvantage and lack of societal support. However, when we communicated the quote to

them, they reacted with an inspired or perhaps even a knowing smile.
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Getting to know the stories of these teenagers has taught and inspired me so much more

than what I reckon I could have possibly impacted their lives. Among the myriad of the

revelations during the experience, I found that people are very similar beings at their core, in

the same way ideas about money and life were connected between the teenage rural sponsee

and the middle-aged urban sponsors. But at the same time, I observed that people are highly

pliable to all of their own - sometimes polarised - circumstances, which dictate the decisions

that they could make. Witnessing this human pliability - the capability to readily adapt to

extreme conditions, in myself and others, is an experience that has always humbled me.

Nevertheless, while pliability is fascinating, the fact that it seems to embed a contradiction

captured my mind. As the proposition from Karl Marx goes, people make their own history,

but “they do not make it as they please,” as they are unable to choose the circumstances in

which they make choices - “they do not make it under self-selected circumstances, but under

circumstances existing already, given and transmitted from the past.”

1.2 Negation: “all value is founded on utility”

Blaug wrote in Economic Theory in Retrospect that “economists had increasingly come to

feel that at long last they were beginning to provide new answers to new problems” (Blaug,

1997). When I entered the behavioural economics group at Erasmus University Rotterdam

in 2016, I felt a similar spirit in the air, though it was for a shift that postdates Blaug’s words.

It had been more than a decade since the works of behavioural economics - studies that com-

bine psychological insights into economic models - had received recognition in mainstream

economics. Importantly, this intellectual movement is perceived to be an improvement of

the field of economics on economics’ own terms. As argued by Camerer et al., introduc-

ing underpinning psychological analyses into the neoclassical models does not introduce a

“wholesale rejection” of the fundamental approach “based on utility maximization, equilib-

rium, and efficiency”:

Most of the papers modify one or two assumptions in standard theory in the di-

rection of greater psychological realism. Often these departures are not radical

at all because they relax simplifying assumptions that are not central to the eco-

nomic approach. For example, there is nothing in core neoclassical theory that
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specifies that people should not care about fairness, that they should weight risky

outcomes in a linear fashion, or that they must discount the future exponentially

at a constant rate. (Camerer et al., 2004)

The development of this intellectual trend is seen as opening a window to reimagine

the field of economics, with improved theoretical insights, along with its higher predic-

tive power, and, importantly, without fundamentally changing the neoclassical theoretical

framework. Expected utility theory provides an example. In 1944, when von Neumann and

Morgenstern published Theory of Games and Economics Behavior, they defined a set of

behavioural axioms that laid the foundation for a scientific approach to generalize charac-

teristics of rational behaviour by deriving cardinal utility from risky choice. As argued by

Heukelom (2014), central to their axiomatic approach, expected utility theory is meant to be

understood as generalizations of rules for rational decision making. Perhaps seen by many

as an important intellectual development, prospect theory, keeping the general structure of

expected utility theory but relaxing the central axiom of expected utility - the independence

axiom, and adding reference dependency, inspired a rich range of new studies into people’s

attitude towards risks. What remains core and unchanged in both theoretical frameworks,

however, is the idea from the 18th century philosopher Bentham. In his book An Introduc-

tion to the Principles of Morals and Legislation, he wrote “all value is founded on utility”.

This statement has essentially remained unchanged - behavioural economic models have pre-

dominantly been de-contextualising decisions into trade-offs of attributes, with assumptions

made about utility functions to aggregate those attributes.

1.3 Synthesis: applications of decisional circumstances

The benefits of studying de-contextualising decisions, i.e., taking decision-making abstracted

away from circumstances, are abundant and often occur for good reasons. But we as scien-

tists should be aware of the intellectual trap of self-fulfilling prophecy. For example, many

economists would agree that behavioural models are more accurate in predicting descriptive

behaviour, but they would argue that normative models such as discounted expected utility

would derive what a “rational decision maker” would do. However, the normative model of

discounted expected utility implicitly imposes independence assumptions across time - usu-
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ally, intertemporal risky decisions are supposed to treat different time points independently.

This is a strong restriction that oversimplifies, and I argue that its prediction can deviate from

judgments of a “rational decision maker.” The chapters in this book wish to further explore

this issue.

In Chapter 2, joint with Prof. Kirsten Rohde, I investigate how people make decisions

when they face multiple delayed and risky consequences. In particular, I study how peo-

ple aggregate multiple attributes under a range of circumstantial differences - where risks are

positively or negatively correlated, or independent across time. It turns out that these circum-

stantial differences - intertemporal correlations - change people’s evaluation of delayed and

risky outcomes. Interestingly, we find that a large fraction of the experimental participants

have inter-temporal correlation attitudes that resemble “concavity” or “hedging” risk over

time. That is, they prefer negatively correlated risks to independent risks, and independent

risks to positively correlated risks. In most economic models, risk attitudes are estimated

with standard additive models with a functional form (e.g., CRRA, constant relative risk

aversion) and preferences are treated as additively separable. Some studies have challenged

the additively separable assumption, e.g., by paying attention to planning horizons Bommier

and Rochet (2006). My findings on the correlational attitudes further show that researchers

have underestimated the importance of changes over circumstances.

Why? Decisions in real life are often made not for just one outcome at one time point

but for a time stream of outcomes. Consequences of one decision are often correlated among

attributes. Conceptually, people are right to care about intertemporal correlations. The fact

that intertemporal correlations are often implicitly assumed away in modelling, such as in

most applications of discounted expected utility, shows that this widely used model over-

simplifies risk preferences across time and fails to capture some key considerations in the

decision-making process.

In Chapter 3, joint with Prof. Kirsten Rohde and three members from the Ministry of

Economic Affairs and Climate Change - dr. Bram van Dijk, dr. Thomas Dirkmaat, and dr.

Evelien van de Veer, I study how to influence people’s decisions on the timing of their real-

world action with significant economic consequences - i.e., receiving the European Union

agriculture subsidy. People often postpone important but uninteresting tasks. In some cases,

they impose delays to act on the tasks even when the delay causes harmful impact to them-

selves. From the perspective of the project manager or the policy makers, I argue that pro-
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crastination collectively causes excessive administrative burden and introduces externalities.

To explore potential policy tools to alleviate the collective procrastination problem – which

I call “the last moment syndrome”, I collaborated with the Behavioural Insights Team from

the Netherlands’ Ministry of Economic Affairs and Climate Change. In two large-scale field

experiments with randomised controlled trials, different policy designs are tested with the

goal to reduce the administrative burden for the governmental program and to increase the

time efficiency for the participants.

The result of this study contributes to the nudge literature in public policy and the goal

attainment literature in psychology. More specifically, I find that time anchoring plays a

crucial role in people’s decision on when to perform a boring task with significant economic

consequences. When people are given a non-binding target date, they are 4% more likely to

perform the task before the target date. In comparison, asking people to self-impose a target

date is also effective but with a smaller effect size. Surprisingly, we find no evidence that

reminders on the monetary advantage of doing it sooner is effective. Similarly, no evidence is

found for a simplified checklist to help with preparing for the task to be effective in reducing

procrastination.

Chapter 4 focuses on the trade-off between individuals’ physical mobility and the nega-

tive outcomes of a contagious disease - a decision-making circumstance in which the conse-

quences are crucial for the entire society in a rapidly evolving global health threat. During

the early stage of the Covid-19 pandemic, it was discovered that the exponential growth bias

(EGB; i.e., underestimating exponential growth), a well-known cognitive obstacle, prevents

people from correctly estimating the risk of the virus infection. In an online experiment, I de-

signed different information interventions to debias EGB and to nudge people to voluntarily

restrict movements and keep social distance.

Interestingly, my informational interventions are impactful in promoting positive cog-

nitive changes – compared to the control group where no information is received, those

receiving information treatments are 8-9% more likely to learn about how to avoid crowds

by checking the real-time crowdedness information on travel apps. This positive effect is

largely supported by the positive results from other EGB studies in the context of financial

or health decisions, where they find that debiasing EGB with informational intervention is

helpful in correcting the downward bias of risk estimations. Some of these studies also point

out that although effective, the statistical debiasing campaigns tend to be insufficient for peo-



6 Introduction

ple to overcome EGB completely. In my study sample, surprisingly, I found an even larger

discrepancy - which I call the knowledge-behaviour gap. Whilst informational campaigns

focused on correcting statistical understanding brings positive cognitive changes, I find no

evidence of any impact on behaviour - neither intended nor real behaviour.

The gap between knowledge and behaviour may exist via two separate channels because

intention intervenes in the transfer of knowledge to behaviour. Therefore, one potential

channel concerns the knowledge-intention gap, and a second channel concerns the intention-

behaviour gap. Much existing literature on goal attainment, implementation intention, and

will power has focused on the latter – the intention-behaviour gap, also known as the doer-

planner fallacy. My results show the importance of the former – that people also display

a knowledge-intention gap, especially in situations where facts and knowledge are rapidly

renewed during the Covid-19 crisis. The mechanism behind the knowledge-intention gap can

be explained by the discrepancies between two types of risk perception: deliberate versus

affective. Statistical debiasing may be effective in changing dry knowledge but not enough

to change emotions, which is found to be more influential to behaviour.

At the end of my PhD research, I have started contemplating about how I chose to study

the aforementioned topics in the first place and if I have come any closer to answering the

abstract questions that I had in mind during my pre-academic field work in rural China.

The answers are not definitive but hopeful. Through my research on these applications, I

hope to have shown for those interested in understanding and improving decision making in

the real-world, where circumstances are rich and variable, that the ambition of behavioural

economists can be more than relaxing harmless assumptions in models. It can be compared

to the famous quote from Albert Einstein: “if I had an hour to solve a problem and my

life depended on the solution, I would spend the first 55 minutes determining the proper

question to ask, for once I know the proper question, I could solve the problem in less than

five minutes.” New meaningful questions can lead to new meaningful answers. The crucial

challenge in further understanding decision making is perhaps about asking questions on

the interaction between the decisions and the circumstances in which decisions are made.

I believe that the more we learn about the rich palette of decision making under different

circumstances, the more the academic endeavour can inspire better understanding of human

behaviour and smarter solutions to societal problems.
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Individual contributions:

Chapter 2 was the result of collaboration between me and Prof. Kirsten Rohde. The con-

ceptualisation was primarily made by Kirsten and later developed by us together - Kirsten

supervised me to develop the theoretical insights. I designed and programmed the exper-

iment with valuable feedback from her. We conducted the lab experiment together. We

both analysed the data to double check the results. I wrote a primary draft based on the

experiment and Kirsten developed it into the final paper. We discussed the later versions in

multiple rounds where we agreed on the interpretation of the results, the contribution of the

paper compared to existing studies, and the main intellectual insights of the paper.

Chapter 3 was a joint project by academic members and ministry members. The two-year

field experiments were designed and conducted by the members of the Behavioural Insights

Team from the Ministry of Economic Affairs and Climate Change – dr. Bram van Dijk,

dr. Thomas Dirkmaat, and dr. Evelien van de Veer. I analysed the data, conceptualised the

main intellectual idea of the paper, and wrote the paper. Prof. Kirsten Rohde gave detailed

discussions throughout the process, including the relevance to literature, the data cleaning

procedure, survival analysis, and robustness of results. She also polished the final draft of

the paper.

Chapter 4 was a single authored paper by me. Whilst I was the sole author of the project,

I have received generous support from supervisors and colleagues. During the conceptualisa-

tion and the experiment design, I received valuable feedback from Prof. Kirsten Rohde and

fellow PhD colleague Toh Wen Qiang. After I proposed the research plan, the department

of Applied Economics granted me the funding for the experiment. I conducted the experi-

ment, analysed the data, and wrote the paper. During the writing of the paper, Prof. Peter

Wakker gave valuable discussions on the intellectual contribution of my paper in relation to

the existing literature in psychology. He also gave detailed feedback on the paper.





Chapter 2

Intertemporal Correlation Aversion:

A Model-free Measurement

Joint with Kirsten Rohde

2.1 Introduction

Most decisions have consequences that are both delayed and risky. Moreover, such conse-

quences typically involve not only a single, but multiple points in time. Savings decisions,

for instance, require people to think about how much they would like to consume at multiple

points during a period of time, with future needs and returns on savings being risky. Health

behavior is another example of decision making that involves risky outcomes at multiple fu-

ture points in time. Decisions to live a healthier life by exercising more or going on a diet,

involve investments in the near future with prolonged, but risky, health benefits in the further

future.

Risk attitudes and intertemporal preferences are key determinants of behavior with de-

layed and risky consequences. An additional key determinant of behavior that plays a role

when there are multiple delayed and risky consequences, is the attitude towards intertempo-

ral correlations, i.e. the degree to which people like or dislike correlations between outcomes

received at multiple points in time (Bommier, 2007). Attitudes towards intertemporal cor-

relation are closely related to intertemporal elasticities of substitution. Hence, they play a
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central role in savings and investment behavior during the life cycle (Bommier and Rochet,

2006) and in the development of asset prices over time (Hansen and Singleton, 1983).

Decision makers who are risk averse at each single point in time, are likely to be risk

averse over total lifetime value of consumption as well. Intertemporal correlation attitudes

capture an aspect of risk attitudes concerning lifetime value of consumption that cannot be

accounted for by risk attitudes at single points in time. The widely used discounted expected

utility model, however, assumes such correlations to be irrelevant and thereby implicitly

restricts risk attitudes towards lifetime value of consumption. Moreover, little is known about

people’s attitudes towards intertemporal correlation. This paper introduces and implements

a model-free method to measure people’s degrees of intertemporal correlation aversion. We

will also show how intertemporal correlation aversion is related to the order in which decision

makers process the risk and time dimension of consumption.

Most literature on intertemporal and risky choice has focused exclusively on either the

time or the risk dimension of outcomes. Recently, however, we have witnessed an increasing

number of studies that combine the insights from both strands of literature (Abdellaoui et al.,

2019, 2011; Baucells and Heukamp, 2012; Epper and Fehr-Duda, 2020; DeJarnette et al.,

2020; Dillenberger et al., 2018; Öncüler and Onay, 2009). Studies combining risk and time

consider (1) single risky outcomes to be received at a single point in time, or (2) sequences

of risky outcomes to be received at several consecutive points in time. The former setting

is useful when studying how people discount the future and how their risk preferences may

change over time. The latter setting with multiple outcomes arguably is more representative

of real-life decisions. This paper concerns the latter setting. Thus, we consider decision

makers who choose between risky outcome sequences that yield outcomes at multiple points

in time.

Decision makers who want to determine the value of a risky outcome sequence, have to

aggregate the outcomes of the sequence over the risk and the time dimension. The order in

which they aggregate over the risk and time dimension is closely related to their attitudes

towards intertemporal correlation, which can easily be understood through the following

example. Consider lottery L that gives a 50% chance to receive e10 and a 50% chance

to receive e5. Consider a decision maker who receives this lottery twice: once at time s

and once at time t > s. In case of positive correlation (POS) the decision maker has a

50% chance of getting the outcome sequence (s : 10, t : 10) and a 50% chance of getting
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(s : 5, t : 5). In case of negative correlation (NEG) the decision maker has a 50% chance

of getting the outcome sequence (s : 10, t : 5) and a 50% chance of getting the outcome

sequence (s : 5, t : 10). Decision makers who first aggregate over risk at each point in time

separately, will perceive both POS and NEG as giving the same lottery L twice. They will

first determine the certainty equivalent of the lottery at each point in time separately and

then determine the present value of the resulting sequence of certainty equivalents. As the

certainty equivalents of the two lotteries are the same at both points in time, irrespective of

the correlation between these lotteries, they will thereby conclude that there is no difference

between POS and NEG, and will ignore intertemporal correlations. If, however, they first

aggregate over time, they will notice the difference in intertemporal correlation between

POS and NEG, and they may not be indifferent between the two. They will then first

determine the present value of each possible outcome sequence and will then determine

the certainty equivalent of the resulting lottery over present values. As the present values

differ between POS and NEG, the certainty equivalents may differ as well. Thus, first

aggregating over risk and then over time makes one ignore intertemporal correlations. If,

however, one first aggregates over time and then over risk, intertemporal correlations are not

ignored (Epper and Fehr-Duda, 2015).

Many economic applications assume discounted expected utility. This model assumes

that outcomes are separable over states of nature as well as over points in time. It essentially

implies that outcomes can be aggregated over the two dimensions separately and that the

order of aggregation does not matter (Berger and Emmerling, 2020). It thereby implies that

people ignore, or are insensitive to intertemporal correlations. Hence, it restricts the degree

of risk aversion concerning lifetime value of consumption. Alternative models with different

assumptions about the order of aggregation and the related intertemporal correlation atti-

tudes, were developed a few decades ago (Kreps and Porteus, 1978; Epstein and Zin, 1989;

Chew and Epstein, 1990) and also more recently (Bommier et al., 2017; Lichtendahl Jr et al.,

2012; Bastianello and Faro, 2019). Such models can enhance predictions of savings behavior

and asset prices (Bommier, 2007; Bommier et al., 2017; Hall, 1988; Hansen and Singleton,

1983). In fact, correlation aversion is a general phenomenon that does not only play a role in

intertemporal choice, but also in other multi-attribute settings1 (Richard, 1975; Epstein and
1Correlation aversion is related to residual risk aversion as defined by Dillenberger et al. (2018). A prefer-

ence for negative over positive intertemporal correlation, together with an independence assumption over states
of nature, implies residual risk aversion.



12 Intertemporal Correlation Aversion: A Model-free Measurement

Tanny, 1980; Bommier, 2007; Crainich et al., 2020; Denuit et al., 2010; Eeckhoudt et al.,

2007; Tsetlin and Winkler, 2009).

Surprisingly, while models that incorporate intertemporal correlation aversion have been

around for quite a while, there is hardly any experimental evidence on people’s attitudes to-

wards intertemporal correlation. Recently a few experimental papers showed that intertem-

poral decisions depend on correlation of risks over time (Andreoni and Sprenger, 2012; Che-

ung, 2015; Lanier et al., 2020; Miao and Zhong, 2015; Epper and Fehr-Duda, 2015). These

papers, however, do not study whether people like or dislike such correlations. In a recent

paper, Ebert and van de Kuilen (2015) show that people prefer negatively over positively

correlated intertemporal risks. Andersen et al. (2018) used similar choices between perfectly

negatively and perfectly positively correlated risks. They also found their subjects to prefer

negative over positive correlation and used a parametric specification of an intertemporal

utility function to measure degrees of correlation aversion.

This paper introduces and implements a model-free method to measure subjects’ degrees

of intertemporal correlation aversion. Thus, we can measure not only whether or not, but

also the extent to which, decision makers are intertemporal correlation averse. This allows

for a comparison of intertemporal correlation aversion between decision makers and for an

assessment of its sensitivity to specific aspects of the decision setting without relying on

parametric assumptions.

We are the first to decompose intertemporal correlation attitudes into attitudes towards

positive and negative correlation. Positive correlation aversion implies a preference for in-

dependent over positively correlated lotteries (IND � POS). Consistently with Epstein

and Tanny (1980), negative correlation aversion is defined by a preference for negatively

correlated over independent lotteries (NEG � IND). Our method elicits present certainty

equivalents of positively, negatively, and uncorrelated intertemporal risks. A higher degree

of positive correlation aversion implies a larger difference, in present certainty equivalents,

between independent and positively correlated risks. Similarly, a larger degree of negative

correlation aversion implies a larger difference, in present certainty equivalents, between

negatively correlated and independent risks.

For decision makers who satisfy expected intertemporal utility we show that positive

and negative correlation aversion go hand in hand. These decision makers first aggregate

over time by computing the intertemporal utility of each possible outcome sequence, and
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then aggregate over risk by expected utility. When decision makers do not use expected

utility to aggregate over risk, the attitudes towards positive and negative correlation may

differ. The results of our experiment show that the probability that these attitudes differed

was significantly larger than 50%, suggesting that for the majority of subjects the expected

intertemporal utility model was violated.

Unlike Ebert and van de Kuilen (2015) and Andersen et al. (2018), we do not require our

subjects to make direct choices between types of intertemporal correlation. Thereby, we do

not explicitly ask them to compare different types of intertemporal correlation and make this

comparison less salient. This allows us to assess the robustness of the intertemporal correla-

tion aversion they found. In a different setting Fox and Tversky (1995), for instance, found

much less ambiguity aversion in a within-subjects design where subjects could compare the

ambiguous with the risky situation, than in a between-subjects design where this comparison

was not possible. Their findings suggest that an explicit comparison between two situations

may lead to a stronger preference than a separate evaluation of each situation. It is, in fact,

well-known that there can be a difference between our approach of valuation (matching)

and the direct choice approach used by Ebert and van de Kuilen (2015) and Andersen et al.

(2018). Slovic (1975), for instance, found that objects that are valued equally may not be

chosen with equal probability in a choice task.

The results of our experiment show that on average subjects were positive as well as

negative correlation averse. A preference for negative over positive correlation is thereby

driven by disliking positive as well as liking negative intertemporal correlation. This gives

evidence against aggregating first over risk and then over time and is in line with the results of

Öncüler and Onay (2009), who found that decision makers first process the time dimension

and then the risk dimension when evaluating lotteries that give a single nonzero outcome

at a single point in time. We also confirm the results of Lampe and Weber (2022), who,

using parametric estimations of prospect theory functions, found that decision makers first

aggregate over the time dimension when evaluating lotteries that give risky outcomes at

multiple points in time.

The degrees of correlation aversion were not affected by framing or timing of resolution

of uncertainty, which gives evidence for intertemporal correlation attitudes being robust. We

found degrees of correlation aversion to differ between people. We have some evidence, for

example, that females are more correlation averse than males. Moreover, between 21% and
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POS NEG IND

p 1� p p 1� p p
2

p(1� p) p(1� p) (1� p)2

s X x X x X X x x

t X x x X X x X x

Table 2.1: Three types of intertemporal correlation

31% of our subjects were (positive or negative) correlation seeking and between 29% and

46% were (positive or negative) correlation neutral. While framing did not affect the degrees

of correlation aversion, it did have an impact on the reported present certainty equivalents,

which was mainly driven by its impact on risk aversion, as we will discuss in the results sec-

tion. Interestingly, the timing of resolution of uncertainty had no effect on present certainty

equivalents.

2.2 Intertemporal correlation

This paper considers binary lotteries that are received twice, i.e. at two points in time. Lottery

Xpx gives outcome X > x > 0 with probability p and outcome x > 0 with probability 1�p.

Imagine a decision maker who receives this lottery twice, once at time s and once at time

t > s. If these lotteries are independently resolved, one of the possible outcome sequences

that the decision maker may receive is (s : x, t : X), which can be interpreted as receiving

outcome x at time s, outcome X at time t, and outcome 0 at all other points in time. The

outcome sequences that can be generated by the two lotteries depend on the correlation

between the lotteries at the two points in time. We consider three situations: POS, where

the outcomes of the lotteries are perfectly positively correlated over time, NEG, where the

outcomes are perfectly negatively correlated, and IND where the lotteries are independent,

i.e. uncorrelated. The intertemporal lottery (Xpx)POS

{s,t} gives outcome sequence (s : X, t :

X) with probability p and outcome sequence (s : x, t : x) with probability 1 � p. The

intertemporal lottery (Xpx)NEG

{s,t} gives (s : X, t : x) with probability p and (s : x, t : X) with

probability 1 � p. Finally, (Xpx)IND

{s,t} gives (s : X, t : X) with probability p
2
, (s : X, t : x)

with probability p(1 � p), (s : x, t : X) with probability p(1 � p), and (s : x, t : x) with

probability (1�p)2. These payoffs are summarized in Table 2.1. To simplify notation, we will

write POS, NEG, and IND to denote (Xpx)POS

{s,t} , (Xpx)NEG

{s,t} , and (Xpx)IND

{s,t} , respectively.
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We consider preferences < over intertemporal lotteries. The intertemporal lottery that

gives outcome y for sure at time 0 and outcome 0 for sure at time t and all other points in

time, is denoted by y. The present certainty equivalent of intertemporal lottery POS is the

outcome c for which c ⇠ POS. We denote this present certainty equivalent by PCE(POS).

Present certainty equivalents for NEG and IND are defined similarly. We assume that the

preference relation < is a weak order and that every intertemporal lottery has a present

certainty equivalent. We also assume monotonicity in the sense that X < x if and only if

X � x.

From now on we will assume that p = 0.5. Intertemporal lottery POS can then be ob-

tained from IND by a correlation-increasing transformation as defined by Epstein and Tanny

(1980). Similarly, intertemporal lottery IND can be obtained from NEG by a correlation-

increasing transformation. Therefore, for all X > x > 0 and s < t we will say that

intertemporal correlation is increasing from NEG to IND and from IND to POS.

A decision maker is positive (intertemporal) correlation averse if she prefers no correla-

tion to positive correlation, i.e. IND � POS for all X > x > 0 and s < t. Similarly, we

will say that a decision maker is negative (intertemporal) correlation averse if she prefers

negative correlation to no correlation, i.e. she likes negative correlation: NEG � IND for

all X > x > 0 and s < t. A decision maker is positive and/or negative correlation seeking

if the preference is always the reverse, and positive and/or negative correlation neutral if the

preference is always an indifference. We will say that a decision maker is (intertemporal)

correlation averse if NEG � POS for all X > x > 0 and s < t. Correlation seeking and

neutrality are defined similarly as before.

We propose to measure the degree of positive correlation aversion by computing the

difference in present certainty equivalents between independent and positive correlation, rel-

ative to independent correlation:

�%
POS

=
PCE (IND)� PCE (POS)

PCE (IND)
.

Similarly, we propose to measure the degree of negative correlation aversion by computing

the difference in present certainty equivalents between negative and independent correlation,
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relative to independent correlation:

�%
NEG

=
PCE (NEG)� PCE (IND)

PCE (IND)
.

Positive and negative correlation aversion jointly imply correlation aversion. Yet, a de-

cision maker may be correlation averse while being positive or negative correlation seeking.

Hence, positive and negative correlation aversion need not go hand in hand. The follow-

ing example will show that a decision maker may in fact be indifferent between positive

and negative intertemporal correlation while strictly preferring no correlation (IND) to both

positive and negative intertemporal correlation.

Example

Consider a decision maker who evaluates intertemporal lotteries by first computing the dis-

counted utilities of all possible outcome sequences, and then computing the rank-dependent

utility of these discounted utilities after transforming intertemporal utilities into risky utili-

ties using the function �. We will say that this decision maker applies the generalized rank-

dependent discounted utility model. In line with impatience, we assume that the outcome

sequence that gives X sooner and x later is preferred to the outcome sequence that gives x

sooner and X later when X > x. The generalized rank-dependent discounted utilities when

p = 0.5 then are as follows:

GRDDU(POS) = w(0.5)⇥ � (�(s)v(X) + �(t)v(X)) + (1� w(0.5))⇥ � (�(s)v(x) + �(t)v(x)) ,

GRDDU(NEG) = w(0.5)⇥ � (�(s)v(X) + �(t)v(x)) + (1� w(0.5))⇥ � (�(s)v(x) + �(t)v(X)) ,

GRDDU(IND) = w(0.25)⇥ � (�(s)v(X) + �(t)v(X))

+ (w(0.5)� w(0.25))⇥ � (�(s)v(X) + �(t)v(x))

+ (w(0.75)� w(0.5))⇥ � (�(s)v(x) + �(t)v(X))

+ (1� w(0.75)))⇥ � (�(s)v(x) + �(t)v(x))

When � is the identity function, we have the same utility for risky and intertemporal choice,

and we refer to this model as rank-dependent discounted utility (RDDU) (Abdellaoui et al.

2022). If, additionally, w(p) = p for all p then we have the expected discounted utility model

(EDU). EDU implies that, whenever p = 0.5, we have insensitivity towards intertemporal



17

correlation: POS ⇠ IND ⇠ NEG. De Jarnette et al. (2019) and Andersen et al. (2018)

considered generalized EDU, for which w(p) = p for all p, without requiring � to be the

identity function2.

In this example we will assume RDDU by letting � be the identity function. We also

assume impatience with 0 < �(s) < 1 for all s. We then have

RDDU(IND) = w(0.25)⇥ (�(s)v(X) + �(t)v(X))

+ (w(0.5)� w(0.25))⇥ (�(s)v(X) + �(t)v(x))

+ (w(0.75)� w(0.5))⇥ (�(s)v(x) + �(t)v(X))

+ (1� w(0.75)))⇥ (�(s)v(x) + �(t)v(x))

= w(0.5)�(s)v(X) + (1� w(0.5)) �(s)v(x)

+ (w(0.75)� w(0.5) + w(0.25)) �(t)v(X)

+ (1� w(0.75) + w(0.5)� w(0.25)) �(t)v(x)

= w(0.5)�(s)v(X) + (1� w(0.5)) �(s)v(x)

+ (w(0.5)�(t)v(X)) + (1� w(0.5)) �(t)v(x)

+ (w(0.75)� 2w(0.5) + w(0.25)�(t)v(X)

+ (�w(0.75) + 2w(0.5)� w(0.25)) �(t)v(x)

= RDDU(POS) + (w(0.75)� 2w(0.5) + w(0.25)) �(t) (v(X)� v(x))

As v(X) > v(x), it follows that IND < POS if and only if w(0.75)�2w(0.5)+w(0.25) �

0. We know that 0.5 (w(0.75) + w(0.25)) > w(0.5) if w is strictly convex. Similarly,

0.5 (w(0.75) + w(0.25)) < w(0.5) if w is strictly concave. Thus, if w is strictly convex

we have positive correlation aversion, i.e. IND � POS. Yet, if w is strictly concave we

have positive correlation seeking.

Moreover, independently from the curvature of w, we have that NEG < POS if and

only if 1 � w(0.5) � w(0.5), i.e. w(0.5)  0.5. Thus, if w(0.5) = 0.5 we have NEG ⇠

POS, which suggests insensitivity to intertemporal correlation. Yet, the decision maker may

still strictly prefer IND to POS or POS to IND depending on the curvature of w. This
2Andersen et al. (2018) assumed exponential discounting and a CRRA utility function � in their main

analysis. They also considered different discount functions and non-linear probability weighting in separate
estimations.
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example thereby illustrates that preferences between positively and negatively correlated

lotteries do not paint the full picture regarding attitudes towards intertemporal correlation. In

particular, the subjective value of IND need not be between those of POS and NEG. ⇤

While positive and negative correlation aversion need not go hand in hand, many models

considered in the literature belong to a class of models that we will call expected intertem-

poral utility and where positive and negative correlation aversion are equivalent. Consider

a decision maker whose preferences over outcome sequences with at most two non-zero

outcomes can be represented by a continuously differentiable intertemporal utility function

U , where U(s : xs, t : xt) denotes the utility of the outcome sequence that gives out-

come xs at time s and outcome xt at time t. Intertemporal utility need not be additively

separable. Single outcomes that are received immediately are evaluated through the utility

function u defined by u(x) = U(0 : x, t : 0) for all x, t, where we implicitly assume that

U(0 : x, s : 0) = U(0 : x, t : 0) for all s, t. The expected intertemporal utility model assumes

that preferences < over intertemporal lotteries can be represented by expected intertemporal

utility:

E [U(s : xs, t : xt)] .

The model considered by Andersen et al. (2018) is a special case of this model. The follow-

ing theorem states that for expected intertemporal utility positive correlation aversion implies

negative correlation aversion and vice versa.

Theorem 2.2.1 If preferences < can be represented by expected intertemporal utility, then

the decision maker is positive correlation averse (neutral/seeking) if and only if (s)he is

negative correlation averse (neutral/seeking).

For the expected intertemporal utility model the degrees of positive and negative cor-

relation aversion approach each other when X approaches x, as is shown in the following

theorem. Moreover, for two individuals who have the same present certainty equivalent of

the independent lottery, the difference in degrees of positive and negative correlation aversion

between the two individuals are determined by the first order derivative of utility function u

and by the second order derivative of the intertemporal utility function U with respect to xs

and xt.
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Theorem 2.2.2 If preferences < can be represented by expected intertemporal utility, then

for all s < t and all outcomes X > x > 0 we have

lim
X!x

�%
POS

= lim
X!x

�%
NEG

=
Uxsxt(s : x, t : x)

u0 (PCE (IND))⇥ PCE (IND)
⇥ V ar(X0.5x),

where

Uxsxt(s : x, t : x) =
@
2
U(s : x, t : x)

@xs@xt

,

and V ar(X0.5x) denotes the variance of lottery X0.5x.

2.3 Experimental Design

We implemented our measures of positive and negative correlation aversion in an experiment.

Our experiment considers two lotteries, which are received twice, at two points in time, and

which can be positively or negatively correlated, or independent. The first lottery gives either

e5 or e10, both with 50% probability. The second lottery gives e30 with 25% probability

and nothing otherwise (Table 2.2). We measure positive correlation aversion using both

lotteries and negative correlation aversion using the first lottery. For the second lottery NEG

gives a larger expected value in the second period than POS and IND. It can thereby be

used to check whether subjects understood the tasks and took probabilities into account, as

we expect a stronger preference for NEG over IND due to the difference in expected value

reinforcing negative correlation aversion.

We consider three time frames, which are summarized in Table 2.3. The lottery is re-

ceived today and in 4 weeks, in 1 week and in 5 weeks, or in 1 week and in 24 weeks. Two

time frames have an equal delay of four weeks between both lotteries, and differ in terms of

the timing of the first lottery - today or in one week. We intuitively expected that a larger

delay between the two lotteries could result in a reduced sensitivity to correlation through

an increased likelihood of the lotteries being perceived as separate. To test this intuition,

our third time frame has a much larger delay between the two lotteries. For each lottery we

consider POS, NEG, and IND, as summarized in Figure 2.1. For each of the time frames

we also consider a riskfree case CER, which gives the expected value of the lottery (e7.5)

at both points in time for sure, as this allows for a separation between correlation attitudes,

risk attitudes, and time preferences.
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p x X

0.5 5 10
0.25 0 30

Table 2.2: Lotteries

t T

today 4 weeks
1 week 5 weeks
1 week 24 weeks

Table 2.3: Timeframes

POS
xt, xT

1� p

Xt, XTp

NEG

xt, XT
1� p

Xt, xTp

IND
xt

1� p

Xtp

,
xT

1� p

XTp

CER pXt + (1� p)xt, pXT + (1� p)xT

Figure 2.1: Intertemporal correlations

For every intertemporal lottery, we elicited subjects’ present certainty equivalents through

a choice list. These PCEs are denoted by PCEPOS, PCENEG, PCEIND, and PCECER.

For the e5-e10 lottery the first choice in the choice list concerned a choice between the

intertemporal lottery and e1 today, and the last choice compared the intertemporal lottery to

e20 today. For the e0-e30 lottery the first value was e2 today and the last one was e40

today. In both cases the choice lists consisted of 20 rows. These PCEs allow us to calculate

model-free degrees of positive and negative correlation aversion, �%
POS

and �%
NEG

. For the

analysis of the results of our experiment we also use model-free measures of risk aversion

and time preference. As a measure of risk aversion, we compute the strength of preference

for CER over IND for each lottery and time frame as follows:

RA =
PCECER � PCEIND

PCEIND

.

The more risk averse, the larger RA. For every pair of time frames i and j, where i refers to

sooner periods than j, we computed

TP (i, j) =
PCECERj � PCECERi

PCECERi
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as a measure of time-preference: the larger the discount factor (the lower the discount rate)

between time frame i and time frame j, the larger TP (i, j).

At the start of the experiment, subjects first filled out a practice choice list for a lottery

which gives e5 with 75% probability and e10 otherwise. For this practice question we im-

plemented positive correlation. After this practice question every subject filled out 21 choice

lists: 2 (lotteries) times 3 (time frames) times 3 (POS, NEG, IND) plus 3 (CER for 3 time

frames). The choice lists were grouped by time frames, the order of which was randomized.

Within each time frame the order of the CER, POS, NEG, and IND questions was ran-

domized. Within each of POS, NEG, and IND the order of the lotteries was randomized.

We chose this randomization to be able to correct for order effects without confusing our

subjects. At the end of the experiment subjects were asked for their gender, year of birth,

nationality, and field of studies.

2.3.1 Framing

We randomly allocated subjects to one of four treatments, which differed in terms of fram-

ing and timing of resolution of uncertainty, to assess the robustness of our measurements.

We constructed two types of framing, the risk-first and the time-first framing. The risk-first

framing encourages subjects to ignore intertemporal correlations, while the time-first fram-

ing encourages them not to ignore these correlations. For POS and the e5-e10 lottery in

the 0-4 weeks time frame, these two types of framing are as follows:

Risk-first condition

Option A gives you an amount of money twice: once today and once in 4 weeks.

The amounts are uncertain:

• Today you get e5 with 50% probability and e10 with 50% probability

• In 4 weeks you get e5 with 50% probability and e10 with 50% probability

The amount you get in 4 weeks is the same as the amount you get today.

[after this text there was a tree with two branches corresponding to the outcome

sequences, as illustrated in Figure 2.1]
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Time-first condition

Option A gives you an amount of money twice: once today and once in 4 weeks.

The amounts are uncertain:

• with 50% probability you get e5 today and e5 in 4 weeks

• with 50% probability you get e10 today and e10 in 4 weeks

[after this text there was a tree with two branches corresponding to the outcome

sequences, as illustrated in Figure 2.1]

For NEG the risk-first condition had the same framing as for POS, except for the last

sentence, which for NEG was: “The amount you get in 4 weeks equals the amount you do

not get today.” The time-first condition for NEG would simply state the relevant outcome

sequences, as for POS. The trees depicted in the figures did not differ between framings

for both POS and NEG. For IND the risk-first condition also had the same framing

as for POS and NEG, except for the last sentence: “The amount you get in 4 weeks is

independent from the amount you get today.” The graphs in the risk-first condition showed

two trees next to each other, as in Figure 2.1. For the time-first condition the four possible

outcome sequences were spelled out, resulting in one tree with four branches. Hence, for

IND the trees depicted in the figures differed between framings, while for POS and NEG

these did not differ between framings. The CER framing was the same for the risk-first and

time-first framing.

2.3.2 Resolution of uncertainty

We considered both early and gradual resolution of uncertainty, between subjects. For half

of the subjects the uncertainty was resolved at the end of the experimental session (the

immediate-resolution condition). For the other half the uncertainty was resolved when they

received the amounts on their bank accounts (the gradual-resolution condition).

Imagine a subject in the gradual-resolution condition. For the NEG and POS questions

all uncertainty is resolved at the first payment, as the first payment tells the subject what she

will receive as second payment. For the IND condition, however, she has to wait for the



23

second payment for the uncertainty about the second payment to be resolved. Thus, for a

subject with a preference for early resolution of uncertainty, the NEG and POS lotteries

will be more attractive compared to the IND lotteries in the gradual-resolution than in the

immediate-resolution condition.

2.3.3 Payments

For every subject one decision was randomly chosen to be paid for real by banktransfer. All

paid decisions were randomly selected by a bingo machine and all risks involved in the exper-

iment were resolved by one or two four-sided dice. On average our subjects earned e18.80

in total. When subjects finished answering all questions, those in the gradual-resolution

group were asked to leave the room. They would eventually receive an email with a link to a

recorded video of how the risk was resolved. The immediate resolution group was informed

of their payoffs in the experiment room. For all subjects the same question was paid out,

and the ones choosing the intertemporal lottery would all receive the same payments. The

payoffs in the immediate and gradual resolution groups were independent.

2.4 Results

A total of 256 students participated in our experiment: 64 in each treatment. Subjects were

allowed to switch back and forth between the options in the choice lists. Switching multiple

times, however, is a violation of monotonicity. Subjects could also switch in the wrong

direction, by choosing the lottery when the immediate sure amount is large, and switching to

the immediate sure amount when this amount gets smaller. Twenty-three subjects exhibited

a wrong or multiple switches in at least one question, nine of them in only one question.

Subjects who exhibited a wrong switch or multiple switches in at least 10 out of the 21

questions (5 subjects in total), were dropped from the sample. For the remaining subjects

the present certainty equivalent for the questions where they switched wrongly or multiple

times, was set to missing. We also set the PCE to missing in case the subject reported a PCE

below the lowest possible immediate amount to be received with the lottery in the 0-4 weeks

time frame. Ten subjects had such a PCE in at least one of the questions. The PCE of a
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question where a subject never switched was set to the value it would have had if the subject

would switch if one additional row were added.3

Of the 251 remaining subjects, 45% were female and the vast majority were students

with an economics or business background. In this section we will report the results for

the e5-e10 lottery, which allow for an analysis of positive as well as negative correlation

aversion. The results for the 0-e30 lottery are reported in the Appendix.

Figure 2.2 summarizes the average PCEs across all treatments (see also Table 2.11 in

the Online Appendix). This figure suggests that our subjects were positive as well as neg-

ative correlation averse, because PCEs are increasing from POS to IND and from IND

to NEG. Moreover, subjects seem to be risk averse because PCEs are smaller for IND

than for CER. Finally, Figure 2.2 also suggests that our subjects discounted the future as

PCEs are smaller for later time frames. The remainder of this section will confirm these pat-

terns using statistical analyses. We will use Wilcoxon signed-rank tests for within-subjects

comparisons, and Mann-Whitney U tests for between-subjects comparisons. All reported

p-values are two-sided.
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Figure 2.2: Present certainty equivalents (means) for e5-e10 lottery

2.4.1 Discounting and risk aversion

Before analyzing correlation attitudes, we first want to check whether our subjects exhibited

the usual risk attitudes and time preferences. The results confirm that on average our subjects

indeed were risk averse and discounted the future. For both lotteries and all time frames the

risk aversion indices RA are positive (all p < 0.001). All time preference indices TP (i, j)

are negative (p = 0.055 for a comparison between the 0-4 weeks and 1-5 weeks time frames
3Fourty subjects always chose the lottery in at least one of the questions and twenty-three subjects always

chose the immediate sure outcome in at least one of the questions.
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and p < 0.001 for the other two comparisons), confirming that subjects discounted the future,

though only marginally in the near future.

Subjects who are risk averse and discount the future, should report PCEs that are lower

than the undiscounted expected total payoff of e15 (lower than e30 for the NEG versions

of the e0-e30 lottery). For both lotteries and all time frames this was indeed the case

(p < 0.001 for all except for a few4 with p < 0.05). Subjects who discount the future, should

also report larger PCEs for the 0-4 weeks than the 1-5 weeks time frame and larger PCEs

for 1-5 weeks than for 1-24 weeks. The PCEs do not differ between the 0-4 weeks and the

1-5 weeks frame (except for CER with p = 0.043, consistent with subjects discounting the

future). The differences between the 0-4 weeks and the 1-24 weeks time frame and between

the 1-5 weeks and the 1-24 weeks time frame all confirm that subjects discounted the future

(p < 0.01 for all, except for one with p = 0.021). This stronger discounting for the far

than for the near future is inconsistent with present-bias, but consistent with the constant-

sensitivity discount function of Ebert and Prelec (2007).

2.4.2 Correlation aversion

Our measurements enable us to analyze types as well as degrees of correlation attitudes. We

will first analyze types of correlation attitudes. The average PCEs in Figure 2.2 suggest that,

overall, subjects were positive as well as negative correlation averse, because they prefer

IND to POS and NEG to IND. The degrees of correlation aversion confirm this. The

measure �%
POS

captures the strength of preference for IND over POS, �%
NEG

the strength

of preference for NEG over IND, and �%
NEG

+�%
POS

the strength of preference for NEG

over POS. Each of these variables should be larger than zero in case of correlation aversion.

Table 2.4 summarizes the averages of the degrees of correlation aversion and confirms that

our subjects were correlation averse5. Only the degree of positive correlation aversion in the

1-5 weeks time frame is not significantly different from zero. In absolute terms the average

degrees of correlation aversion are smaller than the average degrees of risk aversion, which

equal 0.092, 0.266, and 0.258 for the three time frames respectively.
4For some of the questions involving IND or POS for the e0-e30 lottery we found p < 0.05.
5Table 2.12 in the Online Appendix reports these numbers separately for each treatment.
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e5 or e10
�%

POS
�%

NEG
�%

NEG
+�%

POS

0 and 4 weeks �0.007 0.063 0.056
(p = 0.040)⌃ (p = 0.007) (p < 0.001)

1 and 5 weeks �0.021 0.091 0.069
(p = 0.622) (p < 0.001) (p < 0.001)

1 and 24 weeks 0.008 0.071 0.080
(p = 0.008) (p = 0.018) (p < 0.001)

Note: Mean degrees of correlation aversion, with between
parentheses the p-value of a Wilcoxon signed-rank test to test
whether the difference deviates from zero.
⌃ Note that for all cases, even those where the mean is negative,
the Wilcoxon signed-rank tests suggest the median is positive.

Table 2.4: Degrees of correlation aversion

(a) positive correlation (b) negative correlation

Figure 2.3: Attitudes towards positive and negative correlation for the e5-e10 lottery

Figure 2.3 gives the percentages of subjects who were positive and negative correlation

averse, neutral, or seeking for each time frame. This figure shows that while on average our

subjects were correlation averse, there is a high degree of heterogeneity between subjects.

Between 40% and 43% of our subjects were positive correlation neutral, between 31% and

38% were positive correlation averse, and between 21% and 27% were positive correlation

seeking. Between 31% and 46% of our subjects were negative correlation neutral, between

31% and 39% were negative correlation averse, and between 21% and 31% were negative

correlation seeking. For the e0-e30 lottery we saw a bit more aversion and less neutrality

towards positive correlation: between 29% and 36% of our subjects were positive correlation

neutral, between 42% and 46% were positive correlation averse, and between 21% and 26%

were positive correlation seeking.
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For every time frame we tested whether the attitude towards positive correlation (averse,

neutral, or seeking) differed from the attitude towards negative correlation and found no

significant difference. Yet, only between 32% and 42% of all subjects had the same attitude

towards positive and negative correlation. For each time frame a binomial test showed that

the probability that a subject’s attitude towards positive and negative correlation differed,

was significantly larger than 50% (p < 0.004 for all). Thus, for each time frame a significant

majority of our subjects violated the expected intertemporal utility model.

Figure 2.4 illustrates the distributions of degrees of positive and negative correlation

aversion for the three time frames6. These degrees were significantly negatively correlated

for every time frame (Spearman’s correlation between -0.44 and -0.34, p < 0.001 for all three

time frames). The degrees of positive and negative correlation aversion were significantly

negatively and positively correlated with degrees of risk aversion for each time frame (p <

0.001 for all time frames).
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(c) e5-e10, 1 and 24 weeks

Figure 2.4: Degrees of positive and negative correlation aversion

Next we will analyse how consistent subjects were across time frames. We found no

significant differences in degrees of negative and positive correlation aversion between time

frames. Nevertheless, on average our subjects were positive correlation averse (�%
POS

> 0)

in only 1.03 of the three time frames, negative correlation averse (�%
NEG

> 0) in 1.05 of

the three time frames and correlation averse (�%
NEG

+�%
POS

> 0) in 1.24 of the three time

frames. In Ebert and van de Kuilen (2019) subjects were correlation averse in 1.92 out of 3

choices. Unlike us, however, they did not allow for correlation neutrality, which may explain

why they found a larger fraction of correlation aversion.
6Figure 2.4 excludes two observations with absolute degrees of correlation seeking or aversion exceeding

2.
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To further assess the consistency in correlation aversion, we classify each subject into

one of four types of correlation attitudes, both for positive and for negative correlation. A

subject is classified as positive correlation averse (neutral, seeking) if �%
POS

> (=, <) 0 in

at least two of the three time frames. A subject is classified as negative correlation averse

(neutral, seeking) if �%
NEG

> (=, <) 0 in at least two of the three time frames. A subject is

classified as correlation averse (neutral, seeking) for a lottery if �%
NEG

+�%
POS

> (=, <) 0

in at least two of the three time frames. In all other cases the subject is left ‘unclassified’.

Figures 2.5 and 2.6 show the classifications of subjects. We see that, though on average

subjects were positive as well as negative correlation averse, a substantial fraction of between

34% and 38% was correlation neutral. Moreover, between 12% and 17% of subjects were

correlation seeking. Figures 2.5 and 2.6 show that there is stronger evidence for correlation

aversion when comparing NEG and POS (Figure 2.6) than when comparing each of them

to IND (Figure 2.5).
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(a) Positive correlation
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(b) Negative correlation

Note: Subjects are classified as positive correlation averse (neutral, seeking) if �%
POS

> (=, <) 0 in at least
two of the three time frames. The remaining subjects are unclassified. Similarly, subjects are classified as
negative correlation averse (neutral, seeking) if �%

NEG
> (=, <) 0 in at least two of the three time frames.

The remaining subjects are unclassified.

Figure 2.5: Attitudes towards positive and negative correlation for e5-e10 lottery
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Note: Subjects are classified as correlation averse (neutral, seeking) if �%
NEG

+�%
POS

> (=, <) 0 in at least
two of the three time frames. The remaining subjects are unclassified.

Figure 2.6: Attitudes towards correlation for e5-e10 lottery

Table 2.5 shows how attitudes towards positive and negative correlation were related.

Only 12 subjects (5%) were classified as positive as well as negative correlation averse. A

total of 104 subjects (41%) were positive as well as negative correlation neutral or averse.

Interestingly, 48 subjects (19%) were positive correlation averse and negative correlation

seeking or positive correlation seeking and negative correlation averse.

Thus, while on average our subjects were positive as well as negative correlation averse,

the two do not always go hand in hand within subjects. Attitudes towards positive correlation

may well differ from attitudes towards negative correlation. Moreover, we see many subjects

(52%) exhibiting neutrality towards positive or negative correlation (or both).

negative correlation
averse neutral seeking unclassified

po
si

tiv
e

co
rr

el
at

io
n averse 12 19 22 10

neutral 18 55 6 11

seeking 26 3 8 4

unclassified 18 18 6 15

Note: Numbers are number of subjects classified as averse, seeking, neutral, or unclassified.

Table 2.5: Attitudes towards positive correlation and negative correlation for e5-e10 lottery

2.4.3 Immediate versus gradual resolution of uncertainty

The PCEs and three types of degrees of correlation aversion did not differ between immediate

and gradual resolution of uncertainty, except for the PCE for the e5-e10 POS lottery in the

1-24 weeks time frame being smaller for immediate than gradual resolution of uncertainty
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(p=0.038). Fisher exact tests also showed no association between timing of resolution of un-

certainty and classification of subjects into types. We conclude that the timing of resolution

of uncertainty had no significant impact in our experiment.

2.4.4 Risk-first versus Time-first

PCEs in the time-first treatment were significantly larger than in the risk-first treatment for

POS, IND, and NEG in the 0-4 weeks time frame, but none of the other time frames (see

Table 2.7 in Appendix). Moreover, there are no significant differences in the three types of

degrees of correlation aversion between the two treatments (see Table 2.8 in Appendix).

Fisher exact tests also showed no clear difference between framings in terms of classifi-

cation of subjects (attitude towards positive and negative correlation). Only the classification

of subjects in terms of attitude towards positive correlation for thee5-e10 lottery was differ-

ent between the time-first and risk-first framings, with 17 more subjects classified as positive

correlation averse (and 5 more as positive correlation seeking) in the time-first than in the

risk-first framing (p=0.046). This effect disappears, however, when we classify subjects

according to their preferences between NEG and POS.

All in all, we conclude that our framing conditions have a significant impact on PCEs,

but not on degrees of correlation aversion. To further analyze the framing effect on PCEs,

we analyzed the impact of framing on our measures of risk aversion and time preference.

We found that risk aversion RA was significantly larger in the risk-first than in the time-first

framing in all time-frames (p < 0.013 for all)7. Time preferences TP (i, j) did not differ

between framings. Thus, it appears that the framing effect on PCEs must be driven at least

partly by a framing effect on risk aversion.

2.4.5 Gender differences in correlation aversion

Many studies find that women are more risk averse than men. We analyze whether such

gender differences also exist in our setting of intertemporal risky choice. The measures

of risk aversion, RA, were significantly larger for women than for men (p < 0.01 for all,

except for the e5-e10 lottery in the 0-4 weeks time frame with p = 0.024 and in the 1-5

weeks time frame with p = 0.057 and the e0-e30 lottery in the 1-5 weeks time frame with
7For the e0-e30 lottery risk aversion did not differ significantly between framings.
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p = 0.014). Thus, women were more risk averse than men in our experiment. We found

no gender differences for the time-preferences TP (i, j). For quite a few combinations of

lottery and time frame we found that men had a larger PCE than women (see Table 2.9 in

Appendix), which is consistent with women being more risk averse while having similar

time preferences. This effect seemed to be more pronounced for the e0-e30 lottery.

Women were more correlation averse than men in the 0-4 and 1-5 weeks time frames

for the e5-e10 lottery, which seems to be mostly driven by a difference in attitude towards

negative correlation (see Table 2.10 in Appendix). Thus, while we find only few gender

differences in terms of correlations attitudes, the few significant differences point into the

direction of women being more negative correlation averse than men. A Fisher exact test

on the classification of subjects confirms that women were more often classified as negative

correlation averse for the e5-e10 lottery (p=0.032).

2.5 Discussion

The subjects in our experiment were correlation averse on average, confirming the findings

of Ebert and van de Kuilen (2019) and Andersen et al. (2018)). Thus, the intertemporal cor-

relation aversion found by these two studies extends to a setting that does not ask subjects

explicitly to choose between negative and positive correlation. We also found heterogeneity

in attitudes at the individual level. A substantial fraction of subjects were classified as in-

sensitive to intertemporal correlations and a non-negligible fraction of subjects were positive

and/or negative correlation seeking.

We are the first to disentangle attitudes towards positive and negative intertemporal cor-

relation. These attitudes may differ if people deviate from the expected intertemporal utility

model. Deviations from this model are to be expected given the widely documented non-

linear probability weighting. Our results confirm this expectation. We found that our subjects

are positive as well as negative correlation averse on average. Yet, the attitudes towards pos-

itive and negative correlation differed for between 58% and 68% of our subjects. A majority

of our subjects thereby violated the expected intertemporal utility model8.
8A related study that considered POS, NEG, and IND in a setting with the two dimensions being social

and risk instead of time and risk (Rohde and Rohde, 2015), found that IND was preferred to both POS and
NEG. It therefore seems important not to assume a priori that IND will be considered between POS and
NEG in terms of preferences.
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Ellis and Piccione (2017) introduced a model that allows for decision makers to misper-

ceive the correlations between the returns of the assets in their portfolios. The results of the

experiments of Eyster and Weizsacker (2016) show that people tend to neglect correlations

between assets in a portfolio-allocation setting. Though their setting does not involve a time-

dimension, their results suggest that correlations are not always well-understood, and this

indirectly suggests that people may be sensitive to framing concerning intertemporal corre-

lations. We compared two types of framing with a theoretical underpinning. The risk-first

framing was constructed to encourage subjects to ignore intertemporal correlations by first

aggregating over risk and then over time. The time-first framing was constructed to encour-

age people to first aggregate over time and then over risk. While we expected the time-first

framing to generate larger degrees of correlation aversion, we found no such framing effect.

Thus, we found no systematic difference in correlation attitudes between the two framings.

We did find another framing effect. The time-first treatment resulted in higher present

certainty equivalents than the risk-first treatment for several lotteries and time-frames. For

the e5-e10 lottery this was found only for the 0-4 weeks time frame. For the e0-e30

lottery this was found only for negative correlation, yet both for the 0-4 and the 1-5 weeks

time frame. We also found that risk aversion was significantly larger in the risk-first than in

the time-first framing for the e5-e10 lottery in all time-frames. Time preferences did not

differ between framings.

The framing effect we found is consistent with the findings of Öncüler and Onay (2009)

and Ahlbrecht and Weber (1997) for single delayed risky outcomes. Öncüler and Onay

(2008) considered preferences over single outcomes to be received at a single point in time

with a particular probability. They compared three different ways of obtaining present cer-

tainty equivalents for these intertemporal lotteries. In their direct path they elicited the PCE

directly. In their risk-time path they first elicited the future certainty equivalent and then

asked for the present value of this future certainty equivalent, thereby explicitely first consid-

ering the risk dimension and then the time dimension. In their time-risk path they first elicited

the present values and then the certainty equivalent of the resulting lottery over present val-

ues. Their risk-time and time-risk paths thereby correspond to our risk-first and time-first

framings respectively. They found that the elicited PCEs were higher in the direct and the

time-risk paths than in the risk-time path.
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Ahlbrecht and Weber (1997) also considered preferences over single delayed risky out-

comes and found similar framing effects. Subjects were asked for the present certainty equiv-

alent of the lottery directly, or in two steps by first asking for the future certainty equivalent,

and then the present value of this future certainty equivalent. For losses they found that the

present certainty equivalent was higher than the present value of the future certainty equiva-

lent. For gains their evidence pointed in the same direction, though less significantly. These

results, however, were found for matching tasks where people were asked for their certainty

equivalents and present values. The choice tasks did not find any difference between the

present certainty equivalent and the present values of the future certainty equivalent. Öncüler

and Onay (2009) also used matching tasks.

One possible driver of the framing effect we found may be time-varying risk attitudes.

Suppose, for instance, that a person were to have different risk attitudes for payments that

are received at different points in time. The risk-first framing may encourage people to

consider risks from the perspective of the time of receipt of the outcomes, while the time-

first treatment may encourage people to consider risks only from the present perspective by

considering risks over present values. Then, if one were more risk averse for later than for

sooner payments, the risk-first framing would generate more risk aversion and lower PCEs,

as we found. Thus, one possible explanation for our framing effect is people being more

risk averse for later payments. Yet, this would contradict Abdellaoui et al. (2011) who found

people to be more risk tolerant for later payments. Similarly, Noussair and Wu (2006) found

that around 40% of their subjects had lower risk aversion for lotteries that are resolved and

paid in the future than for lotteries that are resolved and paid in the present.

Theoretically, degrees of intertemporal correlation aversion may depend on the timing of

resolution of uncertainty. We did not find such dependence. We should note, though, that our

payments did not exceed e30 and that the delay was at most 24 weeks. A topic for future

studies is to investigate whether intertemporal correlation aversion remains insensitive to the

timing of resolution of uncertainty when considering larger payments with larger delays. In-

terestingly, the timing of resolution also had no impact on the present certainty equivalents.

Thus, we do not find a preference for early resolution of uncertainty. This finding is in line

with Nielsen (2020) who found no aversion to gradual resolution of uncertainty. Nielsen also

showed how a preference for early vs. late and one-shot vs. gradual resolution of uncertainty

depends on whether the resolution takes place in a ‘compound lottery’ or an ‘information
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structure’ framework. In the former framework the outcome is determined when the out-

come is received and in the latter one the outcome has already been determined though not

yet revealed. Nielsen (2020) found a preference for delaying uncertainty resolution in a com-

pound lottery framework, and a preference for earlier resolution in an information structure

framework. In our experiment subjects in the gradual resolution treatment knew that the un-

certainty would be resolved at the end of the experiment but revealed to them at the time of

payment. Therefore, our subjects were neither in a pure compound lottery nor in a pure in-

formation structure framework, as the outcome was not yet determined at the time they made

their decisions. A major difference between the existing studies on the timing of resolution

of uncertainty and ours, is that they let their subjects explicitly choose between early and late

resolution of uncertainty, while we varied the timing of resolution of uncertainty between

subjects. A question for future research is to study whether our results would be different if

the timing of resolution were varied within subjects and made more salient.

All in all, our results show that, on average, decision makers are sensitive to intertempo-

ral correlations and do not first aggregate over risk and then over time. Overall our results are

consistent with those of Lampe and Weber (2022) and contradict Andreoni et al. (2017). An-

dreoni et al. (2017) conclude that people first aggregate over risk. They assume that people

aggregate either first over risk or first over time and test which of the two orders of aggre-

gation subjects use. Based on the assumption of cumulative prospect theory with inverse-S

shaped probability weighting function, they predict preference reversals when people aggre-

gate first over time. While they find preference reversals in the data, on average these are not

the ones they predicted. They then conclude that people must be aggregating first over risk.

Our experiment provided a more direct test of the order of aggregation. Moreover, unlike

Andreoni et al. (2017), our approach was model-free and thereby did not require assumptions

about utility or probability weighting.

Throughout the experiment of Andreoni et al. (2017), risks were independent across

time. Thus, they did not exploit attitudes towards intertemporal correlation to assess whether

people aggregate first over risk or first over time. Instead, they let their subjects choose

between a risky and a safe outcome at a point in time and then analyzed how this decision

changed when an independent risky outcome was added and received at a later point in time.

One may argue that in their design subjects may have ignored the independent risky outcome
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that was added, as it was common to both options. Their design may therefore have driven

subjects to consider risks first.

Similarly as Andreoni et al. (2017), the few previous studies on intertemporal correlation

and the order of aggregation over risk and time, and the majority of studies in intertem-

poral choice, our experiment gave subjects monetary outcomes. It remains to be verified

how robust our findings are to the type of outcome. Cohen et al. (2020) illustrate the dif-

ferences that can arise between measurements of time preferences involving monetary and

non-monetary outcomes. In our experiment, for instance, subjects could have simply added

the two amounts they would receive and then risk aversion over the resulting sums would

predict NEG � IND � POS. Yet, we saw clear evidence that our subjects discounted fu-

ture outcomes and did not simply consider the sums of outcomes. Moreover, the time frame

1-24 weeks, which would make it less plausible for subjects to consider the sum of outcomes

than the other two time frames, yielded similar levels of correlation aversion as the other two

time-frames. Finally, while we found that �%
NEG

+ �%
POS

is positively correlated with RA

for every time frame (p < 0.01 for all), the correlations are only moderate (between 0.20

and 0.32). Thus, while risk aversion and intertemporal correlation are correlated, they are

not equivalent. An avenue for future research is to study the robustness of our results when

using different outcomes. One can think of replacing the monetary outcomes by a single non-

monetary type of outcome. Another extension would be to see how correlation attitudes are

affected when different types of outcomes are received at different points in time. In many

applications outcomes even have multiple attributes. When considering multi-attribute out-

comes, an extra layer of dimensions is added over which decision makers have to aggregate.

It remains to be studied how they aggregate over these dimensions.

2.6 Conclusion

This paper proposed a model-free measurement of intertemporal correlation aversion. The

results of our experiment show that on average subjects were averse to positive as well as

negative intertemporal correlation, but there was quite some heterogeneity at the individual

level. Within subjects, positive and negative correlation aversion did not go hand-in hand

as attitudes towards positive and negative correlation differed for between 58% and 68% of

subjects. This suggests that a majority of our subjects violated the expected intertemporal
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utility model. We also found differences in correlation attitudes between subjects, with a

substantial fraction of subjects being correlation neutral or seeking. Part of the differences

between subjects seems to be driven by gender effects with women occasionally being more

negative correlation averse than men.

Subjects were asked to value lotteries with different intertemporal correlations without

being asked to directly choose between two types of correlation. We measured degrees of

intertemporal correlation aversion and compared two types of framing and immediate versus

gradual resolution of uncertainty. One of our framings was constructed to encourage subjects

to consider intertemporal correlations, while the other was constructed to encourage them to

ignore these correlations. These framings did not affect degrees of correlation aversion.

The framing that encouraged to ignore correlations, however, generated lower valuations

of lotteries in some cases, suggesting that framing had an impact on valuations but not on

degrees of correlation aversion. This result seems to be driven by a higher degree of risk

aversion in this framing. Although degrees of correlation aversion may theoretically depend

on the timing of resolution of uncertainty, we did not find a difference between immediate

and gradual resolution of uncertainty.



37

2.7 Appendix

2.7.1 Proofs of Theorems

Proof of Theorem 2.2.1

We first simplify notation by fixing s and t and writing

U(xs, xt) = U(s : xs, t : xt).

Then we have

u (PCE (IND)) = 0.25U(x, x) + 0.25U(x,X) + 0.25U(X, x) + 0.25U(X,X),

u (PCE (POS)) = 0.5U(x, x) + 0.5U(X,X), and

u (PCE (NEG)) = 0.5U(x,X) + 0.5U(X, x).

It follows that

u (PCE (NEG)) � u (PCE (IND))

= �0.25U(x, x) + 0.25U(x,X) + 0.25U(X, x)� 0.25U(X,X)

= u (PCE (IND)))� u (PCE (POS)) .

Thus, NEG < IND if and only if IND < POS.
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Proof of Theorem 2.2.2

By taking Taylor series approximations it follows that for X close to x we have

u (PCE (IND))) � u (PCE (POS)))

= �0.25U(x, x) + 0.25U(x,X) + 0.25U(X, x)� 0.25U(X,X)

= 0.25 [U(x,X)� U(x, x)]� 0.25 [U(X,X)� U(X, x)]

⇡ 0.25
@U(x, x)

@xt

(X � x)� 0.25
@U(X, x)

@xt

(X � x)

= 0.25(X � x)

✓
@U(x, x)

@xt

� @U(X, x)

@xt

◆

⇡ 0.25(X � x)⇥�@
2
U(x, x)

@xs@xt

(X � x)

= �0.25
@
2
U(x, x)

@xs@xt

(X � x)2

= �@
2
U(x, x)

@xs@xt

V ar(X0.5x).

We also see that as X gets close to x, PCE (POS) gets close to PCE (IND) . Then, by

taking a Taylor series approximation of u around PCE (POS) we have the following for X

close to x:

u (PCE (POS)) ⇡

u (PCE (IND)) + u
0 (PCE (IND)) (PCE (POS)� PCE (IND)) ,

which implies

PCE (IND)� PCE (POS) ⇡ u (PCE (IND))� u (PCE (POS))

u0 (PCE (IND))
.

From the proof of Theorem 2.2.1 it then follows that

lim
X!x

�%
POS

= lim
X!x

�%
NEG

.

2.7.2 Results for the e0-e30 lottery

This Appendix summarizes the results for the e0-e30 lottery. Figure 2.7 gives the average

PCEs across all treatments. As predicted, subjects indeed gave NEG a substantially larger
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e0 or e30
�%

POS
�%

NEG
�%

NEG
+�%

POS

0 and 4 weeks 0.045 1.39 1.39
(p < 0.001) (p < 0.001) (p < 0.001)

1 and 5 weeks �0.074 1.86 1.81
(p = 0.002)⌃ (p < 0.001) (p < 0.001)

1 and 24 weeks �0.127 1.67 1.54
(p < 0.001)⌃ (p < 0.001) (p < 0.001)

Note: Mean degrees of correlation aversion, with between
parentheses the p-value of a Wilcoxon signed-rank test to test
whether the difference deviates from zero. For comparison, the
average degrees of risk aversion for the three time frames were
0.403, 0.467, and 0.469 respectively.
⌃ Note that for all cases, even those where the mean is negative,
the Wilcoxon signed-rank test suggest the median is positive.

Table 2.6: Degrees of correlation aversion

value than POS, IND, and CER for this lottery. Table 2.6 summarizes the averages of

the degrees of correlation aversion and confirms correlation aversion on average. Figure 2.8

gives the number of subjects who were positive correlation averse, neutral, or seeking.

For each lottery we also tested whether the degrees of negative and positive correlation

aversion differ between time frames. We found no significant differences, except for the

degree of negative correlation aversion for the e0-e30 lottery being larger in the 1-5 weeks

time frame than in the 0-4 weeks and 1-24 weeks time frames (p=0.05 and p=0.005). Sub-

jects were positive correlation averse in 1.28 of the three time frames for the e0-e30 lottery.

Figure 2.9 illustrates the classification of subjects’ attitudes towards positive correlation.
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Figure 2.7: Present certainty equivalents (means) for e0-e30 lottery
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Figure 2.8: Attitudes towards positive correlation for e0-e30 lottery
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Note: Subjects are classified as positive correlation averse (neutral, seeking) if �%
POS

> (=, <) 0 in at least
two of the three time frames. The remaining subjects are unclassified.

Figure 2.9: Attitudes towards positive correlation for e0-e30 lottery
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Risk-first vs. Time-first
e5 or e10 e0 or e30

0 and 4 weeks

POS < (p = 0.013)⇤ � (p = 0.107)
IND < (p = 0.009)⇤⇤ � (p = 0.687)
NEG < (p = 0.025)⇤ < (p = 0.004)⇤⇤
CER � (p = 0.319)

1 and 5 weeks

POS  (p = 0.250) � (p = 0.702)
IND  (p = 0.129)  (p = 0.963)
NEG  (p = 0.392) < (p = 0.000)⇤⇤
CER � (p = 0.126)

1 and 24 weeks

POS � (p = 0.488) � (p = 0.509)
IND  (p = 0.606) � (p = 0.559)
NEG � (p = 0.697)  (p = 0.473)
CER � (p = 0.135)

Note: ‘’ (‘�’) means that the PCE is at least as large for the time-first (risk-first) as for the risk-first
(time-first) treatment. The signs ‘<’ and ‘>’ are used when the difference is significant according to a
Mann-Whitney U test with a p-value less than 0.01 (denoted by ⇤⇤) or less than 0.05 (denoted by ⇤). CER is
the same for both lotteries, and is therefore reported only for the e5-e10 lottery for each time-frame.

Table 2.7: Comparison of PCEs between Risk-first and Time-first framing

Risk-first vs. Time-first
e5 or e10 e0 or e30

0 and 4 weeks
�%

POS
 (p = 0.694)  (p = 0.189)

�%
NEG

� (p = 0.153) < (p = 0.028)⇤

�%
NEG

+�%
POS

� (p = 0.081) < (p = 0.003)⇤⇤

1 and 5 weeks
�%

POS
� (p = 0.989)  (p = 0.593)

�%
NEG

� (p = 0.161) < (p = 0.011)⇤

�%
NEG

+�%
POS

� (p = 0.123) < (p = 0.009)⇤⇤

1 and 24 weeks
�%

POS
 (p = 0.083) � (p = 0.854)

�%
NEG

� (p = 0.125)  (p = 0.131)
�%

NEG
+�%

POS
 (p = 0.862)  (p = 0.162)

Note: ‘’ (‘�’) means that the strength of correlation aversion is at least as large for the time-first
(risk-first) as for the risk-first (time-first) treatment. The signs ‘<’ and ‘>’ are used when the difference is
significant according to a Mann-Whitney U test with a p-value less than 0.01 (denoted by ⇤⇤) or less than 0.05
(denoted by ⇤).

Table 2.8: Comparison of degrees of correlation aversion between Risk-first and Time-first
framing

Table 2.7 shows that for the e0-e30 lottery NEG had a higher PCE in the time-first

than in the risk-first treatment for the 0-4 weeks and the 1-5 weeks time frame. Table 2.8

shows that for the e0-e30 lottery the degree of negative correlation aversion is larger in the

time-first than in the risk-first treatment for the 0-4 weeks and the 1-5 weeks time frame. Yet,
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these are also the lotteries where a preference for NEG over IND is not driven merely by

negative correlation aversion, but also by a larger expected value in NEG than in IND.

Tables 2.9 and 2.10 summarize gender effect on PCEs and degrees of correlation aver-

sion.

Men vs. Women
e5 or e10 e0 or e30

0 and 4 weeks

POS > (p = 0.007)⇤⇤ > (p = 0.043)⇤
IND > (p = 0.021)⇤ > (p = 0.011)⇤
NEG  (p = 0.503) � (p = 0.595)
CER  (p = 0.191)

1 and 5 weeks

POS � (p = 0.137) > (p = 0.018)⇤
IND � (p = 0.440) > (p = 0.025)⇤
NEG  (p = 0.201) � (p = 0.685)
CER < (p = 0.046)⇤

1 and 24 weeks

POS � (p = 0.193) > (p = 0.009)⇤⇤
IND � (p = 0.388) > (p = 0.015)⇤
NEG  (p = 0.601)  (p = 0.307)
CER < (p = 0.028)⇤

Note: ‘’ (‘�’) means that the PCE is at least as large for women (men) as for men (women). The
signs ‘<’ and ‘>’ are used when the difference is significant according to a Mann-Whitney U test with a
p-value less than 0.01 (denoted by ⇤⇤) or less than 0.05 (denoted by ⇤). CER is the same for both lotteries,
and is therefore reported only for the e5-e10 lottery for each time-frame.

Table 2.9: Comparison of PCEs between men and women.

Men vs. Women
e5 or e10 e0 or e30

0 and 4 weeks
�%

POS
 (p = 0.983) � (p = 0.955)

�%
NEG

< (p = 0.027)⇤  (p = 0.781)
�%

NEG
+�%

POS
< (p = 0.037)⇤  (p = 0.845)

1 and 5 weeks
�%

POS
 (p = 0.825)  (p = 0.252)

�%
NEG

 (p = 0.304)  (p = 0.413)
�%

NEG
+�%

POS
< (p = 0.027)⇤  (p = 0.138)

1 and 24 weeks
�%

POS
� (p = 0.935)  (p = 0.857)

�%
NEG

 (p = 0.346)  (p = 0.081)
�%

NEG
+�%

POS
 (p = 0.244) < (p = 0.038)⇤

Note: ‘’ (‘�’) means that the strength of correlation aversion is at least as large for women (men)
as for men (women). The signs ‘<’ and ‘>’ are used when the difference is significant according to a
Mann-Whitney U test with a p-value less than 0.01 (denoted by ⇤⇤) or less than 0.05 (denoted by ⇤).

Table 2.10: Comparison of strength of correlation aversion between men and women
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Finally, for each time frame we tested whether the degrees of positive correlation aversion

differ between the two lotteries. We found that it is smaller for the e5-e10 than for the e0-

e30 lottery for all time frames (p=0.002, p=0.005, and p=0.033 for 0-4 weeks, 1-5 weeks,

and 1-24 weeks, respectively). Note that a similar test would not be informative for negative

correlation aversion, as the preference for NEG over IND should be stronger in thee0-e30

lottery by construction due to the larger expected value, irrespective of the degree of negative

correlation seeking. Thus, the degree of positive correlation aversion differs between lotteries

with equal expected value. This can be driven by the difference in outcomes as well as by

the difference in probabilities between the lotteries.
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2.8 Online Appendix
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(c) 1 and 24 weeks

Note: Values lower than -1.5 are set equal to -1.5 and values higher than 1.5 are set equal to 1.5 for this figure.

Figure 2.10: Distribution of �%
NEG

for e5-e10 lottery.
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(c) 1 and 24 weeks

Note: Values lower than -1.5 are set equal to -1.5 and values higher than 1.5 are set equal to 1.5 for this figure.

Figure 2.11: Distribution of �%
POS

for e5-e10 lottery.
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(c) 1 and 24 weeks

Note: Values lower than -1.5 are set equal to -1.5 and values higher than 1.5 are set equal to 1.5 for this figure.

Figure 2.12: Distribution of �%
NEG

+�%
POS

for e5-e10 lottery.
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(c) 1 and 24 weeks

Note: Values lower than -1 are set equal to -1 and values higher than 9 are set equal to 9 for this figure.

Figure 2.13: Distribution of �%
NEG

for e0-e30 lottery.
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(c) 1 and 24 weeks

Note: Values lower than -6 are set equal to -6 and values higher than 1 are set equal to 1 for this figure.

Figure 2.14: Distribution of �%
POS

for e0-e30 lottery.
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Note: Values lower than -1 are set equal to -1 and values higher than 9 are set equal to 9 for this figure.

Figure 2.15: Distribution of �%
NEG

+�%
POS

for e0-e30 lottery.
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(a) IND versus POS
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(b) NEG versus IND
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(c) NEG versus POS

Note: For every subject we counted the number of times (s)he is consistent with correlation aversion. These
graphs show the number of subjects who are consistent with the mentioned (in)equality between PCEs for 0,
1, 2, or 3 time frames.

Figure 2.16: Heterogeneity in correlation aversion for the e5-e10 lottery.
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Note: For every subject we counted the number of times (s)he is consistent with correlation aversion. This
graph shows the number of subjects who are consistent with the mentioned (in)equality between PCEs for 0,
1, 2, or 3 time frames.

Figure 2.17: Heterogeneity in correlation aversion for the e0-e30 lottery.
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Immediate resolution Gradual resolution
Risk-first Time-first Risk-first Time-first

e5 or e10

0 and 4 weeks

POS 12.53 (sd = 2.94) 13.10 (sd = 2.54) 12.55 (sd = 2.69) 13.79 (sd = 2.78)
IND 13.13 (sd = 2.53) 13.11 (sd = 2.89) 12.52 (sd = 2.98) 14.09 (sd = 1.99)
NEG 13.37 (sd = 2.46) 13.60 (sd = 2.18) 13.19 (sd = 2.26) 14.20 (sd = 1.85)
CER 14.11 (sd = 1.99) 13.61 (sd = 2.48) 13.87 (sd = 2.01) 13.81 (sd = 1.96)

1 and 5 weeks

POS 12.53 (sd = 3.60) 12.53 (sd = 3.66) 12.60 (sd = 2.91) 13.30 (sd = 2.81)
IND 12.63 (sd = 3.16) 13.01 (sd = 3.75) 13.03 (sd = 3.07) 13.06 (sd = 2.85)
NEG 13.55 (sd = 2.98) 13.31 (sd = 3.23) 13.50 (sd = 2.55) 13.69 (sd = 2.30)
CER 13.98 (sd = 2.97) 12.71 (sd = 4.00) 13.80 (sd = 2.16) 13.97 (sd = 1.53)

1 and 24 weeks

POS 11.23 (sd = 3.37) 10.67 (sd = 3.81) 11.98 (sd = 2.99) 11.73 (sd = 2.96)
IND 11.55 (sd = 3.66) 11.58 (sd = 3.37) 11.93 (sd = 3.09) 12.28 (sd = 3.03)
NEG 12.25 (sd = 3.27) 11.67 (sd = 3.22) 12.11 (sd = 3.27) 12.44 (sd = 2.87)
CER 12.82 (sd = 3.34) 11.64 (sd = 3.34) 12.53 (sd = 3.05) 12.89 (sd = 2.44)

e0 or e30

0 and 4 weeks

POS 13.57 (sd = 6.59) 11.29 (sd = 5.47) 12.08 (sd = 5.51) 11.86 (sd = 5.92)
IND 13.81 (sd = 5.57) 12.90 (sd = 6.75) 13.13 (sd = 5.61) 13.91 (sd = 6.96)
NEG 24.48 (sd = 7.64) 25.70 (sd = 8.00) 24.22 (sd = 7.57) 27.38 (sd = 6.42)
CER 14.11 (sd = 1.99) 13.61 (sd = 2.48) 13.87 (sd = 2.01) 13.81 (sd = 1.96)

1 and 5 weeks

POS 12.29 (sd = 6.23) 11.48 (sd = 5.26) 12.19 (sd = 5.61) 12.22 (sd = 5.57)
IND 13.19 (sd = 6.55) 13.65 (sd = 6.80) 13.24 (sd = 5.62) 12.87 (sd = 5.88)
NEG 24.41 (sd = 6.78) 26.97 (sd = 7.26) 24.32 (sd = 7.70) 28.30 (sd = 3.50)
CER 13.98 (sd = 2.97) 12.71 (sd = 4.00) 13.80 (sd = 2.16) 13.97 (sd = 1.53)

1 and 24 weeks

POS 12.02 (sd = 6.58) 11.19 (sd = 5.32) 11.79 (sd = 6.39) 10.90 (sd = 4.52)
IND 13.41 (sd = 7.53) 12.16 (sd = 6.15) 12.20 (sd = 5.26) 11.98 (sd = 5.10)
NEG 23.22 (sd = 9.23) 22.52 (sd = 8.57) 21.30 (sd = 8.41) 24.13 (sd = 6.69)
CER 12.82 (sd = 3.34) 11.64 (sd = 3.34) 12.53 (sd = 3.05) 12.89 (sd = 2.44)

Table 2.11: Present certainty equivalents - means and standard deviations (sd).
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Immediate resolution Gradual resolution
Risk-first Time-first Risk-first Time-first

e5 or e10

0 and 4 weeks �%
NEG

0.050 (p = 0.065) 0.067 (p = 0.138) 0.127 (p = 0.033) 0.009 (p = 0.907)
�%

POS
0.046 (p = 0.122) -0.027 (p = 0.769) -0.053 (p = 0.808) 0.008 (p = 0.052)

�%
NEG

+�%
POS

0.094 (p = 0.002) 0.041 (p = 0.239) 0.075 (p = 0.009) 0.018 (p = 0.095)

1 and 5 weeks �%
NEG

0.108 (p = 0.004) 0.068 (p = 0.201) 0.088 (p = 0.047) 0.100 (p = 0.090)
�%

POS
-0.025 (p = 0.770) 0.008 (p = 0.174) 0.002 (p = 0.383) -0.064 (p = 0.367)

�%
NEG

+�%
POS

0.083 (p = 0.002) 0.075 (p = 0.032) 0.085 (p = 0.005) 0.035 (p = 0.029)

1 and 24 weeks �%
NEG

0.123 (p = 0.038) 0.036 (p = 0.849) 0.061 (p = 0.092) 0.064 (p = 0.475)
�%

POS
-0.011 (p = 0.354) 0.075 (p = 0.004) -0.036 (p = 0.894) 0.002 (p = 0.184)

�%
NEG

+�%
POS

0.115 (p = 0.015) 0.112 (p = 0.006) 0.027 (p = 0.150) 0.065 (p = 0.038)
e0 or e30

0 and 4 weeks �%
NEG

1.061 (p = 0.000) 1.711 (p = 0.000) 1.158 (p = 0.000) 1.620 (p = 0.000)
�%

POS
-0.032 (p = 0.325) 0.050 (p = 0.017) 0.077 (p = 0.054) 0.087 (p = 0.008)

�%
NEG

+�%
POS

1.03 (p = 0.000) 1.76 (p = 0.000) 1.24 (p = 0.000) 1.51 (p = 0.000)

1 and 5 weeks �%
NEG

1.238 (p = 0.000) 1.854 (p = 0.000) 1.301 (p = 0.000) 2.998 (p = 0.000)
�%

POS
-0.118 (p = 0.527) 0.020 (p = 0.005) -0.045 (p = 0.093) -0.148 (p = 0.245)

�%
NEG

+�%
POS

1.22 (p = 0.000) 1.87 (p = 0.000) 1.26 (p = 0.000) 2.84 (p = 0.000)

1 and 24 weeks �%
NEG

1.58 (p = 0.000) 1.58 (p = 0.000) 1.29 (p = 0.000) 2.18 (p = 0.000)
�%

POS
-0.141 (p = 0.010) -0.201 (p = 0.105) -0.119 (p = 0.187) -0.047 (p = 0.160)

�%
NEG

+�%
POS

1.44 (p = 0.000) 1.38 (p = 0.000) 1.18 (p = 0.000) 2.14 (p = 0.000)

Note: Mean degrees of correlation aversion, with between parentheses the p-value of a Wilcoxon
signed-rank test to test whether the difference deviates from zero.

Table 2.12: Degrees of correlation aversion



Chapter 3

Managing “Last Moment Syndrome”:

Evidence from a Large-Scale EU

Program

joint with Kirsten Rohde, Thomas Dirkmaat, Evelien van de Veer, and Bram van Dijk

”People wait until the last minute to fill out their [tax] returns, and then

rush to mail them at their nearest post office, which has extended its hours until

midnight. Correcting the errors due to rushed completing of forms adds to the

administrative costs of the IRS. Many cities and towns keep their post offices

open late for no reason other than to accommodate the severe procrastinator.

Finally, return processing is slowed by the avalanche of returns filed in mid-

April.”

– ”April 15 Syndrome”, Slemrod et al., 1997 (with paraphrasing)

3.1 Introduction

Procrastination - the phenomenon whereby people postpone unpleasant tasks - is typically

studied from an individual perspective. A vast literature in psychology and economics has

studied the psychological mechanisms underlying procrastination, such as time preferences

and failures of self control. Procrastination has been shown to result in a gap between in-

tentions and behavior. It, for instance, leads to sub-optimal financial and health behavior
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(Frederick et al., 2002; Meier and Sprenger, 2010; Courtemanche et al., 2015; Milkman

et al., 2011; Cawley and Frisvold, 2017).

Most research analyzes the impact of procrastination by focussing on the consequences

suffered by the individual who procrastinates. When many people procrastinate simultane-

ously, however, the negative consequences of procrastination extend beyond the individual

him/herself. Procrastination then imposes negative externalities on others. Examples of such

externalities can be found in large government programs such as census, tax return filing,

and subsidy applications. Such programs often come with a common deadline for all people

involved. Procrastination by many individuals can lead to large volumes of submissions that

take place right before the deadline. This peak activity around the deadline requires a han-

dling system that sits in excess during off-peak periods. Online submissions, for instance,

require sufficient server capacity that may not be used to its full potential during off-peak

periods.

This paper studies collective procrastination from a societal perspective. We will refer to

collective procrastination as last moment syndrome. Using two large-scale field experiments

concerning the European Union’s agriculture subsidy census in the Netherlands, we test

simple nudging techniques to smoothen the number of submissions over time and thereby

alleviate peak traffic of submissions. Inspired by research from the psychology literature

regarding implementation intentions and goal-setting and drawing from the economic liter-

ature’s discussion on time discounting and self-control, we designed various treatments to

address a range of planning and salience related challenges.

From 2015 to 2020, the EU spent 59 billion euros per year on agriculture subsidies, from

which more than 70 percent of the budget was spent on income support through direct pay-

ments to farmers9. As one of the largest subsidy programs in the world, the income support

had a coverage of more than six million beneficiaries and on average represented nearly half

of the EU farmers’ income10. The distribution of the direct payments was administered via

an application submission system where farmers declare all the agricultural parcels of their
9Every farmer from the EU received a subsidy of 260 euros per hectare of agricultural land if (s)he met all

environmental and sustainability requirements. If farmers did something about the biodiversity on their farm,
this would be supplemented by 115 euros in greening premium per hectare. In addition, farmers under the age
of 41 received an additional financial support of 50 euros per hectare per year. A farmer under 41 therefore
received 425 euros per hectare per year if (s)he met all the EU’s requirements.

10https://ec.europa.eu/info/food-farming-fisheries/key-policies/
common-agricultural-policy/income-support/income-support-explained_en.
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holding. Each year the Netherlands’ Ministry of Economic Affairs (Dutch: Ministerie van

Economische Zaken; EZ)11 received applications from farmers all over the country for the

EU agriculture subsidies. The administrator of the submission system faced a skewed traf-

fic of submissions prior to the deadline on 15th of May. Approximately 60 percent of the

applications were submitted during the last two weeks of the submission time window.

To encourage farmers to make use of the earlier periods of the total 6-10 weeks of submis-

sion time window and to reduce submissions during the last two weeks prior to the deadline,

we designed and conducted experiments over twenty to thirty thousand farmers, comparing

four types of interventions: 1) Target Date: setting an earlier non-binding target date for

submission; 2) Calendar: raising awareness about the off-peak period of submission and let-

ting people choose their own non-binding target date during this off-peak period, 3) Early

Handling: providing reminders on the advantage of ”early submission, early evaluation”; 4)

Checklist: providing a checklist of information to help with the submission.

To investigate the reasons behind the last moment syndrome, EZ first conducted individ-

ual interviews and focus group surveys among farmers and their advisories to understand the

potential channels for behavioural change. The most important reasons that were identified

for submitting close to the deadline are (a) anchoring on the deadline in May, (b) a lack

of awareness of peak and off-peak periods for submission, (c) the task being difficult and

time consuming, and (d) no perceived benefit of submitting earlier. Many farmers referred to

the census as the ‘May counting’, illustrating the strong anchoring on May. This may have

contributed to most farmers also doing the submission in May. Tu and Soman (2014), for

instance, found that people are more likely to start working on a task when its deadline lies

within a categorisation of time that is closer to the present, e.g. the current week/month/year,

in comparison to the next week/month/year. The importance of awareness and salience (b

and d) is well-known from various policies, including policies that aim at enhancing com-

pliance with regulation(Linos et al., 2020), enhancing education participation (Benhassine

et al., 2015), encouraging saving behaviour (Karlan et al., 2016), prompting vaccination

take-up (Milkman et al., 2011), reducing calorie intake (Cawley et al., 2020), and fostering

energy conservation (Tiefenbeck et al., 2018). Procrastination of difficult and time consum-
11In years after the experiments, it was the Ministry of Agriculture, Nature and Food Quality (Dutch: Min-

isterie van Landbouw, Natuur en Voedselkwaliteit; LNV) that received the applications.
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ing tasks with unclear future benefits is a well-known phenomenon as well (O’Donoghue

and Rabin, 2001; Loewenstein and Prelec, 1992).

In 2016 and 2017, the Behavioural Insights Team (BIT) of EZ conducted two subsequent

field experiments in the agriculture census “Gecombineerde Opgave” (GO) that includes

the EU subsidy applications from all farmers in the Netherlands. The nature of the GO

census is especially interesting because it is a real-world task that is costly to complete and

is rewarding afterwards. Much like completing a tax return, GO requires substantial efforts.

Once submitted, the survey information is used to calculate agriculture subsidies from the

EU - thus the submission has direct impact on participants’ economic benefits. Given the

richness of the collected information, we are able to control for a wide range of factors

that might affect submission behaviour, including: (i) individual variations in terms of task

difficulty (number of land parcels that needs to be registered in the survey) and the monetary

benefits of submitting the survey (scale of received subsidy); (ii) farm characteristics such

as economic size, number of workers, type of farming, and province; (iii) farm holders’

characteristics such as age and gender.

We find that when an earlier date was mentioned as a target date, the probability of sub-

mitting before the peak-period (within 2 weeks before deadline) increased by 4-5 percentage

points in 2016 (Experiment I). Moreover, we are able to replicate the same treatment ef-

fect in the experiment in 2017 (Experiment II) with an effect size of 4 percentage points.

We find that Calendar had a smaller effect size of 3 percentage points. In contrast, Early

Handling and Checklist were not effective. Our results suggest that setting a non-binding

target date or letting people choose their own non-binding target dates through a calendar

showing off-peak periods, can reduce procrastination and thereby alleviate the burden on the

administrative systems in peak-periods.

3.2 Background

Gecombineerde Opgave (GO) is a national census that covers the entire agriculture popu-

lation in the Netherlands. Each year, around March/April all the farmers of the country are

invited to submit their farming information before the deadline of the 15th of May. The infor-

mation is used at various levels of agriculture governance by the EU, the national, provincial
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and municipal governments; meanwhile, the farmers also make requests for subsidies via

GO.

Similar to the mandatory nature of tax returns for tax payers, GO is mandatory for al-

most all farmers in the Netherlands. The survey is organised by the Netherlands Enterprise

Agency (Rijksdienst voor Ondernemend Nederland; RVO). The deadline of submitting GO

is determined by the European Union. Each year, RVO sends out invitation letters by postal

service to remind farmers that this year’s GO is ready to be filled out and that the deadline

is the 15th of May. In 2016 the invitation letter was sent out on the 1st of April, 45 days

until the deadline. In an attempt to further stimulate farmers to submit earlier, in 2017 RVO

decided to send the invitation letter earlier, on 8th of March, 69 days until the deadline.

With the announcement of the starting of GO, the invitation letter serves as a reminder

and also sends out information. The standard invitation letter opens with a paragraph such as:

”We hereby invite you to do the GO. The GO will be ready for you on mijn.rvo.nl from April

1. It is important for you that we receive your file and any attachments no later than 15 May

2016.” The invitation letter also talks about the importance of GO and provides information

on how to complete the survey, along with the information on RVO’s website and helpline

phone number. The standard letter is used for the control group in our experiments. An

English translation of the invitation letters is in the Supplementary Materials.

After the invitation letter, the helpline starts to receive phone calls and farmers start to

work on GO. Among the farmers, it is reported that 45% of farmers hire advisories to com-

plete the submission for them. Given that the advisories work professionally on submitting

applications, it is to be expected that their submission behaviour differs from that of the in-

dividual farmers. In 2016 the different letters indeed had no impact on submission behavior

of the advisories (Behavioural Insights Team, 2016), hence in 2017 they were sent a separate

set of letters. In our study we therefore only focus on the impact of interventions on the

farmers who do not hire advisories.

Over the years, RVO has experienced enormous stress during the last weeks before the

deadline. ”Experience from previous years shows that the majority of farmers wait until the

last moment to submit. 60% of farmers submit the GO in the last two weeks before the

deadline, 40% even in the last week. Over the past few years this caused an overload of the

website and the call center in the last few weeks, so that the desired level of service could
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not be achieved. Moreover, peaks in the execution result in extra cost.” (Behavioural Insights

Team, 2016)

Due to the large volume of last moment submissions, RVO observed that the service level

from their ICT and call center went down. They have received complaints from farmers that

the website has gotten too slow when they tried to fill out the survey and that the waiting time

for the helpline was too long. To ease the stress on the last moment handling, the BIT from

EZ proposed to add a nudging component to the standard invitation letter. Two independent

field experiments were conducted in two consecutive years.

3.3 Experiment Design and Data

3.3.1 Experiment I

In Experiment I (in 2016), 28,557 farmers were randomly assigned to either a control group

or one of the three treatment groups12: (i) Target Date 3W: giving a non-binding target date

for submission that is three and a half weeks before the deadline; (ii) Target Date 2W: giving

a non-binding target date that is two and a half weeks before the deadline; (iii) Calendar:

raising awareness about the off-peak period of submission and letting people choose their

own non-binding target date during this off-peak period. The control group received the

standard invitation letter where the deadline was pointed out in the first paragraph: ”It is

important for you that we receive your file and any attachments no later than 15 May 2016.”

The treatments were implemented as follows. All letters were sent out on April 1, 2016.

(i) The Target Date 3W treatment was implemented by inserting an extra text before the

deadline statement in the standard invitation letter:

”This year we ask different groups to do the GO at different times. In this

way, everyone has shorter waiting times and a better working application.

Could you submit the GO no later than 22 April? If you keep 22 April as

the target date, then you and your colleagues will benefit from this.”

(ii) The Target Date 2W treatment was the same as Target Date 3W except that the target

date ”22 April” is replaced by ”29 April”.
12Section B of the Supplementary Material gives the number of farmers including the ones who hired advi-

sories.
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(iii) For the Calendar treatment, the following text was inserted after mentioning the 15th

May deadline, together with a calendar showing the peak and off-peak days during the

(largely) off-peak period April (Figure 3.1), which was based on the daily volume of

submissions in the previous year. On the calendar, one dot meant ”off-peak” while four

dots meant ”peak”.

”In April the customer contact center will be more accessible and there is

a good chance that the applications will work faster. We have determined

the off-peak and peak days for you to complete the GO (based on historical

data). When will you fill in the GO? Circle the date on the calendar below

and put it in your agenda.”

Figure 3.1: Calendar

Note: ”Dal” is ”Off-peak” and ”Piek” is ”Peak” in English. The first row of the calendar writes ”Monday,
Tuesday, Wednesday, Thursday, Friday, Saturday, Sunday”.

3.3.2 Experiment II

In Experiment II (in 2017), 19,733 farmers were randomly assigned to either a control group

or one of the three treatment groups13: (i) Early Handling: telling participants that when they

submit their applications earlier, the evaluation agency would start working on it sooner;

(ii) Target Date 5W: giving a non-binding target date that is five and a half weeks before

the deadline; (iii) Checklist: telling participants that ”a good preparation is half the work”

and attach a short checklist, which could potentially shorten the time spent on filling out

the survey. The five weeks target date was chosen to fall halfway the submission window,

similarly as the three weeks target date in Experiment I. All letters were sent out on March
13Section B of the Supplementary Material gives the number of farmers including the ones who hired advi-

sories.
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8, 2017. The three treatments were implemented by adding texts to the standard invitation

letter, after mentioning the deadline:

(i) The Early Handling treatment:

”Start on time

It is important for you that we receive your file and any attachments no later

than 15 May 2017. The sooner we receive the files correctly, the sooner we

can start with the settlement and payment of the requested subsidies.”

(ii) The Target Date 5W treatment:

”Make use of the early opening

Could you submit the statement no later than 7 April? We ask different

groups to do the GO at different times. In this way, everyone has shorter

waiting times and a better working application. If you keep 7 April as the

target date, then you and your colleagues will benefit from this.”

(iii) The Checklist treatment:

”A good preparation is half the work

We have summarized all the information you need when completing the GO

in a checklist. A shortened checklist has been added to this letter as an ap-

pendix. You can find the extensive checklist on mijn.rvo.nl/gecombineerde-

opgave.”

There are three differences between the Target Date treatments in 2016 and 2017. In

2017 the submission period started earlier and the non-binding target date was set earlier as

well to halfway the submission window. Moreover, in the letter of 2017 the deadline was

mentioned before the target date, while in 2016 it was mentioned after the target date.

3.3.3 Implementation

Both experiments were conducted within approximately the same subject pool. The assign-

ment of farmers to treatments from Experiment I was independent from that in Experiment

II. We assume that each year’s submission behaviour is affected only by that year’s invitation
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letter, and therefore treat the two experiments separately. The results reported later confirm

this assumption. Figure 3.2 illustrates the timelines of the GO, containing the starting dates,

the deadline, and the target dates of the target-date-treatments.

Figure 3.2: Timeline of the GO and Target Date Treatments

The sample size of Experiment II is smaller than that of Experiment I. This is because

a few subgroups of farmers were ex-ante excluded from Experiment II as it became clear

after Experiment I that the interventions were unlikely to apply to them: registered farms

which in practice ceased to exit, non-response farmers from the previous year, farmers whose

subsidy applications had been rejected in the previous year or were still in appeal, and a small

group of farmers who were facing a different starting time from the rest of the farmers due

to manure regulation. These subgroups received other letters customized to their special

situation, and fall outside the scope of this paper. From our analysis we exclude farmers who

received multiple letters on one address. We also exclude all farmers who did not submit the

GO at all or who submitted it after the deadline, for the reason that the focus of this paper

is on when farmers submit their files and not on whether they submit their files before the

deadline14. Figure 3.3 summarizes the experiments and their treatments.
144.8% and 2.4% submitted after the deadline in 2016 and 2017 respectively.
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Experiment I (2016)

28,557
farmers

Calendar: 7,053

Target Date 2W: 7,147

Target Date 3W: 7,219

Control group: 7,138

Experiment II (2017)

19,733
farmers

Checklist: 4,918

Target Date 5W: 4,948

Early handling: 4,916

Control group: 4,951

Figure 3.3: Summary of Experiments

3.3.4 Data

For every farmer we know the submission times in 2016 and 2017 and several farm char-

acteristics: the number of land parcels, the number of workers on the farm, the economic

value of the farm, type of the farm and province. These characteristics give insight into the

complexity of the submission. Since the amount of time that farmers took to complete the

GO varies between 1.5 hour to 10 hours, it is necessary to control for these differences be-

tween farmers. For example, a particularly time-consuming part of GO consists of drawing

the boundaries of land parcels on a satellite map. Thus the number of land parcels, when

controlling for province, could account for the difficulty of the task. The scale of production

varies by farm’s economic size and number of workers. Part of the GO asks farmers to con-

firm a production plan. The time when such a plan can be confirmed differs between types of

farms - the production plans of cattle farms are more stable across years compared to those

of crop farms and mixed farms. Moreover, we also include level of subsidy received from

the previous year as farm characteristics, because it gives us a proxy for the amount of the
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future rewards for completing GO. At last, we also have variables on the characteristics of

farm holders, such as age and gender.

Table 5 in the Appendix shows summary statistics with the results of the balance check.

With the exception of a few categorical dummies15, simple randomization has produced bal-

anced characteristics across control and intervention groups in each experiment.

3.4 Results

3.4.1 Duration Analysis

The patterns of submissions can be studied using non-parametric duration analysis. We de-

fine submission functions that specify, for each point in time, the proportion of farmers who

submitted before or at that point in time. Thus, our submission functions are the failure

functions as commonly used in duration analysis. As farmers were randomly assigned to

treatments, we expect the submission functions of these farmers to show no difference be-

tween treatment groups in years prior to the experiments. For all farmers in our experiments,

Figures 3.4 and 3.5 give the submission functions in the year 2014, two years prior to the

experiment. We chose the year 2014 as in 2015 the deadline was extended due to exceptional

circumstances. Figures 3.4 and 3.5 show no differences between treatment groups prior to

our experiments, which is confirmed by Wilcoxon tests (Target Date 3W: p = 0.183, Target

Date 2W: p = 0.305 and Calendar: p = 0.538, each compared to the control group in exper-

iment I; Early Handling: p = 0.783, Target Date 5W: p = 0.392 and Checklist: p = 0.613,

each compared to the control group in experiment II).
15In Experiment I, ”subsidy: 100k - 150k”, ”subsidy >200K” and ”farm type: uncategorised” are categorical

dummies that account for only 0.00 - 0.07 of the total sample; some province dummies are also significantly
different between groups but differences are less than 1.5%. Similarly, in Experiment II, some subsidy level,
farm type and province categorical dummies are significant but with small effect differences.
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Figure 3.4: Submission function in 2014 of
subjects in Experiment I (t=1 corresponds
to the start of the submission period - 1
April 2014)

Figure 3.5: Submission function in 2014 of
subjects in Experiment II (t=1 corresponds
to the start of the submission period - 1
April 2014)

Figures 3.6 and 3.7 show the submission functions during Experiment I and Experiment

II respectively. In Experiment I all treated groups are different from the control group (in

blue). In Experiment II, only the treated group ”Target Date 5W” (in green) is different

from the control group. For Experiment I, the Wilcoxon tests16 show that the submission

functions of all treated groups are different from that of the control group (Target Date 3W:

p = 0.000; Target Date 2W: p = 0.000; Calendar: p = 0.039). No significant difference

is found between the two different Target Date treatments (p = 0.309). The Target Date

treatments reduce the average submission time from 33.5 days (control group) to 32.5 days

(Target Date 3W) and 32.8 days (Target Date 2W). The Calendar treatment reduces it to 33.0

days. For Experiment II, the Wilcoxon tests17 show that only the Target Date 5W group

is different from the control group. Target Date 5W reduces the average submission time

from 53.0 days (control group) to 51.1 days (p = 0.000). The average submission time of

the Early Handling and Checklist groups are smaller than that of the control group, though

without statistical significance (Early Handling: 52.5 days, p = 0.367; Checklist: 52.4 days,

p = 0.400).
16The log-rank tests show that both Target Date groups are different from the control group (Target Date 2W:

p = 0.010; Target Date 3W: p = 0.009) whilst the Calendar treatment is not effective (p = 0.216).
17The log-rank tests show similar results (Target Date 5W: p = 0.001; Early Handling: p = 0.890; Check

List: p = 0.809).
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Figure 3.6: Submission function during Experiment I (t=1 corresponds to the start of the
submission period - 1 April 2016)

Figure 3.7: Submission function during Experiment II (t=1 corresponds to the start of the
submission period - 8 March 2017)

We use hazard rates to offer a more detailed picture of the development of submission be-

havior over time. Hazard rates in our context give the probability of submitting at a point in

time conditional on not having submitted yet. An advantage of studying hazard rates instead

of total number of submissions per day, is that by definition hazard rates are independent

between days, while daily submissions are not: a larger number of submissions one day im-
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plies a lower number of submissions on another day. Figures 3.8 and 3.9 show the differences

between the hazard rates of the treatment groups and the control group. These differences

would be constant at zero if there were no difference between the treatments groups and the

control group. It is evident that, compared to the control group, the target date groups tend

to submit significantly more often during the week before their target date, especially during

the days prior to the target date. The differences between hazard rates appear more volatile

right before the deadline, but these difference are not significant because of the declining

number of farmers remaining in the ‘not-yet-submitted’ sample.

Figure 3.8: Impact of Treatments on Probability of Submission - Experiment I

Note: Triangles denote significant differences at the 1-percent level (large), 5-percent level (hollow), and 10-
percent level (small). Details of the calculation are in the Supplementary Material.

3.4.2 Logistic Regression Analysis

To further analyze the impact of the treatments on the last moment syndrome, we define

a peak time submission variable according to whether submission took place at least two

weeks before the deadline (=0) or during the last two weeks before the deadline (=1). For

each experiment we did a logistic regression analysis of peak time submission on treatment

dummies and control variables. The results of these analyses are shown in Table 3.1.
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Figure 3.9: Impact of Treatments on Probability of Submission - Experiment II

Note: Triangles denote significant differences at the 1-percent level (large), 5-percent level (hollow), and 10-
percent level (small). Details of the the calculation are in the Supplementary Material.

Experiment I

(1) (2)
Treatment: Target Date 3W -0.049⇤⇤⇤ -0.052⇤⇤⇤

[0.008] [0.010]
Treatment: Target Date 2W -0.042⇤⇤⇤ -0.044⇤⇤⇤

[0.008] [0.010]
Treatment: Calendar -0.024⇤⇤⇤ -0.030⇤⇤⇤

[0.008] [0.010]
Control Variables: yes
Mean of Control Group 0.666 0.678
Sd of Control Group 0.472 0.467
No. of Obs. 28557 20664
Pseudo R-Squared 0.001 0.028

Experiment II

(1) (2)
Treatment: Early Handling -0.009 -0.000

[0.010] [0.012]
Treatment: Target Date 5W -0.047⇤⇤⇤ -0.038⇤⇤⇤

[0.010] [0.012]
Treatment: Checklist -0.008 -0.006

[0.010] [0.012]
Control Variables: yes
Mean of Control Group 0.593 0.607
Sd of Control Group 0.491 0.488
No. of Obs. 19733 14703
Pseudo R-Squared 0.001 0.032

Table 3.1: Logit regression results with Two-Week Cutoff
Note: Unit of observation: farmer. Numbers reported are marginal effects. Standard errors in brackets. Control
variables include number of land parcels, subsidy level, number of workers, economic size, farm type, province
dummies, gender and age. Dependent variable is peak time submission (=0 if submission date is at least two
weeks before the deadline, =1 if during the last two weeks before the deadline). ⇤

p < 0.10, ⇤⇤
p < 0.05, ⇤⇤⇤

p < 0.01. The coefficients and the p-values are unchanged when standard errors are adjusted for clustering on
number of land parcels, subsidy level, age, economic size, number of workers, or farm type.

In Experiment I, 67.8% farmers in the control group were ”last moment” submitters

(Column (2) of Table 3.1, Experiment I). Target Date 3W decreased the probability of a

farmer submitting in the two weeks before the deadline by 5.2 percentage points; Target

Date 2W decreased this probability by 4.4 percentage points and Calendar by 3.0 percentage

points. There is no significant difference between Target Date 3W and Target Date 2W (p =

0.379) but there is a significant difference between each of them and Calendar (p = 0.002
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for Target Date 3W and p = 0.025 for Target Date 2W). In Experiment II, 60.7% farmers in

the control group were ”last moment” submitters (Column (2) of Table 3.1, Experiment II).

Target Date 5W decreased the probability of a farmer submitting in the two weeks before

the deadline by 3.8 percentage points, while Early Handling and Checklist had no significant

effect. The coefficients of the control variables confirm our hypothesis that the more difficult

the task (the more land parcels the farm contains), the less likely the submission would be

completed before the peak period; the higher the reward (subsidy level), the more likely the

submission would be completed before the peak period18. The full regression tables are in

the Supplementary Material.

As shown in Table 3.2, the positive impact of the Target Date treatments is robust to

alternative definitions of ”last moment”. If instead of two weeks before the deadline, we

define the last moment as one week before the deadline, the Target Date treatment effects

remain significant with smaller effect sizes. Again, there is no difference between Target

Date 3W and Target Date 2W (p = 0.861). However, the effect of the Calendar treatment

becomes non-significant. Similarly to the results with the two-week cutoff, Early Handling

and Checklist groups are not significantly different from the control group.

Experiment I

(1) (2)
Treatment: Target Date 3W -0.027⇤⇤⇤ -0.025⇤⇤

[0.008] [0.010]
Treatment: Target Date 2W -0.026⇤⇤⇤ -0.027⇤⇤⇤

[0.008] [0.010]
Treatment: Calendar -0.011 -0.014

[0.008] [0.010]
Control Variables: yes
Mean of Control Group 0.488 0.497
Sd of Control Group 0.500 0.500
No. of Obs. 28557 20664
Pseudo R-Squared 0.000 0.028

Experiment II

(1) (2)
Treatment: Early Handling -0.004 0.007

[0.010] [0.011]
Treatment: Target Date 5W -0.026⇤⇤⇤ -0.021⇤

[0.010] [0.012]
Treatment: Checklist -0.004 0.005

[0.010] [0.011]
Control Variables: yes
Mean of Control Group 0.360 0.372
Sd of Control Group 0.480 0.484
No. of Obs. 19733 14703
Pseudo R-Squared 0.000 0.035

Table 3.2: Logit regression results with One-Week Cutoff
Note: Unit of observation: farmer. Numbers reported are marginal effects. Standard errors in brackets. Control
variables include number of land parcels, subsidy level, number of workers, economic size, farm type, province
dummies, gender and age. Dependent variable is peak time submission (=0 if submission date is at least one
week before the deadline, =1 if during the last week before the deadline). ⇤

p < 0.10, ⇤⇤
p < 0.05, ⇤⇤⇤

p < 0.01.

Table 3.3 shows that when the cutoff date is set at three weeks before the deadline, the

effects of Target Date 3W and Target Date 5W are 4.0 and 4.5 percentage points respec-

tively; as expected, the effect of Target Date 2W reduces to 1.6 percentage point. The Target
18This effect could be driven by the fact that the fine for submitting late was a percentage of the total subsidy.
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Date 2W and Target Date 3W are significantly different at p < 0.001 level. This confirms

our results from the hazard rates over time, which show that the probability of submission

increased mainly during the week prior to the target date.

Experiment I

(1) (2)
Treatment: Target Date 3W -0.040⇤⇤⇤ -0.040⇤⇤⇤

[0.007] [0.007]
Treatment: Target Date 2W -0.014⇤⇤ -0.016⇤⇤

[0.007] [0.007]
Treatment: Calendar -0.013⇤ -0.018⇤⇤

[0.007] [0.007]
Control Variables: yes
Mean of Control Group 0.826 0.841
Sd of Control Group 0.379 0.366
No. of Obs. 28557 20664
Pseudo R-Squared 0.001 0.028

Experiment II

(1) (2)
Treatment: Early Handling -0.010 -0.001

[0.009] [0.010]
Treatment: Target Date 5W -0.049⇤⇤⇤ -0.045⇤⇤⇤

[0.009] [0.010]
Treatment: Checklist -0.012 -0.010

[0.009] [0.010]
Control Variables: yes
Mean of Control Group 0.749 0.771
Sd of Control Group 0.434 0.420
No. of Obs. 19733 14687
Pseudo R-Squared 0.001 0.031

Table 3.3: Logit regression results with Three-Week Cutoff
Note: Unit of observation: farmer. Numbers reported are marginal effects. Standard errors in brackets. Control
variables include number of land parcels, subsidy level, number of workers, economic size, farm type, province
dummies, gender and age. Dependent variable is peak time submission (=0 if submission date is at least three
weeks before the deadline, =1 if during the last three weeks before the deadline). ⇤

p < 0.10, ⇤⇤
p < 0.05, ⇤⇤⇤

p < 0.01.

In summary, our estimations show that a simple nudge of providing a target date in the

invitation letter could lead 4% - 5% of the farmers to switch from ”last moment” submitters

to off-peak submitters (i.e. at least two weeks before the deadline). Providing a Calendar

and asking to choose a non-binding target date in the invitation letter could nudge 3% of

the farmers to switch. Reminders on the monetary advantage of early submission (Early

Handling) or attaching a Checklist were not effective.

3.4.3 Heterogeneity

To assess whether the treatment effects are different between farmers with different charac-

teristics, we also did logistic regression analyses for subgroups of farms. We divided subjects

into subgroups by land parcels, subsidy levels, economic size of the farm and farm type. Ta-

ble 3.4 shows that in experiment I, the treatment effects have roughly the same direction

and magnitudes across all subgroups. In experiment II, the effects are also similar across

subgroups, with a few exceptions. The Early Handling treatment turns out to be effective for

farmers in the first quartile of number of land parcels. Moreover, the positive impact of the

Target Date treatment appears to be larger for farms in the first quartile of landparcels, lowest
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category of subsidy level, and lowest economic size. This result suggests that Target Date

5W works especially well for small firms, possibly because for smaller firms the task of sub-

mission is easier. By including interaction terms between treatment and subgroup dummies

in the logistic regressions, we also tested for differences in treatment effects between sub-

groups (full table in Appendix). These estimations confirm the results of the estimations by

subgroup: Early Handling has a positive effect for farms in the first quartile of land parcels,

and Target Date 5W works less well for farms with larger number of land parcels, higher

subsidy level, and larger economic size.



Experiment I All Obs Subgroups by No. of Parcel Subgroups by Subsidy Level Subgroups by Economic Size Subgroups by Farm Type
(With Control) 1st Quartile 2nd Quartile 3rd Quartile 4th Quartile <10k 10k-25k >25k 1st Quartile 2nd Quartile 3rd Quartile 4th Quartile Arable Cattle Other
Target Date 3W -0.052⇤⇤⇤ -0.069⇤⇤⇤ -0.063⇤⇤⇤ -0.049⇤⇤⇤ -0.037⇤⇤ -0.059⇤⇤⇤ -0.051⇤⇤⇤ -0.037⇤ -0.054⇤⇤ -0.047⇤⇤ -0.045⇤⇤⇤ -0.058⇤⇤⇤ -0.042⇤⇤ -0.054⇤⇤⇤ -0.021

[0.010] [0.024] [0.021] [0.017] [0.016] [0.015] [0.016] [0.020] [0.026] [0.019] [0.018] [0.017] [0.017] [0.012] [0.057]
Target Date 2W -0.044⇤⇤⇤ -0.036 -0.047⇤⇤ -0.057⇤⇤⇤ -0.033⇤⇤ -0.048⇤⇤⇤ -0.042⇤⇤⇤ -0.041⇤⇤ -0.045⇤ -0.029 -0.044⇤⇤ -0.054⇤⇤⇤ -0.035⇤⇤ -0.047⇤⇤⇤ -0.080

[0.010] [0.025] [0.021] [0.017] [0.016] [0.015] [0.016] [0.019] [0.026] [0.019] [0.018] [0.017] [0.017] [0.012] [0.055]
Calendar -0.030⇤⇤⇤ -0.026 -0.019 -0.044⇤⇤ -0.023 -0.017 -0.041⇤⇤ -0.035⇤ 0.008 -0.014 -0.035⇤⇤ -0.056⇤⇤⇤ -0.007 -0.041⇤⇤⇤ -0.040

[0.010] [0.025] [0.021] [0.017] [0.016] [0.015] [0.016] [0.020] [0.026] [0.019] [0.018] [0.017] [0.017] [0.012] [0.057]
No. of Obs. 20664 3460 4558 6361 6279 9034 7215 4415 3043 5610 6232 5778 6858 12981 592

Experiment II All Obs Subgroups by No. of Parcel Subgroups by Subsidy Level Subgroups by Economic Size Subgroups by Farm Type
(With Control) 1st Quartile 2nd Quartile 3rd Quartile 4th Quartile <10k 10k-25k >25k 1st Quartile 2nd Quartile 3rd Quartile 4th Quartile Arable Cattle Other
Early Handling -0.000 -0.059⇤⇤ -0.006 0.038⇤ 0.002 -0.023 0.015 0.022 -0.037 0.017 0.004 -0.002 -0.004 0.009 -0.184⇤⇤

[0.012] [0.028] [0.025] [0.021] [0.020] [0.018] [0.020] [0.023] [0.028] [0.023] [0.021] [0.022] [0.019] [0.015] [0.078]
Target Date 5W -0.038⇤⇤⇤ -0.067⇤⇤ -0.047⇤ -0.016 -0.036⇤ -0.068⇤⇤⇤ -0.026 0.005 -0.071⇤⇤ -0.056⇤⇤ -0.010 -0.030 -0.042⇤⇤ -0.026⇤ -0.272⇤⇤⇤

[0.012] [0.028] [0.025] [0.021] [0.020] [0.018] [0.019] [0.023] [0.028] [0.023] [0.021] [0.021] [0.019] [0.015] [0.081]
Checklist -0.006 -0.037 0.001 0.004 0.003 -0.019 0.010 -0.000 -0.016 -0.004 0.017 -0.026 -0.017 0.008 -0.178⇤⇤

[0.012] [0.028] [0.025] [0.021] [0.021] [0.018] [0.020] [0.023] [0.027] [0.022] [0.021] [0.022] [0.019] [0.015] [0.080]
No. of Obs. 14703 2702 3321 4515 4156 6311 5103 3289 2749 3982 4391 3580 5694 8590 414
Standard errors in brackets
⇤
p < 0.10, ⇤⇤ p < 0.05, ⇤⇤⇤ p < 0.01

Table 3.4: Logit regression results by subgroups (with control variables)
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3.4.4 Learning and Habit Formation

So far we have treated the two experiments separately, where we expect no impact of the

treatment of Experiment I on behavior in Experiment II. The results reported next will con-

firm this expectation.

First, it could be conjectured that receiving Target Date treatments in two consecutive

years may lead to learning effects. This can be tested by studying the subgroup of farmers

who were in the Target Date treatment of Experiment II and who also participated in Exper-

iment I. If learning effects exist, their submission behavior in Experiment II would depend

on whether or not they were in a Target Date treatment in Experiment I. We tested this using

duration analysis and logistic regression analysis. Both confirm that there is no difference

between groups. Thus, behavior in the Target Date 5W treatment did not differ between

farmers who were and were not in a Target Date treatment in Experiment I.

Second, it could be conjectured that treatment effects of Experiment I may carry over

onto Experiment II through habit formation. To look into this, we analyzed whether submis-

sion behavior of farmers in the control group of Experiment II is affected by the treatment

they received in Experiment I. Here we also found no impact of Experiment I on Experiment

II.

3.4.5 Impact on Server Load

For 2017 we have data on server activities, which allows us to see the impact of the treatments

on sever load. Figure 3.10 summarizes the total number of parcel edits, one of the most taxing

parts of the GO for the server. The peak day of server usage in Experiment II was May 12.

On that day the control group made in total 5518 edits, while Target Date 5W group made

only 5053 edits, a reduction of 8 percent. Early Handling (6022 edits) and Checklist (6731

edits) made more edits than the control group19 (Figure 3.11).
19Trends are similar when we extend the observation to multiple peak days. To extend the observation to

multiple peak days, we select days when at least one group had at least 5000 edits. In total, three days stand out:
4th May, 8th May and 12th May. During these days, the control group made a total of 14322 edits, whilst the
Target Date 5W group made 13620 edits, a reduction of 5 percent. Early handling (14995 edits) and Checklist
(16575 edits) made more edits than the control group.
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Figure 3.10: Server Load Over Time Figure 3.11: Parcel Edits by Group

3.5 Discussion

The results of our two experiments show that setting a non-binding target date (Target Date

treatments) or letting people choose their own non-binding target dates (Calendar treatment)

in the off-peak period can nudge people to do their submission before the peak-period in

a large governmental program. These findings are consistent with Ariely and Wertenbroch

(2002), who found that students were willing to set self-imposed deadlines to enhance their

performance and that these self-imposed deadlines were effective. Yet, they found that self-

imposed deadlines were less effective than externally-imposed deadlines. We similarly found

that the Calendar treatment was less effective than the Target Date treatment. This lower ef-

fectiveness is supported by a survey among farmers in June 2016, illustrating that a substan-

tial fraction of farmers did not use the calendar and did not choose a self-imposed deadline

(see Appendix). An important difference between the self-imposed deadlines in Ariely and

Wertenbroch (2002) and in our Calendar treatment, is that in our study all target dates - cho-

sen by the experimenters or self-imposed - were non-binding, while in Ariely and Werten-

broch (2002) they were binding. Our study thereby shows that target dates work even if they

are non-binding.

A related study on the effectiveness of non-binding deadlines is Chetty et al. (2014),

which studied review times for the Journal of Public Economics. They found that review

times are shortened when the given deadline is two weeks earlier (from six-week to four-

week). Considering that the deadline in the academic review process has no binding power

(i.e. there are no consequences if the deadline is not met), this treatment is comparable to
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our Target Date treatments. They found a reduction in median review times from 48 to 36

days. In our study the reduction in application duration for the Target Date 2W treatment was

much smaller: an average reduction of one day. To understand the difference in effect sizes,

one should bear in mind that we consider a quite different setting with a different task and a

different and more heterogenous population (e.g. the economic values of farms range from

e3,000 to e24 million). Moreover, Chetty et al. (2014) changed the deadline, while in our

study the deadline remained unchanged and a target date was added. DellaVigna and Linos

(2021) shed further light on difference in effect sizes between papers published in academic

journals and studies ran by Nudge Units.

An interesting feature of our study, is that we do not change the deadline, but add a non-

binding target date. Thus, the letters in our Target Date treatments mention two dates: the

deadline and the target date. One may wonder whether the order in which these two dates

are presented, matters for the effectiveness of the treatments. First of all, in our Target Date

treatments the two dates were mentioned very closely together. Therefore, it is unlikely that

the farmers saw only one of the two dates. The surveys among a subsample of farmers in

2016 and 2017 show that more than 60% of the farmers indeed noticed the target dates (see

Appendix). Moreover, the order in which the two dates were presented differed between

treatments: in Target Date 2W and 3W the target date was mentioned before the deadline,

while in Target Date 5W the target date was mentioned after the deadline. All three treat-

ments were effective. While not only the order but also the target date itself differed between

the treatments, we have no evidence suggesting that the order of presenting the two dates

mattered.

Anchoring in combination with goal setting may be important mechanisms behind the

impact of our Target Date treatments. Namely, the provision of a target date may help people

to act upon the task because it gives a salient focal point. It has been found in lab experiments

that a suggestive message, containing a specific quantity of work output (e.g. ”try to generate

320 uses of bricks”) combined with goal setting, is more effective in boosting performance,

in comparison to goal setting without anchoring (Hinsz et al., 1997). Anchoring is also found

to be relevant in people’s estimation on the duration of future tasks (Thomas and Handley,

2008). In a study to promote influenza vaccination take up, Milkman et al. (2011) found that

asking people to make implementation plans with specific time could boost the vaccination

rate. In their study, the implementation intention is prompted by including an additional
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sentence in the reminder: ”many people find it helpful to make a plan for getting their shot.”

In one version of the treatment, it is further written: ”You can write down yours here: [day

of the week],[month],[day]”; in the second version of the treatment, it is further written:

”You can write down yours here: [day of the week],[month],[day] at [time]”. They find

that based on the 33.1% take-up rate in the control group, writing down the date increases

vaccination rate by 1.4 percentage points (p¿0.05) and writing down both date and time

increases vaccination rate by 4.2 percentage point (p¡0.05). In our study the target date

may similarly have served as a way to make better implementation intentions. Indeed, in

the surveys among a subsample of farmers in 2016 and 2017, between 63% and 70% of

respondents reported to have noticed the target dates and between 45% and 60% of them

also reported to have tried to adhere to the target date.

Mental accounting and time perception may also have played an important role in our

study. In our setting the deadline was in May, and the target dates (imposed by the exper-

imenters as well as self-imposed) were all in April. For example, Tu and Soman (2014)

found that people are more likely to start working on a task when its deadline lies within a

categorisation of time that is closer to the present, e.g. the current week/month/year, in com-

parison in the next week/month/year. Thus, part of the effectiveness of our target dates may

have been driven by them falling in another month than the deadline. Moreover, it may have

been important that our target dates were presented as concrete dates rather than in terms of

number of weeks before the deadline or number of weeks after receiving the invitation. Read

et al. (2005), for instance, report the date/delay effect, describing a phenomenon that when

time is described in calendar date (e.g., on October 17) people discount future outcomes less

than when time is described in terms of the corresponding delay (e.g., in six months). Thus,

while we show that non-binding target dates can be effective, further research is needed to

find the optimal framing of these non-binding target dates.

A possible limitation of our study is that our Target Date messages were combined with

‘social’ efficiency messages. The Target Date treatments write that keeping the target date

will make “you and your colleagues” benefit. The Calendar treatment shows a calendar

with peak activity, thereby clarifying when other people are working on their submissions.

We cannot rule out that these social messages may have interacted with our target dates. A

suggestion for further research is therefore to establish whether such interaction effects exist.
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3.6 Conclusion

This paper examined several strategies to alleviate peak-time submissions in a large gov-

ernmental program, with the aim of reducing the burden on the administrative system that

handles the submissions. In two large field-experiments, involving 28,557 and 19,733 farm-

ers in the Netherlands, we studied the impact of several simple nudging strategies that alter

the invitation letter to start the submission. The results show that an externally-imposed

non-binding target date, which does not affect the deadline, is effective for nudging earlier

completion of applications. Target Date treatments could on average nudge individuals to

be 4-5 percentage points more likely to submit prior to the peak submission period. More-

over, letting people choose their own non-binding target dates was also effective, yet with a

smaller effect size of a 3 percentage points increase in probability to submit prior to the peak

period. Reminders on the monetary advantage of getting applications evaluated early and

providing a checklist to help preparing for the application were not effective. Thus, target

dates form a simple and non-invasive tool to counter last moment syndrome.
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3.7 Appendix

3.7.1 Summary statistics and balance check

Control Target Date 3W Target Date 2W Awarness Calendar
n mean sd n mean sd n mean sd n mean sd Dif TD 3W Dif TD 2W Dif Calendar

land parcel 6793 14.60 18.04 6885 14.33 17.54 6789 14.35 15.36 6736 14.68 16.68 -0.210 -0.188 0.254
subsidy: <10K 5374 0.43 0.50 5455 0.45 0.50 5417 0.44 0.50 5405 0.45 0.50 0.004 0.002 0.007
subsidy: 10k-25k 5374 0.36 0.48 5455 0.35 0.48 5417 0.34 0.47 5405 0.34 0.47 0.007 -0.007 -0.012
subsidy: 25k-50k 5374 0.17 0.37 5455 0.16 0.37 5417 0.17 0.38 5405 0.17 0.38 -0.008 0.006 0.002
subsidy: 50k-75k 5374 0.03 0.17 5455 0.03 0.16 5417 0.03 0.16 5405 0.03 0.16 -0.003 0.000 -0.001
subsidy: 75k-100k 5374 0.01 0.08 5455 0.01 0.09 5417 0.01 0.09 5405 0.01 0.09 0.001 0.001 0.000
subsidy: 100k-150k 5374 0.00 0.07 5455 0.00 0.06 5417 0.00 0.05 5405 0.01 0.08 -0.001 -0.002* 0.003***
subsidy: 150k-200k 5374 0.00 0.03 5455 0.00 0.04 5417 0.00 0.03 5405 0.00 0.03 0.001 -0.000 -0.000
subsidy: >200k 5374 0.00 0.02 5455 0.00 0.02 5417 0.00 0.03 5405 0.00 0.04 -0.001 0.000 0.001*
number of workers 7138 1.78 3.05 7219 1.76 2.89 7147 1.74 3.16 7053 1.74 2.77 0.005 -0.023 -0.022
log firm size 6644 11.60 1.59 6705 11.56 1.58 6606 11.57 1.60 6552 11.59 1.58 -0.022 -0.015 0.012
farm type: arable 7138 0.30 0.46 7219 0.31 0.46 7147 0.31 0.46 7053 0.32 0.47 0.004 0.004 0.009
farm type: cattle 7138 0.60 0.49 7219 0.59 0.49 7147 0.59 0.49 7053 0.59 0.49 -0.008 -0.001 -0.003
farm type: mix 7138 0.02 0.15 7219 0.02 0.15 7147 0.02 0.15 7053 0.02 0.15 -0.001 0.001 -0.001
farm type: uncategorized 7138 0.07 0.25 7219 0.07 0.25 7147 0.06 0.24 7053 0.06 0.25 0.005 -0.006* -0.001
DRENTHE 7080 0.06 0.24 7162 0.06 0.24 7107 0.06 0.24 6988 0.05 0.23 0.000 0.001 -0.006*
FLEVOLAND 7080 0.03 0.16 7162 0.03 0.16 7107 0.03 0.17 6988 0.03 0.17 -0.002 0.002 0.002
FRIESLAND 7080 0.09 0.28 7162 0.09 0.29 7107 0.08 0.27 6988 0.09 0.28 0.005 -0.006* 0.001
GELDERLAND 7080 0.17 0.37 7162 0.16 0.37 7107 0.16 0.37 6988 0.17 0.38 -0.001 -0.009* 0.007
GRONINGEN 7080 0.06 0.24 7162 0.06 0.24 7107 0.06 0.23 6988 0.06 0.23 0.003 -0.003 -0.003
LIMBURG 7080 0.05 0.22 7162 0.05 0.22 7107 0.05 0.22 6988 0.05 0.21 -0.001 0.002 -0.003
NOORD-BRABANT 7080 0.17 0.38 7162 0.18 0.38 7107 0.19 0.39 6988 0.18 0.38 -0.003 0.014*** -0.002
NOORD-HOLLAND 7080 0.07 0.25 7162 0.06 0.24 7107 0.06 0.25 6988 0.06 0.24 -0.000 0.000 -0.002
OVERIJSSEL 7080 0.13 0.34 7162 0.12 0.33 7107 0.13 0.33 6988 0.12 0.33 -0.004 0.001 -0.002
UTRECHT 7080 0.04 0.20 7162 0.05 0.21 7107 0.05 0.21 6988 0.05 0.22 0.001 -0.001 0.005
ZEELAND 7080 0.06 0.24 7162 0.06 0.25 7107 0.06 0.24 6988 0.06 0.24 0.004 0.001 -0.003
ZUID-HOLLAND 7080 0.07 0.26 7162 0.07 0.26 7107 0.07 0.25 6988 0.08 0.27 -0.001 -0.003 0.006*
female 7056 0.06 0.25 7111 0.07 0.25 7047 0.06 0.24 6964 0.07 0.25 0.002 -0.003 0.003
age 7056 54.59 11.04 7111 54.54 11.21 7047 54.45 11.24 6964 54.50 11.27 0.024 -0.088 -0.023

Control Early H. Target Date 5W Checklist
n mean sd n mean sd n mean sd n mean sd Dif Early H. Dif TD 5W Dif Checklist

land parcel 4568 13.85 13.57 4541 13.64 13.60 4560 14.04 16.29 4508 13.74 13.76 -0.234 0.293 -0.100
subsidy: <10k 3772 0.44 0.50 3687 0.43 0.50 3739 0.42 0.49 3734 0.44 0.50 0.001 -0.014 0.009
subsidy: 10k-25k 3772 0.35 0.48 3687 0.35 0.48 3739 0.34 0.48 3734 0.34 0.47 0.004 -0.001 -0.012
subsidy: 25k-50k 3772 0.17 0.38 3687 0.17 0.38 3739 0.19 0.39 3734 0.18 0.38 -0.003 0.013* -0.002
subsidy: 50k-75k 3772 0.03 0.16 3687 0.03 0.16 3739 0.03 0.18 3734 0.03 0.18 -0.003 0.002 0.005*
subsidy: 75k-100k 3772 0.01 0.09 3687 0.01 0.10 3739 0.01 0.09 3734 0.01 0.09 0.001 -0.000 -0.001
subsidy: 100k-150k 3772 0.00 0.06 3687 0.00 0.07 3739 0.00 0.06 3734 0.00 0.07 0.001 -0.001 0.000
subsidy: 150k-200k 3772 0.00 0.02 3687 0.00 0.02 3739 0.00 0.02 3734 0.00 0.02 -0.000 0.000 -0.000
subsidy: >200k 3772 0.00 0.02 3687 0.00 0.03 3739 0.00 0.03 3734 0.00 0.02 0.000 0.000 -0.000
number of workers 4951 2.29 5.07 4916 2.34 5.39 4948 2.22 5.12 4918 2.30 8.85 0.074 -0.090 0.016
log firm size 4883 11.89 1.63 4861 11.88 1.64 4889 11.90 1.62 4854 11.90 1.61 -0.013 0.014 0.007
farm type: arable 4951 0.43 0.50 4916 0.41 0.49 4948 0.41 0.49 4918 0.43 0.49 -0.008 -0.011 0.007
farm type: cattle 4951 0.54 0.50 4916 0.55 0.50 4948 0.55 0.50 4918 0.54 0.50 0.005 0.011 -0.007
farm type: mix 4951 0.02 0.14 4916 0.03 0.16 4948 0.02 0.15 4918 0.02 0.15 0.005** 0.001 0.000
farm type: uncategorized 4951 0.01 0.08 4916 0.01 0.09 4948 0.01 0.08 4918 0.01 0.09 0.001 -0.002 0.001
DRENTHE 4904 0.05 0.22 4888 0.05 0.22 4897 0.06 0.24 4874 0.05 0.23 -0.004 0.011*** -0.003
FLEVOLAND 4904 0.03 0.18 4888 0.03 0.17 4897 0.03 0.17 4874 0.03 0.17 -0.002 -0.002 0.000
FRIESLAND 4904 0.08 0.27 4888 0.08 0.27 4897 0.07 0.26 4874 0.07 0.26 0.006 -0.005 -0.005
GELDERLAND 4904 0.16 0.37 4888 0.16 0.37 4897 0.17 0.38 4874 0.16 0.37 -0.002 0.011* -0.006
GRONINGEN 4904 0.05 0.22 4888 0.05 0.22 4897 0.05 0.23 4874 0.06 0.24 -0.003 -0.001 0.010***
LIMBURG 4904 0.05 0.22 4888 0.05 0.22 4897 0.05 0.23 4874 0.05 0.23 -0.004 0.003 0.001
NOORD-BRABANT 4904 0.18 0.38 4888 0.18 0.38 4897 0.18 0.38 4874 0.18 0.39 -0.001 -0.003 0.005
NOORD-HOLLAND 4904 0.06 0.24 4888 0.06 0.24 4897 0.06 0.23 4874 0.06 0.24 -0.002 -0.003 0.001
OVERIJSSEL 4904 0.12 0.33 4888 0.13 0.34 4897 0.13 0.33 4874 0.13 0.33 0.005 -0.002 0.001
UTRECHT 4904 0.04 0.20 4888 0.04 0.20 4897 0.04 0.19 4874 0.04 0.19 0.003 -0.003 -0.001
ZEELAND 4904 0.06 0.24 4888 0.07 0.25 4897 0.06 0.24 4874 0.06 0.23 0.004 0.002 -0.007*
ZUID-HOLLAND 4904 0.10 0.30 4888 0.10 0.29 4897 0.09 0.29 4874 0.10 0.30 -0.001 -0.007 0.003
female 4951 0.05 0.22 4916 0.06 0.24 4948 0.06 0.23 4918 0.06 0.24 0.005 -0.002 0.005
age 4951 54.72 10.77 4916 54.70 10.82 4948 54.68 10.80 4918 54.76 10.83 -0.023 -0.042 0.055

Notes: Unit of observation: farmer. Explanation of variables: subsidy: in euro; economic size: economic
value of the farm in natural log (in euro); Dif reports the coefficient of the treatment dummy (1=treatment
group, 0=all other groups) using OLS regressions. ⇤

p < 0.10, ⇤⇤ p < 0.05, ⇤⇤⇤
p < 0.01.

Table 3.5: Summary Statistics and Balance Check
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3.7.2 Multicollinearity

Multicollinearity check: VIF of all variables are less than 5, expect for age and economic

size, which have squared terms. When excluding the squared terms, VIF for all vars are less

than 5 and mean VIF is 1.66. Coefficients are not sensitive when making minor changes in

specification.
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3.7.3 Heterogeneity

(1)
Peak Submission: 2w Cutoff
Target Date 3W -0.278⇤⇤⇤

[0.098]
Target Date 2W -0.142

[0.101]
Calendar -0.110

[0.100]
Parcel Q2 0.152

[0.096]
Parcel Q3 0.341⇤⇤⇤

[0.095]
Parcel Q4 0.621⇤⇤⇤

[0.101]
Target Date 3W ⇥ Parcel Q2 0.025

[0.132]
Target Date 3W ⇥ Parcel Q3 0.063

[0.124]
Target Date 3W ⇥ Parcel Q4 0.092

[0.128]
Target Date 2W ⇥ Parcel Q2 -0.045

[0.133]
Target Date 2W ⇥ Parcel Q3 -0.103

[0.126]
Target Date 2W ⇥ Parcel Q4 -0.037

[0.129]
Calendar ⇥ Parcel Q2 0.027

[0.133]
Calendar ⇥ Parcel Q3 -0.079

[0.125]
Calendar ⇥ Parcel Q4 -0.003

[0.130]
No. of Obs. 20664
Pseudo R-Squared 0.027

(1)
Peak Submission: 2w Cutoff
Target Date 3W -0.218⇤⇤

[0.106]
Target Date 2W -0.171

[0.105]
Calendar 0.039

[0.107]
Econ Size Q2 0.088

[0.096]
Econ Size Q3 0.121

[0.100]
Econ Size Q4 0.511⇤⇤⇤

[0.107]
Target Date 3W ⇥ Econ Size Q2 0.015

[0.132]
Target Date 3W ⇥ Econ Size Q3 0.028

[0.130]
Target Date 3W ⇥ Econ Size Q4 -0.096

[0.137]
Target Date 2W ⇥ Econ Size Q2 0.049

[0.132]
Target Date 2W ⇥ Econ Size Q3 -0.021

[0.129]
Target Date 2W ⇥ Econ Size Q4 -0.121

[0.135]
Calendar ⇥ Econ Size Q2 -0.096

[0.133]
Calendar ⇥ Econ Size Q3 -0.185

[0.131]
Calendar ⇥ Econ Size Q4 -0.351⇤⇤

[0.137]
No. of Obs. 20664
Pseudo R-Squared 0.028

(1)
Peak Submission: 2w Cutoff
Target Date 3W -0.246⇤⇤⇤

[0.062]
Target Date 2W -0.200⇤⇤⇤

[0.063]
Calendar -0.075

[0.063]
Subsidy L2 -0.212⇤⇤⇤

[0.072]
Subsidy L3 -0.204⇤⇤

[0.092]
Target Date 3W ⇥ Subsidy L2 0.027

[0.094]
Target Date 3W ⇥ Subsidy L3 0.041

[0.116]
Target Date 2W ⇥ Subsidy L2 0.027

[0.095]
Target Date 2W ⇥ Subsidy L3 -0.017

[0.115]
Calendar ⇥ Subsidy L2 -0.106

[0.095]
Calendar ⇥ Subsidy L3 -0.118

[0.116]
No. of Obs. 20664
Pseudo R-Squared 0.028

(1)
Peak Submission: 2w Cutoff
Target Date 3W -0.183⇤⇤

[0.072]
Target Date 2W -0.144⇤⇤

[0.072]
Calendar -0.034

[0.073]
Cattle 0.099

[0.068]
Other 0.223

[0.185]
Target Date 3W ⇥ Cattle -0.064

[0.090]
Target Date 3W ⇥ Other 0.082

[0.264]
Target Date 2W ⇥ Cattle -0.068

[0.090]
Target Date 2W ⇥ Other -0.250

[0.258]
Calendar ⇥ Cattle -0.152⇤

[0.091]
Calendar ⇥ Other -0.136

[0.266]
No. of Obs. 20439
Pseudo R-Squared 0.028

Table 3.6: Differences of Treatment Effects between Subgroups: Experiment I

Model: Logistic regression with two week cutoff. All regressions include control variables. Numbers reported
are coefficients. Standard errors in brackets. * p¡0.10, ** p¡0.05, *** p¡0.01.
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(1)
Peak Submission: 2w Cutoff
Early Handling -0.233⇤⇤

[0.110]
Target Date 5W -0.269⇤⇤

[0.111]
Checklist -0.161

[0.109]
Parcel Q2 0.077

[0.107]
Parcel Q3 0.132

[0.104]
Parcel Q4 0.503⇤⇤⇤

[0.113]
Early Handling ⇥ Parcel Q2 0.203

[0.148]
Early Handling ⇥ Parcel Q3 0.397⇤⇤⇤

[0.141]
Early Handling ⇥ Parcel Q4 0.240

[0.146]
Target Date 5W ⇥ Parcel Q2 0.083

[0.150]
Target Date 5W ⇥ Parcel Q3 0.214

[0.140]
Target Date 5W ⇥ Parcel Q4 0.092

[0.146]
Checklist ⇥ Parcel Q2 0.164

[0.148]
Checklist ⇥ Parcel Q3 0.184

[0.139]
Checklist ⇥ Parcel Q4 0.161

[0.146]
No. of Obs. 14703
Pseudo R-Squared 0.034

(1)
Peak Submission: 2w Cutoff
Early Handling -0.135

[0.109]
Target Date 5W -0.275⇤⇤

[0.110]
Checklist -0.047

[0.108]
Econ Size Q2 0.019

[0.102]
Econ Size Q3 0.090

[0.107]
Econ Size Q4 0.487⇤⇤⇤

[0.118]
Early Handling ⇥ Econ Size Q2 0.204

[0.142]
Early Handling ⇥ Econ Size Q3 0.152

[0.140]
Early Handling ⇥ Econ Size Q4 0.126

[0.153]
Target Date 5W ⇥ Econ Size Q2 0.045

[0.143]
Target Date 5W ⇥ Econ Size Q3 0.235⇤

[0.140]
Target Date 5W ⇥ Econ Size Q4 0.140

[0.152]
Checklist ⇥ Econ Size Q2 0.025

[0.141]
Checklist ⇥ Econ Size Q3 0.116

[0.139]
Checklist ⇥ Econ Size Q4 -0.088

[0.152]
No. of Obs. 14703
Pseudo R-Squared 0.032

(1)
Peak Submission: 2w Cutoff
Early Handling -0.092

[0.073]
Target Date 5W -0.279⇤⇤⇤

[0.073]
Checklist -0.075

[0.072]
Subsidy L2 -0.234⇤⇤⇤

[0.082]
Subsidy L3 -0.187⇤

[0.103]
Early Handling ⇥ Subsidy L2 0.150

[0.109]
Early Handling ⇥ Subsidy L3 0.189

[0.132]
Target Date 5W ⇥ Subsidy L2 0.164

[0.109]
Target Date 5W ⇥ Subsidy L3 0.303⇤⇤

[0.130]
Checklist ⇥ Subsidy L2 0.110

[0.109]
Checklist ⇥ Subsidy L3 0.069

[0.130]
No. of Obs. 14703
Pseudo R-Squared 0.032

(1)
Peak Submission: 2w Cutoff
Early Handling -0.014

[0.077]
Target Date 5W -0.175⇤⇤

[0.077]
Checklist -0.064

[0.077]
Cattle -0.058

[0.075]
Other 0.613⇤⇤

[0.259]
Early Handling ⇥ Cattle 0.050

[0.101]
Early Handling ⇥ Other -0.725⇤⇤

[0.325]
Target Date 5W ⇥ Cattle 0.060

[0.100]
Target Date 5W ⇥ Other -0.816⇤⇤

[0.329]
Checklist ⇥ Cattle 0.095

[0.100]
Checklist ⇥ Other -0.615⇤

[0.333]
No. of Obs. 14703
Pseudo R-Squared 0.032

Table 3.7: Differences of Treatment Effects between Subgroups: Experiment II

Model: Logistic regression with two week cutoff. All regressions include control variables. Numbers reported
are coefficients. Standard errors in brackets. * p¡0.10, ** p¡0.05, *** p¡0.01.
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3.7.4 Surveys

The conclusions of our main analysis are supported by two surveys that were distributed to a

subsample of farmers in June 2016 and 2017 (Behavioural Insights Team, 2016, 2017). The

survey in 2016 had 3973 responses, including responses from farmers who hire advisories to

do the GO, which implied a 22% response rate, distributed evenly over the three treatments

and the control group. Overall, the invitations letters for doing the GO were experienced

positively in all four groups (treatments and control). In each group slightly more than 80%

of the respondents reported to have read the invitation letter for submitting the GO and more

than 90% of the respondents reported to have experienced the letter in a positive to very

positive manner.

Interestingly, the letter in the calendar treatment was experienced significantly more pos-

itively than other treatments. The letter in this treatment scored higher in terms of being

salient, informative, and useful. Overall, in all four groups between 36% and 39% of the

farmers reported to find the letters encouraging to take actions such as gathering the required

information and/or making a planning for submitting the GO. Of the surveyed farmers in the

Target Date 3W and the Target Date 2W treatment, 63% and 67% reported to have noticed

the target date. Of those who noticed the target date, respectively 49% and 60% reported to

have tried to adhere to this target date. The calendar in the Calendar treatment was noticed

by 81% of the surveyed respondents who were in this treatment. While this letter was expe-

rienced more positively than the others, only 23% reported to have used the calendar, by for

instance choosing a target date. This supports our finding that the Calendar treatment was

less effective than the target date treatments.

In 2017 the survey had 3675 respondents, excluding farmers who hired advisories the

year before. This implied a 14-16% response rate which was distributed evenly over the

four groups (three treatments and one control). In each group around 85% of the respon-

dents indicated to have read the invitation letter. As was the case for Experiment I, in each

group more than 90% of the respondents reported to have experienced the letter in a positive

manner. The Early Handling and Checklist letters were experienced more positively than the

other two letters. Overall, in all four groups between 38% and 39% of the farmers reported to

find the letters encouraging to take actions such as gathering the required information and/or

making a planning for submitting the GO. Of the surveyed farmers in the Target Date 5W
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treatment, roughly 70% reported to have noticed the target date. Of those who noticed the

target date, 45% reported to have tried to adhere to this target date.



Chapter 4

Exponential Growth Bias and

Knowledge-Intention Gap during the

Covid-19 Pandemic

4.1 Introduction

A major policy goal during the Covid-19 pandemic is to inform the general public about

the risks and consequences of Covid-19 infections. Communicating and updating the in-

formation contribute to the public acceptance of lockdown measures, promote preventative

behaviours, and help society to minimise damage. Recent studies have highlighted a key ob-

stacle in the pandemic risk communication: the Exponential Growth Bias (EGB). It refers to

people’s tendency to extrapolate linearly and thus grossly underestimate exponential growth

(Stango and Zinman, 2009; Fansher et al., 2020; Fetzer et al., 2020; Glöckner et al., 2020;

Banerjee et al., 2021; Schonger and Sele, 2020; Lammers et al., 2020). During the early

development of the Covid-19 pandemic, the infection rate of the coronavirus without any

controlling measures, denoted R0, was estimated to be as high as 2.6 (Jarvis et al., 2020). It

may have seemed to be an unimpressive number. However, R0
n quickly reaches astronomi-

cal numbers when R0 > 1, just as the famous rice-grain-on-the-chessboard story goes (Levy

and Tasoff, 2017). EGB has been found to be widespread and pervasive, posing a threat to

public’s correct perception of the coronavirus infection risk (Fansher et al., 2020; Glöckner

et al., 2020).
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Many studies have investigated EGB’s impact on household financial decisions, where

compound interest often plays an important role. EGB leads to underinvestment in pension

and makes people vulnerable to unfavourable loans. In particular, Goda et al. (2015) report

that one third of the U.S. population suffer from EGB and that the being an unbiased deci-

sion maker is associated with 40% more retirement savings ($50,000 in absolute terms) at

retirement age than the biased individuals. In an experiment study, Levy and Tasoff (2017)

found that many people debias themselves by relying on outside financial advice. Yet many

biased households do not learn rapidly enough, or insufficiently undo the effects of the bias.

Reinforced by overconfidence, EGB has been found to persist despite market mechanisms

(Levy and Tasoff, 2017; Stango and Zinman, 2009) and it is prevalent even among highly

educated population who have learned about compound interest (Foltice and Langer, 2018).

Several recent studies looked into correcting EGB in the context of the pandemic, and

many promising results have been reported. Lammers et al. (2020) show that the U.S. par-

ticipants mistakenly perceive the virus’ exponential growth in linear terms, resulting in an

average underestimation of the growth of the virus by 46%. They further report that inform-

ing people about the bias and instructing them to avoid it is effective in increasing percep-

tions of the virus’ growth and increasing support for social distancing. In an incentivised

survey on participants from 43 countries, Banerjee et al. (2021) find that providing disease

trajectory-information using prior data in the form of raw numbers reduces EGB. Schonger

and Sele (2020) find that in communicating the benefits of the social distancing, framing

them in terms of time gained rather than cases avoided may improve the prediction to the

extent that the median subject assesses the benefits correctly.

However, when examining the changes in understanding and beliefs, researchers have

largely focused on the cognitive effects of debiasing interventions. In particular, despite

well-recorded positive effects in improving predictions of the scale of infection and other

immediate cognitive improvements during the experiment, little is known about the extent

to which individuals intend to or actually do change their real life behaviour. Yet, this is the

crucial outcome measure. Even though some studies have found strong correlational links

between exponential-growth prediction bias and compliance with Covid-19 safety measures

(Banerjee et al., 2021), attempts to measure the causal effects of EGB interventions in real-

life behaviour have been limited, perhaps due to impracticality of data collection and con-

founding factors such as quick changes of governmental policies.
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The lack of direct causal evidence on behavioural effects of debiasing interventions is an

important missing link in understanding the effectiveness of the pandemic communication

policy. Governments and media outlets have spent substantial resources in risk communi-

cation. Whereas the society in general behaviourally responded to waves of outbreak com-

munication, as observed by existing studies (Cowling et al., 2020), the observable behaviour

changes resulted from a mixture of factors, including law enforcement, social norms, indi-

viduals’ experience, knowledge, and perception, all of which are impossible to disentangle.

It is important to test the intervention effect exclusively regarding cognitive improvements

and behavioural improvements. Although it may seem obvious that, if people change what

they know then they also change what they do accordingly, this does not necessarily hold. A

large body of research in psychology, economics, and health has shown wide gaps between

knowledge, intention, and behaviour - for example, bounded rationality (Simon, 1990; Güth,

2021), and the planner-doer gap (Rabinovich and Webley, 2007; Savani, 2019). It is impor-

tant to explore these phenomena in the context of the Covid-19 pandemic and distinguish

between two channels: the knowledge-intention gap and the intention-behaviour gap.

This paper seeks to further our understanding on risk behaviours by conducting ran-

domised debiasing interventions, measuring post-intervention cognition, intention, and real-

life behaviour changes, and comparing these to a control group who do not receive any

intervention. An experiment was conducted among residents across England, on 4th of July

2020, the first day when England relaxed its first-wave lockdown measure. In addition to be-

ing one of the world’s pandemic hotspots, the United Kingdom is one of the most commonly

studied areas in pandemic behaviour research, which makes it possible to compare results

across studies. A week after the experiment, a follow-up survey was conducted among the

experimental participants to measure their post-experiment real-life behaviour. The timing

of the experiment and longitudinal behaviour measures were designed to ensure that: (i)

governmental policies were stable over the observation period and thus would not confound

the effects of the experiment; (ii) upper bound constraints would not be expected for ob-

serving behavioural improvements because a deteriorating trend is expected in the absence

of experimental intervention, given the relaxation of lockdown measures - if measurements

are limited by upper bound then no improvement can be observed because of it, but the in-

tervention could still be potentially effective; (iii) experimenter effect was minimised by the

introduction of one week delay between the experiment and the post-experiment behaviour
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measure. Additionally, by paying close attention to the recruitment procedure, I obtained an

attrition rate of only 4%, well under the common threshold of 10%.

The estimates of intervention effects in this research are multidimensional. Real-life

activities are measured separately for social activities and for shopping activities. Further,

behavioural intention is also measured to separate two potential channels of the knowledge-

behaviour gap: knowledge-intention gap (e.g., lack of persuasion) and intention-behaviour

gap (e.g., lack of will-power). The randomised assignment of interventions ensures that dif-

ferences observed between the outcome variables are caused by the interventions. Addition-

ally, a set of pandemic related characteristics are collected, including gender, age, education,

employment, living situation, experience with Covid-19, perceived social norm, health con-

dition, pre-pandemic activity levels, and so on. Controlling for these characteristics gives

more precise estimations of the effect size of the intervention.

Previewing the main results, I find a stark difference between the interventions’ cognitive

and behavioural effects. As expected, both debiasing interventions, via information or de-

liberation prompting, effectively boost information seeking by seven percentage points, on

top of the baseline of 84 percent. But, paradoxically, neither intervention leads to changes in

real-life activities after the experiment. As for behaviour intentions, I find a positive effect in

reducing shop visits by one of the interventions when using a non-parametric test. However,

it is not statistically significant in regression analysis. This gives weak to no evidence of de-

biasing impact in behaviour intentions. A range of robustness checks are performed and the

main results remain unchanged. The substantial gap between the cognitive and the real-life

behavioural improvements provides insights into the limitations of interventions focusing on

debiasing cognitive errors.

Additionally, I find differences between the self-reported behaviour measures across time

points: pre-pandemic behaviour, pre-experiment behaviour, post-experiment intention, and

post-experiment behaviour. This gives support to the validity of the self-reported behaviour

measures. Overall, my findings suggest that both knowledge-intention gap and intention-

behaviour gap exist.
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4.2 Background, Experimental Design & Data

A UK survey conducted one day after the implementation of lockdown measures in the first

wave on 24 March 2020 finds that there was a 73% reduction in the average daily number of

contacts. This was estimated to be sufficient for reducing the reproduction rate of the virus

from 2.6 prior to lockdown to 0.62 after the lockdown (Jarvis et al., 2020). Less than four

months later, on 4 July 2020, the government relaxed the lockdown measures from “stay

at home” to “stay alerted”. This raises the question of whether foreseeable reductions in

social distancing would lead to a substantial increase of the reproduction rate of the virus.

Against this background, nudge interventions that aim at voluntary behavioural changes are

desirable. Two variations of the statistical literacy interventions are tested, with the aim of

correcting EGB and promoting social distancing behaviour.

As the first intervention, an informational flyer is used to illustrate that a seemingly small

reduction of R leads to a large reduction of infection. Two scenarios are compared in the

illustration: when no social distancing is in place, the reproduction rate of the virus is 2.5,

which means that one infected person will further infect more than four hundred people,

of whom 6 will die and 61 will require hospitalisation; in contrast, when social distancing

reduces social exposure by 60%, that is when the reproduction rate of the virus is reduced

to 1, one infected person will only further infect 7 persons in total, with no death and only 1

person requiring hospitalisation. To reduce the insensitivity bias to numbers - a well-known

heuristic in psychology - avatars are drawn to show that behind each number there is a person.

Numerical information is often used to influence health behaviour. Providing messages

that can improve risk knowledge has been found to be effective in many field studies on

health behaviour. For example, informational interventions that target on informing the risks

of unprotected sex conditional on partner’s age have found to be effective in changing ado-

lescents’ beliefs on risks and reducing teen pregnancy (Dupas et al., 2018). They showed

that providing information on the relative risk of HIV infection by partner’s age led to a 28

percent decrease in teen pregnancy.

As the second intervention, deliberation-prompting questions are introduced in addition

to the aforementioned information. By asking people to estimate the risk to get infected

and to infect others, as well the chance of hospitalisation if infected, it prompts people to

deliberate on the risk and the consequences of their daily activities. Preceding psychological
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studies on thinking and risk-taking have found that when people are prompted to think slowly

or concretely, as opposed to think fast or abstractly, they are less likely to make risk-taking

decisions (Lermer et al., 2016; Chandler and Pronin, 2012). The mechanism of Deliberation-

Prompting Question may work in line with these findings - in the sense that it nudges people

to think about the risk and the consequences, as well as turning an abstract act into concrete

terms.

A summary of the two treatments (besides the control group with no treatment) follows

(details of the stimuli are in the appendix):

• Information Treatment: subjects in this group read a graphical flyer that shows the

math of social distancing, explaining the drastic differences in infection scales between

two scenarios: no social distancing versus social distancing (Figure 4.1).

Figure 4.1: Information Flyer
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• Deliberation Treatment: in addition to reading the graphical flyer, subjects are asked to

imagine a hypothetical scenario in which they are in a crowded indoor medium-sized

supermarket and one person is already infected with the coronavirus. They are then

asked to estimate infection risks (for themselves if one of the others is infected, and

for others if they themselves are infected) and severity of illness if they themselves

get infected. After completing these deliberation questions, the next page shows the

summary of the individual’s estimations. An example is in Figure 4.2.

Figure 4.2: Summary Page in Deliberation Prompting Intervention

On average, the experiment takes approximately 6 minutes and the follow-up survey

takes approximately 6.5 minutes (including the debriefing) to complete. Figure 4.3 illustrates

the experimental flow.

Figure 4.3: Experiment Flow
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The experiment consists of two treatment groups and a control group. In total, 780

subjects were recruited via online platform Prolific. The experiment was conducted on 4th

of July 2020, the first day when England relaxed its lock-down measures marking the end

of the country’s first wave of the Covid-19 pandemic. A follow-up survey was filled out

between July 12th - 14th 2020. Out of the 780 subjects, 758 completed the follow-up survey

(attrition rate 4%). 22 subjects did not fill out the follow-up survey and they are excluded

from the analysis. In total, 250 subjects were randomly assigned to the control group, 251 to

the information group and 257 to the deliberation group.

All subjects are residents of England and are at least 30 years old. 61% subjects are

female, 91% are white and the average age is 45. More than half of the subjects (57%) have

at least undergraduate education. 53% have full time employment. The randomisation of the

treatments has produced balanced groups regarding observable characteristics. Summary

statistics of full control variables and balance checks across groups are in the appendix.

4.3 Results

Two aspects of outcomes are examined: cognitive changes vs. real-life behaviour. As a

proxy for cognitive changes, subjects are asked if they would like to read a tip about how to

avoid crowds. Their decision indicates whether they seek further information after getting

the information on the exponential growth function in Covid-19 and deliberation. In the con-

trol group 84% subjects displayed information seeking behaviour. Both treatments increase

information seeking by seven percentage points (p < 0.05; Mann-Whitney U test). Figure

4.4 illustrates the mean and the 95% confidence interval of all groups.
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Figure 4.4: Information Seeking

Next, real-life behaviour was elicited by asking subjects for their intentions in the coming

week and as well the actual self-reported behaviour at the end of the week. Figure 4.5

illustrates that people’s social exposure in terms of social gatherings and shop visits follow a

time trend as we would expect. Complying with the Covid-19 lockdown measures, during the

week before the experiment (i.e., the last week of the first wave’s lockdown measures in the

UK), people reduced activities to approximately 20 percent of the pre-pandemic level. The

week after the experiment marked the start of the relaxation of the governmental measures,

which is reflected by steep increases in both intended and actual levels of activities during

the week after the experiment. Regarding actual behaviour, the average number of social

gatherings nearly doubled (pre: mean = 0.85 sd = 1.33; post: mean = 1.66 sd = 1.81) and the

average number of shop visits increased by 42% (pre: mean = 1.80 sd = 1.67; post: mean =

2.56 sd = 2.25) in the week after the relaxation comparing to the week before. Interestingly,

the intended levels of activities are systematically lower than the actual behaviour level.

The intention-behaviour gap shows a 19% rise in the average number of social gatherings

(intention: mean = 1.40 sd = 2.01; behaviour: mean = 1.66 sd = 1.81) and a 15 percent rise

in shop visits (intention: mean = 2.18 sd = 2.18; behaviour: mean = 2.56 sd = 2.25). All

differences are statistically significant at p = 0.01 by Mann-Whitney U test.
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Figure 4.5: Time Trend of Real-life Behaviour and Intention

Regarding differences between treatment groups and the control group, surprisingly, nei-

ther treatment has any impact on real behaviour, whilst the information treatment has weak

impact on intention for shop visits. As Table 4.1 shows, all group differences are non-

significant, with the exception of shop visits intentions between the information group and

the control group. Notably, in regard to social gatherings, both treatment groups have lower

means in intentions, compared to the control group; in actual behaviour, however, the treat-

ment groups have higher means in both post-experiment levels and differences from pre-

experiment baselines. The direction of differences, if any, is contrary to what is expected.

Given this, the conclusion of no positive behaviour effect is unlikely to be explained by lack

of statistical power.
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Table 4.1: Treatment Effect on Intention and Real-life Behaviour

Control Information Deliberation Info-Control Delib-Control Delib-Info
mean mean mean p-value p-value p-value

No. of Gatherings
Level (Intention) 1.404 1.359 1.311 0.597 0.364 0.695
Level (Behaviour) 1.656 1.697 1.751 0.860 0.788 0.685
Dif (Intention) 0.552 0.470 0.588 0.239 0.816 0.138
Dif (Behaviour) 0.804 0.809 1.027 0.725 0.686 0.954
No. of Shop Visits
Level (Intention) 2.176 1.980** 1.938 0.037 0.179 0.373
Level (Behaviour) 2.560 2.410 2.397 0.110 0.430 0.409
Dif (Intention) 0.380 0.227** 0.218 0.029 0.103 0.492
Dif (Behaviour) 0.764 0.657 0.677 0.544 0.732 0.808

Mann-Whitney U test results are reported: ⇤p < 0.10, ⇤ ⇤ p < 0.05, ⇤ ⇤ ⇤p < 0.01. ⇤ compares treatments to control. Dif refers to the
difference between post-experiment level and the pre-experiment level.

To check the robustness of the non-parametric results and to explore the heterogeneity

within the sample, regression analyses are conducted (Table 4.2). The results give further

supports that whilst both treatments improve people’s willingness to seek for information,

there is no improvement in either intention or real-life behaviour.

Table 4.2: Regression Analysis: Info-seeking, Behaviour Intention and Real-life Behaviour

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

Information 0.077** -0.036 -0.116 0.013 -0.093
(0.020) (0.695) (0.113) (0.885) (0.215)

Deliberation 0.090*** -0.107 -0.064 -0.030 -0.062
(0.002) (0.287) (0.331) (0.751) (0.384)

Control Variables yes yes yes yes yes
Pseudo R-Squared 0.083 0.160 0.167 0.120 0.112
Obs 732 758 758 758 758

Unit of observation: individual. * p < 0.10, ** p < 0.05, *** p < 0.01. p-values in parentheses. Each column displays regression
results of a dependent variable. (1) is logistic regression as the dependent variable is binary (not seek = 0; seek = 1). (2) - (5) are Poisson
regression as the dependent variables are count data. Full list of the control variables are in the appendix.

The results remain consistent after robustness checks. Pooling the two treatment groups

give similar results. Constructing a behaviour index by standardising and combining gath-

ering and shop visits, also confirms that there is no effect in either intention or behaviour.

These two results further support that the analysis does not suffer from lack of power. Hetero-

geneity analyses show that the treatment effects do not vary by demographic characteristics
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(education, gender, ethnicity, and age) or pre-pandemic activity levels (frequency of social

gatherings and shop visits). Details are in the appendix.

Given that the experiment was conducted when the first wave of the pandemic was of-

ficially over, it could be conjectured that EGB was no longer prominent as a cognitive bias

among the subjects in the experiment. If this were the case, the treatments would serve

purely as reminders, rather than as debiasing device. Thus, the lack of “debiasing” would

explain why changes are detected during the experiment, but not after the experiment when

the reminder is absent. I will show later that pure reminder effects cannot fully explain the

discrepancies between cognitive and behaviour measures. Furthermore, two different types

of EGB biases may be at work: on the one hand, people may underestimate exponential

growth without social distancing (“infection is no big deal”); on the other hand, people may

correctly understand the contagiousness of the virus but fail to appreciate the effectiveness

of social distancing (“infection is a big deal but social distancing could not help much”). It

could be conjectured that the treatments could not lead to behavioural improvements due to

the reason that both bias types are not simultaneously corrected.

To answer the two conjectures, perceptions in infection risks with or without social dis-

tancing are elicited in the follow-up survey, after all subjects, including those in the control

group, have been debriefed about the information flyer. Subjects are asked to indicate if and

in which direction their perceptions of infection scale have changed (details in the appendix).

The survey results show that: (a) nearly half (47%) of the subjects report that they have held

incorrect beliefs about the infection scale before the experiment; (b) both types of EGB bi-

ases exist and are corrected by the treatments to similar extents: of all subjects, 37% report

upward adjustment of perceived infection risk when without social distancing and 35% report

downward adjustment of perceived infection risk when with social distancing, compared to

their pre-experiment risk perception. These are the directions of adjustment expected for the

interventions. In total, 19% of subjects report EGB bias corrections for both types of bias.

These results support that the information treatments debiased EGB and improved people’s

perception on infection risk and effectiveness of social distancing.
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4.4 Discussion: Affective Risk Perception and Behaviour

As a broader question, what is the relation between debiasing and behaviour improvements?

The lack of effectiveness in real behaviour change is not only relevant for EGB debiasing.

Such negative effects are also found in other statistical information interventions. For ex-

ample, after introducing information on how mortality risk varies by age groups, Abel et al.

(2021) find no behavioural change in donations to CDC’s emergency fund even though the

intervention corrected people’s underestimation of the mortality risk for the older age group.

More importantly, if the knowledge-behaviour gap hinders beneficial health behaviour im-

provements, then what could be better policy designs in the public communication of risk to

overcome this problem? In another Covid-19 study on pubic communication of risks, Lunn

et al. (2020) find increased willingness of voluntary social distancing by using images of

identifiable people foretelling the consequences of chain reaction. Comparing to the control

condition with conventional posters using texts such as “Protect each other. Stand apart”,

the authors used photos of real people in combination with storytelling. In their treatments,

photographs are displayed with text bulbs, such as “(This person) will now give Covid-19

to her colleagues. They’ll give it to their families”. Not only does the treated poster foretell

chains of infection if social distance is not maintained, it also conveys the negative counter-

factual outcomes with vivid identifiable persons. As a result, their treatments increase the

proportion of subjects who express high caution for marginal behaviours such as visit friends

or relatives at their home. More specifically, they find that the treatment posters increased

intentions for highly cautious behaviour.

The positive finding from Lunn et al. (2020) is consistent with studies on the effects of

emotional responses such as anticipated regret. According to regret theory, people act to

reduce the regret they experience and expect to experience from blaming themselves (Zee-

lenberg et al., 2000; Brewer et al., 2016). In the context of Covid-19, messages that invoke

thoughts of infecting vulnerable people or large numbers of people can motivate social dis-

tancing behaviour (Lunn et al., 2020).

Various studies from the psychology literature have suggested that interventions that fo-

cus on affective risk perception, rather than deliberative risk perception, is more effective in

changing behaviour. It has been found that emotional reactions to risky situations often di-

verge from cognitive assessments of those risks. Furthermore, when such divergence occurs,
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emotional reactions often drive behaviour (Loewenstein et al., 2005). A well-established ex-

ample is the identifiable victim effect, where researchers find that an identifiable person in

misfortune, compared to statistical persons in misfortune, evoke stronger feelings of distress

and sympathy, which are significant predictors of other-regarding behaviour such as donating

(Genevsky et al., 2013; Erlandsson et al., 2015; Lee and Feeley, 2016; Loewenstein et al.,

2005; Small and Loewenstein, 2003; Small et al., 2007; Kogut and Ritov, 2005; Mikels et al.,

2011). A large body of studies on affect heuristics have argued that feelings can help people

to anticipate the consequences of various actions and simplify complex scenarios (Finucane,

2013). As observed in many laboratory and empirical studies, people’s responses to risk

result from a combination of analyses and affects that motivates individuals to behave in

particular ways (Finucane et al., 2000; Loewenstein et al., 2001; Slovic et al., 2004).

Because of the aforementioned reasons, debiasing intervention designs should consider

both affective and deliberative risk perceptions. Statistical information has more impact if it

is combined with designs that can evoke emotions. Much supportive evidence has emerged

from survey studies: Pfattheicher et al. (2020) find that empathy for others is a basic mo-

tivation for social distancing; Harper et al. (2021) find that emotions - specifically fear of

the virus - is the only predictor of positive behavioural change, while the other factors such

as self-perceived risk of contracting Covid-19, moral foundations, and political orientation

are not. Notably, distinguishing the impact of specific emotional states is important. For

instance, Lerner and Keltner (2001) show that fearful people express pessimistic risk esti-

mates and risk-averse choices, whereas angry people express optimistic risk estimates and

risk-seeking choices. According to the appraisal theory, emotion interrupts ongoing cogni-

tive processes and directs attention, memory, and judgement to address the emotion-eliciting

event (Lerner and Keltner, 2000).

4.5 Conclusion

Many existing Covid-19 debiasing studies have exclusively focused on effectiveness regard-

ing cognitive changes, assuming they would lead to behavioural changes. This study finds

evidence for cognitive-behavioural discrepancies in the effectiveness of the EGB debiasing

interventions. More specifically, it shows that providing statistical information impacts risk

perception but need not impact behaviour - neither intended nor actual. This study con-
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tributes to the literature on EGB debiasing, Covid-19 pandemic risk communication, and

affective risk perception. It sheds new light on the effectiveness of the public communica-

tion of health hazards.
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4.6 Appendix

The appendix is structured in the following order:

• Experiment design of the deliberation treatment

• Details of the survey concerning main outcome variables

• Summary statistics of outcome variables

• Descriptive statistics of control variables and balance check

• Poisson regression results pooling two treatment groups

• Non-parametric and regression results on behaviour index

• Heterogeneity

• Post-experiment survey on changes in risk perception

4.6.1 Experiment Intervention

Deliberation Treatment:

Imagine today you are at a crowded indoor medium-sized supermarket and one of the

customers inside of the supermarket is infected with the coronavirus. How likely do you

think you will get infected with the coronavirus? (0% means it is impossible for you to get

infected, 100% means that you will definitely get infected.)

Imagine you are infected with the coronavirus and today you are at a crowded indoor

medium-sized supermarket. How likely do you think you will infect someone else with the

coronavirus? (0% means it is impossible for that to happen, 100% means that will definitely

happen.)

Imagine you are infected with the coronavirus. What do you think is the likelihood that

you will eventually be so seriously ill that you will require hospitalisation? (0% means it is

impossible for that to happen, 100% means that will definitely happen.)
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4.6.2 Main Outcome Variables

Survey Questions:

Seeking information

Want to avoid the crowds when you go somewhere? We have a handy tip for you.

-Yes, I’m interested. Tell me more.

-No, I’m not interested. Skip this.

Behaviour intention:

In the next 7 days, how many social activities, such as gatherings and outings, do you

plan to have with friends, family or acquaintances? (Count only those with people who are

NOT living with you.)

In the next 7 days, how many times do you plan to go to shops or markets?

(Answering scale is 0-20)

Real behaviour:

Over the last 7 days, how many social activities, such as gatherings and outings, did you

have with friends, family or acquaintances? (Count only those with people who were NOT

living with you.)

Over the last 7 days, how many times did you go to shops or markets?

(Answering scale is 0-20)

4.6.3 Summary Statistics of Outcome Variables

Table 4.3: Summary of Outcome Variables

Control Info Delib
mean sd mean sd mean sd

Info Seeking 0.84 0.37 0.91 0.29 0.91 0.29
Intention: Gathering 1.40 2.01 1.36 1.93 1.31 1.74
Intention: Shop 2.18 2.18 1.98 2.44 1.94 1.74
Behaviour: Gathering 1.66 1.81 1.70 2.02 1.75 2.20
Behaviour: Shop 2.56 2.25 2.41 2.53 2.40 2.11
Observations 250 251 257
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4.6.4 Descriptive Statistics and Balance

Table 4.4: Descriptive Statistics and Balance

Control Information Deliberation
n mean sd n mean sd n mean sd Dif Info Dif Delib

No. Gathering Before Pandemic 250 4.02 3.20 251 4.00 3.32 257 4.08 3.24 -0.016 0.062
No. Shop Visit Before Pandemic 250 4.54 3.18 251 4.60 3.13 257 4.21 2.78 0.058 -0.326
No. Large Social Event (20pp+) Before Pandemic 250 1.31 2.27 251 1.08 1.56 257 1.10 1.96 -0.232 -0.211
No. Gathering Pre-experiment 250 0.85 1.33 251 0.89 1.70 257 0.72 1.03 0.036 -0.128
No. Shop Visit Pre-experiment 250 1.80 1.67 251 1.75 1.96 257 1.72 1.44 -0.043 -0.076
Have Covid (t1) 250 0.01 0.09 251 0.01 0.11 257 0.02 0.12 0.004 0.008
Close Contact with Covid Patients (t1) 250 0.13 0.34 251 0.09 0.29 257 0.12 0.32 -0.040 -0.015
Indirect Contact with Covid Patients (t1) 250 0.26 0.44 251 0.30 0.46 257 0.30 0.46 0.039 0.036
Have Covid Symptoms (t1) 250 0.01 0.11 251 0.03 0.16 257 0.02 0.12 0.016 0.004
Have Covid (t2) 250 0.02 0.13 251 0.02 0.13 257 0.02 0.15 -0.000 0.007
Close Contact with Covid Patients (t2) 250 0.12 0.32 251 0.10 0.30 257 0.08 0.27 -0.016 -0.034
Indirect Contact with Covid Patients (t2) 250 0.22 0.42 251 0.25 0.43 257 0.25 0.43 0.027 0.021
Have Covid Symptoms (t2) 250 0.02 0.13 251 0.04 0.19 257 0.03 0.17 0.020 0.015
General Health (very good=5 ⇠ very bad =1) 250 3.99 0.64 251 3.94 0.74 257 4.00 0.67 -0.048 0.016
Have Chronic Disease 250 0.12 0.33 251 0.14 0.34 257 0.11 0.32 0.011 -0.011
Living Situation (multiple choice):
- Alone 250 0.13 0.34 251 0.18 0.38 257 0.19 0.39 0.043 0.055*
- with Child/children (under 12 years old) 250 0.36 0.48 251 0.31 0.46 257 0.38 0.49 -0.053 0.021
- with Parents or In-laws 250 0.08 0.28 251 0.04 0.21 257 0.06 0.24 -0.040* -0.022
- with Five People or More 250 0.05 0.21 251 0.04 0.20 257 0.05 0.23 -0.008 0.006
- Have a Garden 250 0.61 0.49 251 0.59 0.49 257 0.54 0.50 -0.018 -0.067
Social Connection with Italians, Spaniards, Chinese or Iranians (people from early hit countries):
- None 250 0.90 0.30 251 0.90 0.29 257 0.87 0.34 0.004 -0.032
- A Few 250 0.06 0.25 251 0.07 0.26 257 0.11 0.31 0.008 0.041*
- Some 250 0.03 0.17 251 0.02 0.13 257 0.01 0.09 -0.012 -0.020*
- Many 250 0.01 0.09 251 0.01 0.09 257 0.02 0.15 -0.000 0.015
Highest Education:
- Secondary School 250 0.12 0.33 251 0.17 0.37 257 0.16 0.36 0.047 0.036
- High School 250 0.17 0.37 251 0.14 0.34 257 0.18 0.38 -0.033 0.011
- Technical School 250 0.13 0.33 251 0.11 0.31 257 0.08 0.27 -0.020 -0.050*
- Undergrad 250 0.38 0.49 251 0.40 0.49 257 0.41 0.49 0.022 0.033
- Graduate 250 0.16 0.37 251 0.16 0.36 257 0.14 0.34 -0.009 -0.028
- Doctorate 250 0.02 0.14 251 0.02 0.13 257 0.02 0.15 -0.004 0.003
- Other Education 250 0.02 0.15 251 0.02 0.14 257 0.02 0.14 -0.004 -0.005
Gender:
- Female 250 0.62 0.49 251 0.65 0.48 257 0.57 0.50 0.033 -0.048
- Male 250 0.38 0.49 251 0.34 0.48 257 0.42 0.49 -0.037 0.036
- Non Binary 250 0.00 0.00 251 0.01 0.09 257 0.01 0.09 0.008 0.008
Ethnicity:
- White 250 0.89 0.31 251 0.93 0.26 257 0.90 0.30 0.036 0.011
- Mixed Ethnicity 250 0.01 0.11 251 0.01 0.11 257 0.02 0.12 -0.000 0.004
- Asian 250 0.07 0.25 251 0.04 0.19 257 0.05 0.21 -0.032 -0.021
- Black 250 0.03 0.17 251 0.02 0.14 257 0.04 0.18 -0.008 0.007
- Other Ethnicity 250 0.00 0.00 251 0.00 0.06 257 0.00 0.00 0.004 0.000
Employment:
- Full Time 250 0.50 0.50 251 0.51 0.50 257 0.57 0.50 0.006 0.072
- Part Time 250 0.20 0.40 251 0.21 0.41 257 0.19 0.39 0.011 -0.009
- Other Work 250 0.28 0.45 251 0.24 0.43 257 0.21 0.41 -0.037 -0.070*
- Unemployed 250 0.02 0.15 251 0.03 0.16 257 0.02 0.15 0.004 -0.001
- Student 250 0.03 0.18 251 0.05 0.22 257 0.05 0.21 0.020 0.015
UK Birthplace 250 0.83 0.37 251 0.89 0.31 257 0.85 0.36 0.060** 0.016
UK Nationality 250 0.91 0.29 251 0.94 0.24 257 0.91 0.29 0.032 -0.001
Age 250 45.22 12.05 251 46.08 11.83 257 44.41 11.16 0.864 -0.811
Seen Similar Info Diagram Before� 250 0.53 0.50 251 0.58 0.49 257 0.55 0.50 0.054 0.025

Table shows average and standard deviation for each experimental group. No. of activities all refer to weekly frequencies. Covid contact
and symptom questions are asked twice: t1 refers to the experiment and t2 refers to the follow-up survey. �: Seen Similar Info Diagram
Before refers to a question asking people if they have seen similar information provided in the information flyer before this experiment.
The Dif column is the coefficient of an OLS regression of the treatment dummy on the variable (each treatment dummy is coded as:
control=0, treated=1, other treatment=.). Stars indicate whether this difference is significant. ⇤p < 0.10, ⇤ ⇤ p < 0.05, ⇤ ⇤ ⇤p < 0.01.
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4.6.5 Regression Pooling Two Treated Groups

Table 4.5: Regression Pooling Two Treated Groups

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment 0.068⇤⇤⇤ -0.069 -0.214 0.069 -0.155
(0.004) (0.643) (0.185) (0.646) (0.368)

Pseudo R-Squared 0.016 0.000 0.001 0.000 0.001
Obs 758 758 758 758 758
treatment (include control vars) 0.077⇤⇤⇤ -0.105 -0.190 -0.007 -0.196

(0.002) (0.337) (0.113) (0.959) (0.205)
Pseudo R-Squared 0.078 0.158 0.165 0.119 0.110
Obs 732 758 758 758 758

p-values in parentheses. *p < 0.10, ** p < 0.05 *** p < 0.01. Marginal effects are reported. (1) is logistic regression and (2)-(5) are
Poisson regressions.

4.7 Behaviour Index

Table 4.6: Non-parametric Analysis: Behaviour Index

Control Information Deliberation Info vs. Control Delib vs. Control Delib vs. Info
mean mean mean p-value p-value p-value

Intention 0.092 -0.024 -0.068 0.124 0.145 0.890
Real Behaviour 0.022 -0.023 -0.002 0.842 0.781 0.955

Mann-Whitney U test results are reported: ⇤p < 0.10, ⇤ ⇤ p < 0.05, ⇤ ⇤ ⇤p < 0.01. ⇤ compares treatments to control, � compares the
two treatments.

Table 4.7: OLS Regression: Behaviour Index

(1) (2) (3) (4)
Intention Real Behaviour Intention Real Behaviour

Information -0.116 -0.045 -0.073 -0.051
(0.462) (0.750) (0.539) (0.693)

Deliberation -0.160 -0.024 -0.110 -0.048
(0.274) (0.868) (0.363) (0.725)

Control Variables yes yes
R-Squared -0.001 -0.003 0.328 0.210
Obs 758 758 758 758
p-values in parentheses; ⇤

p < 0.10, ⇤⇤ p < 0.05, ⇤⇤⇤
p < 0.01

4.7.1 Heterogeneity

For all tables in the heterogeneity analysis, each column displays regression results of a

dependent variable. Column (1) is logistic regression and (2)- (5) are poisson regressions.

Treatment = 1 refers to information treatment and treatment = 2 refers to deliberation treat-

ment. Coefficients are reported. p-values in parentheses. * p < 0.10, ** p < 0.05, ***

p < 0.01. All regressions include control variables.
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Table 4.8: Treatment ⇥ Education

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 0.785⇤ -0.212 0.019 -0.146 0.006
(0.069) (0.164) (0.866) (0.295) (0.953)

treatment=2 0.993⇤⇤ -0.118 -0.136 -0.090 -0.148
(0.026) (0.434) (0.190) (0.544) (0.183)

highedu=1 0.377 -0.018 -0.012 -0.079 -0.069
(0.311) (0.888) (0.901) (0.521) (0.493)

treatment=1 ⇥ highedu=1 -0.238 0.261 -0.232 0.280 -0.180
(0.689) (0.175) (0.121) (0.130) (0.219)

treatment=2 ⇥ highedu=1 -0.306 0.028 0.151 0.142 0.172
(0.612) (0.885) (0.269) (0.461) (0.226)

Pseudo R-Squared 0.072 0.153 0.164 0.117 0.111
Obs 732 758 758 758 758

Table 4.9: Treatment ⇥ Gender

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 1.134⇤⇤⇤ -0.079 -0.114 0.064 -0.044
(0.005) (0.469) (0.238) (0.556) (0.642)

treatment=2 1.084⇤⇤⇤ -0.170 -0.032 0.005 -0.078
(0.004) (0.180) (0.719) (0.963) (0.383)

Male=1 0.235 -0.089 0.303⇤⇤⇤ 0.076 0.262⇤⇤
(0.559) (0.547) (0.003) (0.569) (0.017)

treatment=1 ⇥ Male=1 -1.129⇤ 0.098 -0.015 -0.116 -0.145
(0.062) (0.639) (0.920) (0.555) (0.349)

treatment=2 ⇥ Male=1 -0.472 0.147 -0.083 -0.086 0.022
(0.432) (0.465) (0.548) (0.639) (0.879)

Pseudo R-Squared 0.087 0.158 0.165 0.120 0.109
Obs 735 758 758 758 758

Table 4.10: Treatment ⇥ Ethnicity

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 1.573 -0.082 0.207 0.385 0.029
(0.158) (0.840) (0.351) (0.297) (0.919)

treatment=2 1.351 0.171 -0.006 0.157 0.007
(0.173) (0.681) (0.982) (0.609) (0.979)

White=1 0.107 0.888⇤⇤⇤ 0.080 0.860⇤⇤⇤ -0.015
(0.837) (0.000) (0.685) (0.000) (0.947)

treatment=1 ⇥ White=1 -0.967 0.043 -0.355 -0.375 -0.134
(0.400) (0.917) (0.130) (0.324) (0.645)

treatment=2 ⇥ White=1 -0.528 -0.285 -0.073 -0.191 -0.077
(0.606) (0.506) (0.791) (0.546) (0.784)

Pseudo R-Squared 0.080 0.154 0.166 0.116 0.108
Obs 740 758 758 758 758
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Table 4.11: Treatment ⇥ Age

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 1.350 -0.597 -0.374 -0.565 -0.538⇤
(0.252) (0.107) (0.223) (0.110) (0.080)

treatment=2 1.249 -1.052⇤⇤ -0.356 -0.386 -0.508⇤
(0.272) (0.011) (0.205) (0.312) (0.069)

Age 0.024 -0.011⇤ -0.001 -0.017⇤⇤⇤ -0.005
(0.170) (0.080) (0.839) (0.004) (0.271)

treatment=1 ⇥ Age -0.015 0.012 0.006 0.013⇤ 0.010
(0.557) (0.127) (0.386) (0.085) (0.126)

treatment=2 ⇥ Age -0.008 0.021⇤⇤ 0.006 0.008 0.010⇤
(0.742) (0.019) (0.317) (0.330) (0.096)

Pseudo R-Squared 0.080 0.161 0.166 0.121 0.112
Obs 732 758 758 758 758

Table 4.12: Treatment ⇥ Pre-pandemic Gathering

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 0.693 -0.086 -0.281⇤⇤ 0.151 -0.063
(0.188) (0.589) (0.018) (0.344) (0.594)

treatment=2 1.195⇤⇤ 0.145 -0.082 0.142 -0.146
(0.012) (0.298) (0.420) (0.330) (0.177)

Gather Typical 0.035 0.109⇤⇤⇤ -0.026 0.131⇤⇤⇤ -0.007
(0.579) (0.000) (0.127) (0.000) (0.745)

treatment=1 ⇥ Gather Typical -0.001 0.006 0.034 -0.025 -0.007
(0.989) (0.837) (0.153) (0.397) (0.776)

treatment=2 ⇥ Gather Typical -0.075 -0.047⇤ 0.002 -0.033 0.018
(0.384) (0.069) (0.931) (0.231) (0.447)

Pseudo R-Squared 0.081 0.161 0.167 0.120 0.111
Obs 732 758 758 758 758

Table 4.13: Treatment ⇥ Pre-pandemic Shop Visits

(1) (2) (3) (4) (5)
Info Seek Int(Gather) Int(Shop) Beh(Gather) Beh(Shop)

treatment=1 0.422 -0.051 -0.168 0.442⇤⇤⇤ -0.126
(0.425) (0.750) (0.133) (0.003) (0.307)

treatment=2 0.940 -0.147 -0.090 -0.099 -0.190
(0.101) (0.410) (0.411) (0.553) (0.106)

Shop Typical -0.015 0.002 0.120⇤⇤⇤ 0.009 0.082⇤⇤⇤
(0.830) (0.917) (0.000) (0.637) (0.000)

treatment=1 ⇥ Shop Typical 0.059 0.001 0.008 -0.088⇤⇤⇤ 0.006
(0.523) (0.960) (0.673) (0.001) (0.794)

treatment=2 ⇥ Shop Typical -0.015 0.007 0.003 0.016 0.023
(0.893) (0.824) (0.868) (0.628) (0.287)

Pseudo R-Squared 0.080 0.158 0.165 0.128 0.111
Obs 732 758 758 758 758

4.7.2 Post-experiment Survey

Survey Questions:

Is the scale of infection without social distancing (as shown in the first part of the flyer)

larger, smaller, or the same as what you thought before taking part in this study (before last

Saturday)?
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Is the scale of infection with 60% reduction of social exposure (as shown in the second

part of the flyer) larger, smaller, or the same as what you thought before taking part in this

study (before last Saturday)?

Table 4.14: Risk Perceptions

mean sd
Infect Larger no SD 0.37 0.48
Infect Smaller no SD 0.09 0.29
Infect Same no SD 0.53 0.50
Infect Larger with SD 0.12 0.33
Infect Smaller with SD 0.35 0.48
Infect Same with SD 0.52 0.50
Observations 758



Chapter 5

Conclusion

This dissertation discusses applications of decision analysis models and behavioural insights

in decision-making circumstances that concern money, time, and/or health. It shows that

by embedding the decision-making circumstances in the formulation of the research ques-

tions, the resulting findings point to fresh and nuanced insights, which are useful to improve

decisions made in the real world. Regarding methodology, I use a combination of different

experimental settings - including preference elicitation in laboratory experiments concerning

monetary incentives, procrastination behaviour in field experiments based on a large-scale

governmental program, and online experiments with a panel structure where both cognitive

changes and real behaviour changes are observed.

Chapter 2 studies attitudes towards intertemporal correlation and its relationship with

the order of aggregation over risk and time in risky intertemporal choice. Decisions with

risky consequences at multiple points in time are driven not only by risk attitudes and time

preferences, but also by attitudes towards intertemporal correlation, i.e. correlation between

outcomes at different points in time. This paper proposes a model-free method to measure

degrees of intertemporal correlation aversion. We disentangle attitudes towards positive and

negative intertemporal correlation, which can differ in case of deviations from an expected

utility framework. In our experiment, subjects on average were positive as well as nega-

tive correlation averse in the sense that they disliked positive correlation and liked negative

correlation. Degrees of correlation aversion were unaffected by timing of resolution of uncer-

tainty. We also compared two framings: one that encourages subjects to ignore intertemporal

correlations, and another one that encourages them not to ignore these correlations. These
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framings had no impact on degrees of correlation aversion. At the individual level, we found

heterogeneity in attitudes towards intertemporal correlation with the majority being intertem-

poral correlation averse or seeking, but a substantial fraction of subjects being insensitive to

such correlations. Moreover, for a majority of subjects, positive and negative correlation

aversion did not go hand-in hand, which implies a violation of expected intertemporal utility.

Chapter 3 studies how to better manage collective procrastination in large public pro-

grams. Many large government programs - such as censuses, tax returns, grant applications,

subsidy applications – have to deal with large volumes of submissions that take place right

before the deadline. To study how to alleviate the overload during the peak submission pe-

riod, we conducted two field experiments in a national census that includes submissions from

farming enterprises in the Netherlands (n=28,557 in 2016; n=19,733 in 2017). The results

show that setting an earlier non-binding target date for submission is a robust, replicable,

and effective nudging method towards earlier submission. The treatments with non-binding

target dates could on average nudge 4-5 percent of the individuals to advance their submis-

sions before the peak-period. Letting people choose their own non-binding target date was

also effective, but with a relatively smaller effect size of 3 percent. Reminding people of

the monetary advantage of “early submission, early evaluation,” and providing a checklist of

information to help with the submission did not improve the timing of the submissions.

Chapter 4 studies pandemic risk communication with a focus on reducing the exponen-

tial growth bias (EGB; i.e., underestimation of exponential growth). I test the impacts of

information interventions aiming to reduce EGB. Apart from eliciting cognitive changes and

behaviour intentions during the experiment, I also measure people’s self-reported real-life

behaviour one week after. As expected, the information provisions led to cognitive im-

provements. Paradoxically, the information did not improve behaviour - neither intended nor

actual. This study shows that the gap between knowledge and behaviour, in the context of

Covid-19 pandemic, consists of two components: knowledge-intention gap and intention-

behaviour gap. It is important to be aware that “cognitively” communicating public risks,

e.g. by providing statistical information, is not enough to nudge behavioural improvement

regarding Covid-19. More is needed to impact people’s behaviour. Information about the

infection risk will be more effective if provided in ways that arouse relevant emotions - a

well-known finding from other domains such as donations for identifiable victims. This

point has been overlooked in many studies and applications.
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The afore-mentioned empirical investigations cover topics regarding attitudes towards

uncertainty with intertemporal correlations, collective procrastination, and preventative be-

haviours during a global pandemic. Obviously, it is an inexhaustive list of examples of

potential applications. Hopefully, more will be learned in the future to further understand

the complex relationships between decontextualised decision-making and the circumstances

in which decisions are made.





Summary

This dissertation uses different experimental methods to investigate applications of contextu-

alised decisions making. Chapter 2 develops a model-free measurement of attitudes towards

intertemporal correlations and tests it in a lab experiment. The findings point out that when

it comes to intertemporal risky decisions - that is, decisions concerning streams of outcomes

that are both uncertain and delayed - people care about the relations between different time-

points, which we call intertemporal correlation attitudes. Such attitudes are overlooked in

the most popular economic analyses because decisions at each time point are commonly

conceptualised as independent from those in any other time point.

Chapter 3 studies real-world procrastination behaviour in a large-scale governmental pro-

gram through a series of field experiments. It shows that some costless interventions are ef-

fective in alleviating procrastination among a fraction of the general population. This finding

connects the wealth of psychology literature on procrastination with another large body of

economic literature on real world applications of nudging. Chapter 4 takes on the prevalent

numeracy bias during the COVID-19 pandemics. In an online experiment with a panel struc-

ture, it tests the effects of correcting numeracy bias and finds a paradoxical phenomenon

called the knowledge-intention gap. In this case, being exposed to statistical information

may lead to cognitive improvements but not to improvements of intentions, nor of actual

behaviour in real life. This finding highlights the importance of a holistic understanding of

decision making mechanisms.





Nederlandse Samenvatting

(Summary in Dutch)

Dit proefschrift gebruikt verschillende experimentele methoden om toepassingen van ge-

contextualiseerde besluitvorming te onderzoeken. Hoofdstuk 2 ontwikkelt een modelvrije

meet-methode van attituden ten opzichte van intertemporele correlaties en test deze in een

lab experiment. De bevindingen wijzen uit dat wanneer het gaat om intertemporele risi-

covolle beslissingen - dat wil zeggen, beslissingen over stromen van uitkomsten die zowel

onzeker als vertraagd zijn - mensen wel degelijk beı̈nvloed worden door de relaties tussen

verschillende tijdstippen. We duiden dit aan als intertemporele correlatie attitudes. Der-

gelijke attitudes worden over het hoofd gezien in de meest populaire economische analyses

omdat beslissingen op elk tijdspunt gewoonlijk worden geconceptualiseerd als onafhankelijk

van die op elk ander tijdspunt.

Hoofdstuk 3 onderzoekt uitstelgedrag in de praktijk in een grootschalig overheidspro-

gramma door middel van een reeks veldexperimenten. Het toont aan dat sommige kosten-

loze interventies effectief zijn in het verminderen van uitstelgedrag onder een fractie van

de algemene bevolking. Deze bevinding verbindt de schat aan psychologische literatuur

over uitstelgedrag met een andere grote hoeveelheid literatuur, economisch en over reële

wereldtoepassingen van ”nudging”. Hoofdstuk 4 gaat in op de veel voorkomende risico-

onderschattingen, veroorzaakt door gebrekkige rekenvaardigheden van de meese mensen,

gedurende de COVID-19 pandemieën. In een online experiment met een panelstructuur

worden de effecten van het corrigeren van de gebrekkige rekenvaardigheden getest en wordt

een paradoxaal fenomeen vastgesteld, dat in andere contexten bekend staat als de kennis-

intentiekloof. Hier kan statistische informatie leiden tot cognitieve verbeteringen, maar niet
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tot verbeteringen van intenties, noch van feitelijk gedrag. Deze bevinding onderstreept het

belang van een holistisch inzicht in besluitvormingsmechanismen.
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