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Abstract

Radiomics uses quantitative medical imaging features to predict clinical outcomes. Currently, in a new clinical application, finding

the optimal radiomics method out of the wide range of available options has to be done manually through a heuristic trial-and-

error process. In this study we propose a framework for automatically optimizing the construction of radiomics workflows per

application. To this end, we formulate radiomics as a modular workflow and include a large collection of common algorithms for

each component. To optimize the workflow per application, we employ automated machine learning using a random search and

ensembling. We evaluate our method in twelve different clinical applications, resulting in the following area under the curves: 1)

liposarcoma (0.83); 2) desmoid-type fibromatosis (0.82); 3) primary liver tumors (0.80); 4) gastrointestinal stromal tumors (0.77);

5) colorectal liver metastases (0.61); 6) melanoma metastases (0.45); 7) hepatocellular carcinoma (0.75); 8) mesenteric fibrosis

(0.80); 9) prostate cancer (0.72); 10) glioma (0.71); 11) Alzheimer’s disease (0.87); and 12) head and neck cancer (0.84). We

show that our framework has a competitive performance compared human experts, outperforms a radiomics baseline, and performs

similar or superior to Bayesian optimization and more advanced ensemble approaches. Concluding, our method fully automatically

optimizes the construction of radiomics workflows, thereby streamlining the search for radiomics biomarkers in new applications.

To facilitate reproducibility and future research, we publicly release six datasets, the software implementation of our framework,

and the code to reproduce this study.
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1. Introduction

In the last decades, there has been a paradigm shift in health

care, moving from a reactive, one-size-fits-all approach, to-

wards a more proactive, personalized approach (Hood and

Friend, 2011; Chan and Ginsburg, 2011; Hamburg and Collins,

2010). To aid in this process, personalized medicine generally

involves clinical decision support systems such as biomarkers,

which relate specific patient characteristics to some biological

state, outcome or condition. To develop such biomarkers, med-

ical imaging has gained an increasingly important role (Hood

and Friend, 2011; Aerts, 2016; O’Connor et al., 2017). Cur-

rently, in clinical practice, medical imaging is assessed by radi-

ologists, which is generally qualitative and observer dependent.

Therefore, there is a need for quantitative, objective biomarkers

to leverage the full potential of medical imaging for personal-

ized medicine to improve patient care.

To this end, machine learning, both using conventional and

deep learning methods, has shown to be highly successful for

medical image classification and has thus become the de facto

standard. Within the field of radiology, the term “radiomics”

has been coined to describe the use of a large number of quanti-

tative medical imaging features in combination with (typically

conventional) machine learning to create biomarkers (Lambin

et al., 2012). Predictions for example relate to diagnosis, prog-

nosis, histology, treatment planning (e.g. chemotherapy, ra-

diotherapy, immunotherapy), treatment response, drug usage,

surgery, and genetic mutations. The rise in popularity of ra-

diomics has resulted in a large number of papers and a wide

variety of methods (Yip and Aerts, 2016; Rizzo et al., 2018;

Traverso et al., 2018; Starmans et al., 2020b; Sollini et al.,

2019; Afshar et al., 2019; Parekh and Jacobs, 2019; Bodalal

et al., 2019; Song et al., 2020; Bluemke et al., 2019; Avanzo

et al., 2020; Aerts, 2016; Guiot et al., 2021; Vial et al., 2018;

Sanduleanu et al., 2018; Larue et al., 2017; dos Santos et al.,

2021). Currently, in a new clinical application, finding the opti-

mal radiomics method out of the wide range of available options

∗Corresponding author: Tel.: +31-10-7034044
Email address: m.starmans@erasmusmc.nl (Martijn P.A. Starmans)

has to be done manually through a heuristic trial-and-error pro-

cess.. This process has several disadvantages, as it: 1) is time-

consuming; 2) requires expert knowledge; 3) does not guaran-

tee that an optimal solution is found; 4) negatively affects the

reproducibility (Song et al., 2020; Traverso et al., 2018; Sollini

et al., 2019); 5) has a high risk of overfitting when not care-

fully conducted (Hosseini et al., 2020; Song et al., 2020); and

6) limits the translation to clinical practice (Sollini et al., 2019).

The aim of this study is to streamline radiomics research, fa-

cilitate radiomics’ reproducibility, and ultimately simplify the

use of radiomics in (new) clinical applications. To this end, we

propose a framework to fully automatically construct and op-

timize the radiomics workflow per application. Clinically, ra-

diomics applications may be independent and show substantial

differences (e.g., prostate cancer versus Alzheimer’s disease).

Technically, most published radiomics methods roughly con-

sist of the same steps: image segmentation, preprocessing, fea-

ture extraction, and classification. Hence, as radiomics meth-

ods show substantial overlap, we hypothesize that it should be

possible to automatically find the optimal radiomics model in a

new clinical application by collecting numerous methods in one

single framework and systematically comparing and combining

all included components.

To optimize the radiomics workflow, we propose a novel

framework called WORC (Workflow for Optimal Radiomics

Classification), in which we exploit recent advances in auto-

mated machine learning (AutoML) (Hutter et al., 2019). We

define a radiomics workflow as a specific combination of al-

gorithms and their associated hyperparameters, i.e., parameters

that need to be set before the actual learning step. We focus on

conventional radiomics pipelines, i.e., using conventional ma-

chine learning, for the following reasons: 1) radiomics methods

are quick to train, hence AutoML is feasible to apply; 2) the ra-

diomics search space is relatively clear, as radiomics workflows

typically follow the same steps, further enhancing the feasibil-

ity of AutoML; 3) as there is a large number of radiomics pa-

pers, the impact of such a method is potentially large; and 4)

radiomics is also suitable for small datasets, which is relevant
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for (rare) oncological applications (Bodalal et al., 2019; Song

et al., 2020).

The key contributions of this work can be summarized as

follows:

1. We propose the construction of a radiomics workflow

per application as a Combined Algorithm Selection and

Hyperparameter (CASH) optimization problem (Thornton

et al., 2013), including both the choice of algorithms and

their associated hyperparameters. To this end, we refor-

mulate and extend the original CASH problem to the com-

plete radiomics workflow. We propose to efficiently solve

the CASH problem using a brute-force random search, af-

ter which we propose to construct an ensemble to boost

performance and stability.

2. We propose a modular radiomics search space with stan-

dardized components (i.e., fixed inputs, functionality, and

outputs) to facilitate the use of AutoML. To create a com-

prehensive search space, we include many commonly used

algorithms and their associated hyperparameters for each

component. To exploit prior knowledge, we use a light fin-

gerprinting mechanism to reduce the search space based

on the application at hand.

3. We extensively evaluate our framework by conducting a

large number of experiments on twelve different clinical

applications using three publicly available datasets and

nine in-house datasets.

4. We compare the methods in our framework to a radiomics

baseline, the state-of-the-art in AutoML (Bayesian opti-

mization), and various ensembling methods.

5. We publicly release six datasets with data of in total

930 patients to facilitate reproducibility (Starmans et al.,

2021c). Additionally, we have made the software imple-

mentation of our framework, and the code to perform our

experiments on all datasets open-source (Starmans et al.,

2018b; Starmans, 2021).

The remainder of this article is roughly organized according to

the order of these contributions.

1.1. Background and related work

To outline the context of this study, we here present some

background on typical radiomics studies. Generally, a ra-

diomics study can be seen as a collection of various steps: data

acquisition and preparation, segmentation, feature extraction,

and data mining (Starmans et al., 2020b). In this study, we

consider the data, i.e., the images, ground truth labels, and seg-

mentations, to be given; data acquisition and segmentation al-

gorithms are therefore outside of the scope of this study.

First, radiomics workflows commonly start with preprocess-

ing of the images and the segmentations to compensate for un-

desired variations in the data. For example, as radiomics fea-

tures may be sensitive to image acquisition variations, harmo-

nizing the images may improve the repeatability, reproducibil-

ity, and overall performance (Traverso et al., 2018). Examples

of preprocessing steps are normalization of the image intensi-

ties to a similar scale, or resampling all images (and segmenta-

tions) to the same voxel spacing.

Second, quantitative image features are computationally ex-

tracted. As most radiomics applications are in oncology, feature

extraction algorithms generally focus on describing properties

of a specific region of interest, e.g., a tumor, and require a seg-

mentation. Features are typically split in three groups (Parekh

and Jacobs, 2016; Zwanenburg et al., 2020): 1) first-order or

histogram, quantifying intensity distributions; 2) morphology,

quantifying shape; and 3) higher-order or texture, quantifying

spatial distributions of intensities or specific patterns. Typically,

radiomics studies extract hundreds or thousands of features,

but eliminate a large part through feature selection in the data

mining step. Many open-source toolboxes for radiomics fea-

ture extraction exist, such as MaZda (Szczypiński et al., 2009),

CGITA (Fang et al., 2014), CERR (Apte et al., 2018), IBEX

(Zhang et al., 2015), PyRadiomics (van Griethuysen et al.,

2017), CaPTk (Rathore et al., 2018), LIFEx (Nioche et al.,

2018), and RaCat (Pfaehler et al., 2019). A comprehensive

overview of radiomics toolboxes can be found in Song et al.

(2020).

Lastly, the data mining component may itself consist of a
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combination of various components: 1) feature imputation; 2)

feature scaling; 3) feature selection; 4) dimensionality reduc-

tion; 5) resampling; 6) (machine learning) algorithms to find

relationships between the remaining features and the clinical

labels or outcomes. While these methods are often seen as one

component, i.e., the data mining component, we split the data

mining step into separate components.

Several initiatives towards standardization of radiomics have

been formed. The Radiomics Quality Score (RQS) was defined

to assess the quality of radiomics studies (Lambin et al., 2017).

While the RQS provides guidelines for the overall study eval-

uation and reporting, it does not provide standardization of the

radiomics workflows or algorithms themselves. The Imaging

Biomarker Standardization Initiative (IBSI) (Hatt et al., 2018;

Zwanenburg et al., 2020) provides guidelines for the radiomics

feature extraction component and standardization for a set of

174 features (we use 564 features by default, of which a part is

included in IBSI). In this study, we complement these important

initiatives by addressing the standardization of the radiomics

workflow itself.

Related to this work, AutoML has previously been used in ra-

diomics using Tree-based Pipeline Optimization Tool (TPOT)

(Olson and Moore, 2019) by Su et al. (2019) to predict the

H3 K27M mutation in midline glioma and Sun et al. (2019)

to predict invasive placentation. These studies are examples

of using AutoML to optimize the machine learning component

of radiomics in two specific applications. In this study, we

streamlined the construction and optimization of the complete

radiomics workflow from images to prediction, included a large

collection of commonly used radiomics algorithms and parame-

ters in the search space, and extensively evaluated our approach

and its generalizability in twelve different applications.

We have previously published clinical studies in which our

WORC framework has been applied to develop and evaluate ded-

icated biomarkers (Starmans et al., 2018a; Castillo T. et al.,

2019; Vos et al., 2019; Timbergen et al., 2020; Starmans et al.,

2021a,b; Angus et al., 2021; Blazevic et al., 2021; Castillo T.

et al., 2021b,a; Starmans et al., 2022). These studies focused on

the evaluation of the clinical relevance and impact of the result-

ing biomarkers and only describe the application of (previous

versions of) WORC, but did not rigorously present and validate

the WORC framework from a technical perspective. In the cur-

rent study, we present the complete method itself in detail, have

added a light fingerprinting mechanism, simultaneously evalu-

ate the framework on multiple clinical applications using a sin-

gle harmonized configuration, analyze in-depth the influence

of the random search and ensemble settings on the performance

and stability, and compare the performance to a radiomics base-

line and the state-of-the-art in AutoML and ensembling.

2. Methods

This study focuses on binary classification problems, as these

are most common in radiomics (Song et al., 2020).

2.1. Automatic workflow optimization

The aim of our framework is to automatically construct and

optimize the radiomics workflow out of a large number of al-

gorithms and their associated hyperparameters. To this end, we

identified three key requirements. First, as the optimal combi-

nation of algorithms may vary per application, our optimization

strategy should adapt the workflow per application. Second,

while model selection is typically performed before hyperpa-

rameter tuning, it has been shown that these two problems are

not independent (Thornton et al., 2013). Thus, combined op-

timization is required. Third, to prevent over-fitting, all opti-

mization should be performed on a training dataset and thereby

independent from the test dataset (Hutter et al., 2019; Hosseini

et al., 2020; Song et al., 2020). As manual model selection and

hyperparameter tuning is not feasible in a large solution space

and not reproducible, all optimization should be automatic.

2.1.1. The Combined Algorithm Selection and Hyperparameter

(CASH) optimization problem

To address the three identified key requirements, we propose

to formulate the complete radiomics workflow as a Combined

Algorithm Selection and Hyperparameter (CASH) optimization
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problem, which previously has been defined in AutoML for ma-

chine learning model optimization (Thornton et al., 2013). For

a single algorithm, the associated hyperparameter space con-

sists of all possible values of all the associated hyperparameters.

In machine learning, given a dataset D =
{
( ~x1, y1), . . . , ( ~xn, yn)

}
consisting of features ~x and ground truth labels y for n objects or

samples, and a set of algorithmsA =
{
A(1), . . . , A(m)

}
with asso-

ciated hyperparameter spaces ∆(1), . . . ,∆(m), the CASH problem

is to find the algorithm A∗ and associated hyperparameter set λ∗

that minimize the loss L:

A∗, λ∗ ∈ argmin
A( j)∈A,λ∈∆( j)

1
ktraining

ktraining∑
i=1

L
(
A( j)
λ ,D

(i)
train,D

(i)
valid

)
, (1)

where a cross-validation with ktraining iterations is used to de-

fine subsets of the full dataset for training (D(i)
train) and vali-

dation (D(i)
valid). In order to combine model selection and hy-

perparameter optimization, the problem can be reformulated

as a pure hyperparameter optimization problem by introduc-

ing a new hyperparameter λr that selects between algorithms:

∆ = ∆(1) ⋃ . . .
⋃

∆(m) ⋃{λr} (Thornton et al., 2013). Thus, λr

defines which algorithm from A and which associated hyper-

parameter space ∆ are used. This results in:

λ∗ ∈ argmin
λ∈∆

1
ktraining

ktraining∑
i=1

L
(
λ,D(i)

train,D
(i)
valid

)
. (2)

We extend the CASH problem to the complete radiomics

workflow, consisting of various components. The parameters of

all algorithms are treated as hyperparameters. Furthermore, in-

stead of introducing a single hyperparameter to select between

algorithms, we define multiple algorithm selection hyperparam-

eters. Two categories are distinguished: 1) for optional com-

ponents, an activator hyperparameter is introduced to deter-

mine whether the component is actually used or not; and 2)

for mandatory components, an integer selector hyperparame-

ter is introduced to select one of the available algorithms. Op-

tional components that contain multiple algorithms have both

an activator and selector hyperparameter. We thus reformulate

CASH for a collection of t algorithm setsAC = A1
⋃
. . .

⋃
At

and the collection of associated hyperparameter spaces ∆C =

∆1
⋃
. . .

⋃
∆t. Including the activator and selector model se-

lection parameters within the hyperparameter collections, sim-

ilar to Equation 2, this results in:

λ∗ ∈ argmin
λC∈∆C

1
ktraining

ktraining∑
i=1

L
(
λC ,D

(i)
train,D

(i)
valid

)
. (3)

A schematic overview of the algorithm and hyperparameter

search space is shown in Figure 1. The resulting framework

is coined WORC (Workflow for Optimal Radiomics Classifica-

tion). Including new algorithms and hyperparameters in this

reformulation is straight-forward, as these can simply be added

toAC and ∆C , respectively.

As a loss function L, we use the weighted F1-score, which

is the harmonic mean of precision and recall, and thus a class-

balanced performance metric:

F1,w = 2
nclasses∑
c=1

Nc

Ntotal

PRECc × RECc

PRECc + RECc
, (4)

where the number of classes nclasses = 2 for binary classifica-

tion, Nc the number of samples of class c, Ntotal the total num-

ber of samples, and PRECc and RECc the precision and recall

of class c, respectively.

As optimization strategy, we use a straightforward random

search algorithm, as it is efficient and often performs well

(Bergstra and Bengio, 2012). In this random search, NRS work-

flows are randomly sampled from the search space ∆C , and their

F1,w scores are calculated.

2.1.2. Ensembling

In radiomics studies showing the performance of multiple ap-

proaches there is often not a clear winner: many workflows

generally have similar predictive accuracy. However, despite

having similar overall accuracies, the actual prediction for an

individual sample may considerably vary per workflow. More-

over, due to the CASH optimization, the best performing solu-

tion is likely to overfit. Hence, by combining different work-

flows in an ensemble, the performance and generalizability of

radiomics models may be improved (Feurer et al., 2019).
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Features

Feature Imputation
Set ∆1

Groupwise Feature Selection
Set ∆2 . . . Resampling

Set ∆m−1

Classifier
Set ∆m

Median Mean . . . KNN

n neighbors

GLCM Histogram . . . Shape SMOTE

n neighbors sampling strategy

. . . ADASYN

sampling strategy

n neighbors

SVM

. . .
Random Forest

n trees

min samples split

max depth

. . . AdaBoost

learning rate

n estimators

Prediction

Workflow search space

Figure 1: Schematic overview of the workflow search space in our framework. The search space consists of various sequential sets of algorithms, where each

algorithm may include various hyperparameters, as indicated by the leaves in the trees. An example of a workflow, i.e., a specific combination of algorithms

and parameters, is indicated by the gray nodes. Abbreviations: AdaBoost: adaptive boosting; ADASYN: adaptive synthetic sampling; KNN: k-nearest neighbor;

GLCM: gray level co-occurence matrix; SMOTE: synthetic minority oversampling technique; SVM: support vector machine.

Furthermore, ensembling may serve as a form of regulariza-

tion, as local minimums in the optimization are balanced by

the other solutions in the ensemble. When repeating the op-

timization, due to the randomness of the search, which single

workflow performs best and thus the predictions per sample

may vary. This especially occurs when using a small number

of random searches. An ensemble may therefore lead to a more

stable solution of the random search.

Therefore, instead of selecting the single best workflow, we

propose to use an ensemble E. Various ensembling algorithms

have been proposed in literature (Zhang and Ma, 2012). Opti-

mizing the ensemble construction on the training dataset may

in itself lead to overfitting. Thus, we propose to use a simple

approach of combining a fixed number Nens of the best perform-

ing workflows by averaging their predictions (i.e., the poste-

rior probabilities for binary classification). The workflows are

ranked based on their mean F1,w on the validation datasets. This

method will be referred to as “topN”.

2.1.3. The WORC optimization algorithm

The optimization algorithm of our WORC framework is de-

picted in Algorithm 1. All optimization is performed on the

training dataset by using a random-split cross-validation with

ktraining = 5, using 80% for training and 20% for validation in a

stratified manner, to make sure the distribution of the classes

in all sets is similar to the original. A random-split cross-

validation is used as this allows a fixed ratio between the train-

ing and validation datasets independent of ktraining, and is consis-

tent with our evaluation setup (subsection 2.5). The algorithm

returns an ensemble E.

Algorithm 1 The WORC optimization algorithm
1: procedure WORC(∆C ,NRS, ktraining,Nens)

2: for n ∈ {1, . . . ,NRS} do

3: λn ← Random (∆C)

4: Ln = 1
ktraining

∑ktraining

i=1 L
(
λn,D

(i)
train,D

(i)
valid

)
5: end for

6: ∆ranked ← Rank({λ1, . . . , λNRS } ∝ {L1, . . . ,LNRS })

7: ∆ens ← ∆ranked [1 : Nens]

8: Retrain ∆ens on full training set

9: Combine ∆ens into ensemble E

10: return E

11: end procedure

The WORC toolbox is implemented in Python3 and available

open-source (Starmans et al., 2018b)1 under the Apache Li-

cense, Version 2.0. Documentation on the WORC toolbox can

be found online (Starmans et al., 2018c), and several tutorials

1This DOI represents all versions, and will always resolve to the latest one.
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are available2. A minimal working example is shown in Algo-

rithm A.1.

2.2. Radiomics workflow search space

In order to formulate radiomics as a CASH problem, the

workflow needs to be modular and consist of standardized

components. In this way, for each component, a set of algo-

rithms and hyperparameters can be defined. We therefore split

the radiomics workflow into the following components: im-

age and segmentation preprocessing, feature extraction, feature

and sample preprocessing, and machine learning. An overview

of the default included components, algorithms, and associated

hyperparameters in the WORC framework is provided in Table 1.

Details on the included algorithms and their associated hyper-

parameters are given in Appendix .1.

Besides the fact that currently the optimal radiomics method

in a new application has to be found manually, there is also

no clearly defined search space. Most reviews on radiomics

do not provide a systematic review of the used methods but

rather some examples (Yip and Aerts, 2016; Rizzo et al., 2018;

Traverso et al., 2018; Sollini et al., 2019; Afshar et al., 2019;

Parekh and Jacobs, 2019; Bodalal et al., 2019; Avanzo et al.,

2020; Aerts, 2016; Guiot et al., 2021; Vial et al., 2018; Sand-

uleanu et al., 2018; Larue et al., 2017). Out of these review ar-

ticles, only Song et al. (2020) perform a systematic review, but

present only some of the most commonly used machine learn-

ing methods instead of all methods included in the reviewed

papers. Song et al. (2020) also do not include how these algo-

rithms were exactly used, e.g., stand-alone or in combination

with other algorithms, as feature selection or classification step

for algorithms that can fulfill both tasks, or which hyperparam-

eter configurations were used and how these were determined.

Hence, to address the issue of manual optimization, we also

need to address this issue and design an adequate search space.

To this end, for each component, we have included a large col-

lection of the algorithms and associated hyperparameters most

commonly included in the mentioned radiomics literature. The

2https://github.com/MStarmans91/WORCTutorial

hyperparameter search spaces were either set based on recom-

mendations from the used implementation or the literature, or

uniformly distributed around a default (logarithmic) value of

the algorithm, or otherwise set to span a wide range of logical

values (e.g. [0, 1] for ratios).

2.2.1. Fingerprinting

While it is generally difficult to determine which algorithms

or hyperparameters may work best on a specific dataset be-

fore actually constructing a radiomics workflow, there may be

some obvious relations. To exploit such prior knowledge, we

therefore introduce a light fingerprinting mechanism inspired

by Isensee et al. (2021) to reduce the search space.

First, we distinguish between qualitative modalities, i.e., im-

ages that do not have a fixed unit and scale (e.g. ultrasound,

qualitative MRI such as T1-weighted) and quantitative modal-

ities (e.g. CT, quantitative MRI such as T1 mapping). Only

in qualitative images, image normalization is applied. Further-

more, when discretization is required for feature computation

(e.g. gray level matrix features), a fixed bin count is used in

qualitative modalities, while a fixed bin width is used in quan-

titative modalities (Zwanenburg et al., 2020; van Griethuysen

et al., 2017). Users are required to manually supply the type

per image, which is assumed to be the same for all patients and

thus only has to be set once.

Second, we inspect the mean pixel spacing and slice thick-

ness in a dataset to choose between using 2D, 2.5D, and/or 3D

features. Many radiomics studies include datasets with varia-

tions in the slice thickness due to heterogeneity in the acquisi-

tion protocols. This may cause feature values to be dependent

on the acquisition protocol. Moreover, the slice thickness is

often substantially larger than the pixel spacing, resulting in a

“2.5D” representation rather than 3D. We therefore define three

scenario’s: 1) If the images and/or segmentations in a dataset

consist of a single 2D slice, only 2D features are used; 2) If the

mean of all images is (almost) isotrope, i.e., slice thickness is

similar to pixel spacing, 3D features are extracted. In this case,

a 2.5D approach is used for features that are only defined in

7
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Step Component Algorithm Hyperparameter Distribution
1 Feature Selection Group-wise selection Activator B(1.0)

Activator per group 17 × B(0.5)
2 Feature Imputation Selector C(5)

Mean - -
Median - -
Mode - -
Constant (zero) - -
KNN Nr. Neighbors Ud(5, 10)

3 Feature Selection Variance Threshold Activator B(1.0)
4 Feature Scaling Robust z-scoring - -
5 Feature Selection RELIEF Activator B(0.2)

Nr. Neighbors Ud(2, 6)
Sample size U(0.75, 0.95)
Distance P Ud(1, 4)
Nr. Features Ud(10, 50)

6 Feature Selection SelectFromModel Activator B(0.2)
Type C(3)
LASSO alpha U(0.1, 1.5)
RF Nr. Trees Ud(10, 100)

7 Dimensionality Reduction PCA Activator B(0.2)
Type C(4)

8 Feature Selection Univariate testing Activator B(0.2)
Threshold Ul(10−3, 10−2.5)

9 Resampling Activator B(0.2)
Selector Ud(1, 6)

RandomUnderSampling Strategy C(4)
RandomOverSampling Strategy C(4)
NearMiss Strategy C(4)
NeighborhoodCleaningRule Strategy C(4)

Nr. Neighbors Ud(3, 15)
Cleaning threshold U(0.25, 75)

SMOTE Type C(4)
Strategy C(4)
Nr. Neighbors Ud(3, 15)

ADASYN Strategy C(4)
Nr. Neighbors Ud(3, 15)

10 Classification Selector Ud(1, 8)
SVM Kernel C(3)

Regularization Ul(100, 106)
Polynomial degree Ud(1, 7)
Homogeneity U(0, 1)
RBF γ Ul(10−5, 105)

RF Nr. Trees Ud(10, 100)
Min. samples / split Ud(2, 5)
Max. depth Ud(5, 10)

LR Regularization U(0.01, 1)
Solver C(2)
Penalty C(3)
L1-ratio U(0, 1)

LDA Solver C(3)
Shrinkage Ul(10−5, 105)

QDA Regularization Ul(10−5, 105)
Gaussian Naive Bayes Regularization U(0, 1)
AdaBoost Nr. Estimators Ud(10, 100)

Learning rate Ul(0.01, 1)
XGBoost Nr. Rounds Ud(10, 100)

Max. depth Ud(3, 15)
Learning rate Ul(0.01, 1)
γ U(0.01, 10)
Min. child weight Ud(1, 7)
% Random samples U(0.3, 1.0)

Table 1: Overview of the algorithms and associated hyperparameter search spaces in the random search as used in the WORC framework for binary classification

problems. Definitions: B(p): Bernoulli distribution, equaling value True with probability p; C(c) a categorical distribution over c categories;U(min,max): uniform

distribution; Ud(min,max): uniform distribution with only discrete values; Ul(min,max): uniform distribution on a logarithmic scale. Abbreviations: AdaBoost:

adaptive boosting; ADASYN; adaptive synthetic sampling; KNN: k-nearest neighbors; LDA: linear discriminant analysis; LR: logistic regression; PCA: principal

component analysis; RBF: radial basis function; QDA: quadratic discriminant analysis; RF: random forest; SMOTE: synthetic minority oversampling technique;

SVM: support vector machine; XGBoost: extreme gradient boosting.
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2D; and 3) If the mean of all images is anisotrope, features are

extracted in 2.5D. To extract 2.5D features, the features are ex-

tracted per 2D slice and aggregated over all slices, after which

various first order statistics are computed which serve as the

actual features for the data mining step. We use a conserva-

tive definition for similarity between slice thickness and pixel

spacing: slice thickness ≤ 2 × pixel spacing.

Third, if the dataset is relatively balanced, resampling meth-

ods are deemed not useful and are omitted. We define relatively

balanced conservatively as maximally a 60/40 ratio between the

classes.

2.3. Comparison with Bayesian optimization

To evaluate our choice to use random search to optimize

Equation 3 in the WORC algorithm (Algorithm 1), the perfor-

mance is compared to the state-of-the art in AutoML. Bayesian

optimization, in particular Sequential Model-based Algorithm

Configuration (S MAC) (Lindauer et al., 2021), was chosen as

it was originally used to solve the CASH problem (Thornton

et al., 2013), and is one of the most popular methods in AutoML

(Hutter et al., 2019), e.g., in many of the winning solutions

in the ChaLearn challenge (Guyon et al., 2019) and in promi-

nent AutoML systems such as Auto-WEKA (Kotthoff et al.,

2019) and Auto-sklearn (Feurer et al., 2019). Moreover,

Bayesian optimization is suitable to optimize the WORC search

space as it facilitates both categorical and continuous optimiza-

tion, large search spaces, and combined algorithm selection and

hyperparameter selection.

SMAC uses a random search as initialization strategy, a ran-

dom forest as surrogate model to relate the blackbox hyperpa-

rameters to the output, and the expected improvement as ac-

quisition function to determine which blackbox hyperparame-

ter configurations should be tried in the next iteration. The op-

timization target and evaluation strategy are the same as used

by the random search, i.e., optimizing the mean F1,w on the val-

idation datasets in a random-split cross-validation with ktraining

iterations.

2.4. Comparison with advanced ensembling methods

To evaluate our choice to create an ensemble of a fixed num-

ber Nens of the top performing workflows in the WORC algo-

rithm (Algorithm 1), the performance is compared to two more

advanced ensembling approaches.

First, instead of using a fixed number of workflows, we op-

timize the number of included workflows. Hence, in Algo-

rithm 1, the Nens with the highest mean F1,w on the valida-

tion datasets is selected. To limit the computational burden, the

maximum was set at Nens = 100. This method will be referred

to as “FitNumber”.

Second, we use the often-cited approach from Caruana et al.

(2004), which is also the default method for Auto-sklearn

(Feurer et al., 2019). The approach starts with an empty ensem-

ble and iteratively performs forward selection to select which

estimator gives the largest improvement, which is done with

repetition of the same estimator to allow a form of weighting.

To prevent overfitting, bagging is applied, where in each bag-

ging iteration only a subset of the available models is included.

This method will be referred to as “ForwardSelection”.

2.5. Statistics

Evaluation using a single dataset is performed through

a random-split cross-validation with ktest = 100, see Fig-

ure A.1(a) for a schematic overview. A random-split cross-

validation was chosen, as it has a relatively low computational

complexity while facilitating estimation of the generalization

error (Picard and Cook, 1984; Nadeau and Bengio, 2003). In

each iteration, the data is randomly split in 80% for training

and 20% for testing in a stratified manner. In each random-split

iteration, all CASH optimization is performed within the train-

ing set according to Algorithm 1 to eliminate any risk of over-

fitting on the test set. When a fixed, independent training and

test set are used, only the second, internal random-split cross-

validation with ktraining = 5 on the training set for the CASH

optimization is used, see Figure A.1(b).

Performance metrics used for evaluation of the test set in-

clude the Area Under the Curve (AUC), calculated using the
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Receiver Operating Characteristic (ROC) curve, F1,w, sensitiv-

ity, specificity, precision, recall, accuracy, and Balanced Classi-

fication Rate (BCR) (Tharwat, 2021). When a single dataset is

used, and thus a ktest = 100 random-split cross-validation, 95%

confidence intervals of the performance metrics are constructed

using the corrected resampled t-test, thereby taking into account

that the samples in the cross-validation splits are not statistically

independent (Nadeau and Bengio, 2003). When a fixed training

and test set are used, 95% confidence intervals are constructed

using 1000x bootstrap resampling of the test dataset and the

standard method for normal distributions (Efron and Tibshirani

(1986), table 6, method 1). ROC confidence bands are con-

structed using fixed-width bands (Macskassy et al., 2005).

3. Experiments

3.1. Evaluation of default configuration on twelve different

clinical applications

In order to evaluate our WORC framework, experiments were

performed on twelve different clinical applications: see Ta-

ble 2 for an overview of the twelve datasets, and Figure 2

for example images from each dataset. We focused on on-

cology applications as these are most common in radiomics,

but also included a widely known non-oncology application

(Alzheimer) to demonstrate the application of our framework.

For the oncology applications, we used routinely collected,

clinically representative, multi-center datasets to train and eval-

uate our biomarkers. This facilitates generalization of the re-

sulting biomarkers across image acquisition protocols and thus

across clinical centres, increasing the feasibility of applying

such a biomarker in routine clinical practice.

For each experiment, per patient, one or more scan(s) and

segmentation(s), and a ground truth label are provided. All

scans were made at “baseline”, i.e., before any form of treat-

ment or surgery. One dataset (the Glioma dataset) consists of

a fixed, independent training and test set and is thus evaluated

using 1000x bootstrap resampling. In the other eleven datasets,

the performance is evaluated using the ktest = 100 random-split

cross-validation.

The first six datasets (Lipo, Desmoid, Liver, GIST, CRLM,

and Melanoma) are publicly released as part of this study, see

(Starmans et al., 2021c) for more details. Three datasets (HCC,

MesFib, and Prostate) could not be made publicly available.

The final three datasets (Glioma, Alzheimer, and H&N) are al-

ready publicly available, and were described in previous studies

(van der Voort et al., 2019b; Jack et al., 2015; Aerts et al., 2014).

For the Glioma dataset, the raw imaging data was not avail-

able. Instead, pre-computed radiomics features, age, and sex

are available (van der Voort et al., 2019a), which were directly

fed into WORC.

The Alzheimer dataset was obtained from the Alzheimer’s

Disease Neuroimaging Initiative (ADNI) database

(adni.loni.usc.edu). The ADNI was launched in 2003 as

a public-private partnership, led by Principal Investigator

Michael W. Weiner, MD. The primary goal of ADNI was to

test whether serial MRI, positron emission tomography (PET),

other biological markers, and clinical and neuropsychological

assessment can be combined to measure the progression of

mild cognitive impairment (MCI) and early Alzheimer’s dis-

ease (AD). For up-to-date information, see www.adni-info.org.

This dataset will be referred to as the “Alzheimer” dataset.

Here, radiomics was used to distinguish patients with AD

from cognitively normal (CN) individuals. The cohort as

described by Bron et al. (2021) was used, which includes 334

patients with AD and 520 CN individuals with approximately

the same mean age in both groups (AD: 74.9 years, CD: 74.2

years). The hippocampus was chosen as region of interest

for the radiomics analysis, as this region is known to suffer

from atrophy early in the disease process of AD. Automatic

hippocampus segmentations were obtained for each patient

using the algorithm described by Bron et al. (2014).

The H&N dataset (Aerts et al., 2014) was obtained from a

public database3 and directly fed into WORC. For each lesion,

the first gross tumor volume (GTV-1) segmentation was used as

region of interest for the radiomics analysis. Patients without a

CT scan or a GTV-1 segmentation were excluded.

3https://xnat.bmia.nl/data/projects/stwstrategyhn1
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# Dataset Patients Modality Segmentation Description

1. LipoO 115 T1w MRI Tumor Distinguishing well-differentiated liposarcoma from lipoma in

116 lesions from 115 patients (Vos et al., 2019).

2. DesmoidO 203 T1w MRI Tumor Differentiating desmoid-type fibromatosis from soft-tissue sar-

coma (Timbergen et al., 2020).

3. LiverO 186 T2w MRI Tumor Distinguishing malignant from benign primary solid liver lesions

(Starmans et al., 2021b).

4. GISTO 246 CT Tumor Differentiating gastrointestinal stromal tumors (GIST) from

other intra-abdominal tumors in 247 lesions from 246 patients

(Starmans et al., 2022).

5. CRLMO 77 CT Tumor Distinguishing replacement from desmoplastic histopathological

growth patterns in colorectal liver metastases (CRLM) in 93 le-

sions from 77 patients (Starmans et al., 2021a).

6. MelanomaO 103 CT Tumor Predicting the BRAF mutation status in melanoma lung metas-

tases in 169 lesions from 103 patients (Angus et al., 2021).

7. HCC 154 T2w MRI Liver Distinguishing livers in which no hepatocellular carcinoma

(HCC) developed from livers with HCC at first detection during

screening (Starmans et al., 2020a).

8. MesFib 68 CT Surrounding

mesentery

Identifying patients with mesenteric fibrosis at risk of developing

intestinal complications (Blazevic et al., 2021).

9. Prostate 40 T2w MRI,

DWI,

ADC

Lesion Classifying suspected prostate cancer lesions in high-grade

(Gleason > 6 ) versus low-grade (Gleason <= 6) in 72 lesions

from 40 patients (Castillo T. et al., 2019).

10. Glioma 413 T1w &

T2w MRI

Tumor Predicting the 1p/19q co-deletion in patients with presumed low-

grade glioma with a training set of 284 patients and an external

validation set of 129 patients (van der Voort et al., 2019b).

11. Alzheimer 848 T1w MRI Hippocampus Distinguishing patients with Alzheimer’s disease from cogni-

tively normal individuals in 848 subjects based on baseline T1w

MRIs (Bron et al., 2021).

12. H&N 137 CT Gross tumor

volume

Predicting the T-stage (high (≥ 3) or low (< 3)) in patients with

head-and-neck cancer (Aerts et al., 2014).

ODataset publicly released as part of this study (Starmans et al., 2021c).

Table 2: Overview of the twelve datasets used in this study to evaluate our WORC framework. Abbreviations: ADC: Apparent Diffusion Coefficient; CT: Computed

Tomography; DWI: Diffusion Weighted Imaging; MRI: Magnetic Resonance Imaging; T1w: T1 weighted; T2w: T2 weighted.

3.2. Influence of the number of random search iterations and

ensemble size

Additional experiments were conducted to investigate the in-

fluence of the number of random search iterations NRS and en-

11



a. Lipo b. Desmoid c. Liver

d. GIST e. CRLM f. Melanoma

g. HCC h. MesFib i. Prostate

j. Glioma k. Alzheimer l. H&N

Figure 2: Examples of the 2D slices from the 3D imaging data from the twelve datasets used in this study to evaluate our WORC framework For each dataset, for

one patient of each of the two classes, the 2D slice in the primary scan direction (e.g., axial) with the largest area of the segmentation is depicted; the boundary

of the segmentation is projected in color on the image. The datasets included were from different clinical applications: a. lipomatous tumors (Vos et al., 2019);

b. desmoid-type fibromatosis (Timbergen et al., 2020); c. primary solid liver tumors (Starmans et al., 2021b); d. gastrointestinal stromal tumors (Starmans et al.,

2022); e. colorectal liver metastases (Starmans et al., 2021a); f. melanoma (Angus et al., 2021); g. hepatocellular carcinoma (Starmans et al., 2020a); h. mesenteric

fibrosis (Blazevic et al., 2021); i. prostate cancer (Castillo T. et al., 2019); j. low grade glioma (van der Voort et al., 2019b); k. Alzheimer’s disease (Bron et al.,

2021); and l. head and neck cancer (Aerts et al., 2014).

semble size Nens on the performance. For reproducibility, these

experiments were performed using the six datasets publicly re-

leased in this study (Lipo, Desmoid, Liver, GIST, CRLM, and

Melanoma).

We hypothesize that increasing Nens at first will improve

the performance and stability, and after some point, when

the ratio Nens/NRS becomes too high, will reduce the perfor-

mance and stability as bad solutions are added to the en-

semble. We varied the number of random search iterations

(NRS ∈ {10, 50, 100, 1000, 10000, 25000}) and the ensemble

size (Nens ∈ {1(i.e., no ensembling), 10, 50, 100}) and repeated

each experiment ten times with different seeds for the random

number generator. To limit the computational burden, ktest = 20

was used instead of the default ktest = 100, and the NRS = 25000

experiment was only performed once instead of ten times. For

each configuration, both the average performance and the sta-

bility were assessed in terms of the mean and standard devia-

tion of F1,w. Based on these experiments, the default number
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of random search iterations and ensemble size for the WORC

optimization algorithm were determined and used in all other

experiments.

3.3. Comparison to radiomics baseline

Additional experiments were conducted to compare the

WORC algorithm a radiomics baseline. For reproducibility,

these experiments were performed using the six datasets pub-

licly released in this study.

As mentioned in subsection 2.2, a variety of methods is

used in radiomics, hence “the state-of-the-art” in radiomics is

not defined. According to Song et al. (2020), the most com-

monly used choices for the individual radiomics components

are PyRadiomics (van Griethuysen et al., 2017) for feature

extraction, LASSO (Fonti and Belitser, 2017) for feature selec-

tion, and logistic regression for classification. Various examples

of combinations of these components can also be found in the

literature (Huang et al., 2016; Cho and Park, 2017; Zhang et al.,

2017; Krafft et al., 2018; Wang et al., 2020; Shi et al., 2021).

Hence, to compare the WORC algorithm to a radiomics base-

line, additional experiments were conducted using these se-

lected methods (PyRadiomics + LASSO + logistic regres-

sion). As both LASSO and the logistic regression have hyper-

parameters that require tuning, we use the same random search

as in to the WORC algorithm to optimize their settings. Effec-

tively, this corresponds with substantially limiting the WORC

search space and not using an ensemble, thus resulting in a sim-

ilar computation time. While the WORC algorithm has to both

perform method selection and hyperparameter optimization, the

baseline can dedicate all computational budget to hyperparam-

eter optimization and thus focus on finetuning of the selected

method configuration.

3.4. Comparison to Bayesian optimization and advanced en-

sembling methods

Additional experiments were conducted to compare the

WORC algorithm to Bayesian optimization through SMAC and

other ensembling methods. For reproducibility, these experi-

ments were performed using the six datasets publicly released

in this study.

Random search is highly efficient (Bergstra and Bengio,

2012), while SMAC requires time for the surrogate model fit-

ting and can thus explore less workflows in the same com-

putation time. We hypothesize that the random search will

outperform SMAC on a low computational budget, as the sur-

rogate model will not be highly accurate and relatively few

function evaluations can be performed, but that SMAC will

outperform the random search at higher computational bud-

get as these disadvantages decrease. We therefore compare

the random search with three different computational budgets

for SMAC: low (36 hour), medium (355 hour) and high (1842

hour), roughly corresponding with the computational budgets

for NRS ∈ {1000, 10000, 50000}, respectively. The SMAC run-

time is defined as the wallclock time spent on fitting and eval-

uating the workflows, fitting the surrogate model, and selecting

new configurations to execute. Note that this is the computa-

tional budget for the optimization in a single train-test cross-

validation iteration.

For each SMAC runtime experiment, and for the default set-

tings of NRS and Nens resulting from the experiments described

in subsection 3.2, the three different ensembling methods are

compared: topN, FitNumber, and ForwardSelection.

Both the random search and SMAC optimize the performance

in terms of F1,w on the validation sets. An improved validation

performance may not necessarily translate to better generaliza-

tion, i.e., an increased performance on the test sets. Thus, to

evaluate which method performs better in terms of both gen-

eralization and optimization, we compare not only the test set

performance between random search and SMAC, but also the

optimization criterion, i.e., the F1,w of the single best found

workflow on the validation sets.

3.5. Hardware and computation time

The computation time of a WORC experiment roughly scales

with ktraining, ktest, and NRS . A high degree of parallelization
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for all these parameters is possible, as all workflows can be

executed independent of each other. We choose to run the it-

erations of ktest sequentially instead of in parallel to maintain a

sustainable computational load. For the ktraining iterations and

NRS samples, all workflows are run in parallel. The default ex-

periments in this study consist of executing 500000 workflows

(ktraining = 5, ktest = 100, and NRS = 1000). On average, experi-

ments in our study had a computation time of approximately 18

hours on a machine with 24 Intel E5-2695 v2 CPU cores, hence

roughly 10 minutes per train-test cross-validation iteration. The

contribution of the feature extraction to the computation time is

negligible.

4. Results

4.1. Application of the WORC framework to twelve datasets

Error plots of the AUC from the application of our WORC

framework with the same default configuration on the twelve

different datasets are shown in Figure 3; detailed performances,

including other metrics, are shown in Table 3; the ROC curves

are shown in Figure A.2. In eleven of the twelve datasets, we

successfully found a prediction model, with mean AUCs of

0.83 (Lipo), 0.82 (Desmoid), 0.80 (Liver), 0.77 (GIST), 0.61

(CRLM), 0.75 (HCC), 0.80 (MesFib), 0.72 (Prostate), 0.71

(Glioma), 0.87 (Alzheimer), and 0.84 (H&N). In the Melanoma

dataset, the mean AUC (0.45) was similar to that of guessing

(0.50).

4.2. Influence of the number of random search iterations and

ensemble size

The performance of varying the number of random search

iterations NRS and ensemble size Nens in the six public datasets

is reported in Table 44.

For five out of six datasets in this experiment (Lipo,

Desmoid, Liver, GIST, and CRLM), the mean performance

4Discrepancies between Table 3 and Table 4 on NRS = 1000 and Nens = 100

may be attributed due to the difference in cross-validation iterations (ktest = 100

and ktest = 20, respectively).

generally improved when increasing both NRS and Nens. For

the sixth dataset (Melanoma), the performance for varying NRS

and Nens was similar. This exception can be attributed to the

fact that it is the only dataset in this study where we could not

successfully construct a predictive model.

In the first five datasets, the mean F1,w for the lowest values,

NRS = 1 (i.e., only trying one random workflow) and Nens = 1

(i.e., no ensembling), was 0.75 (Lipo), 0.61 (Desmoid), 0.66

(Liver), 0.67 (GIST), and 0.54 (CRLM). The mean performance

for the highest values, NRS = 25000 and Nens = 100, was

substantially higher for all five datasets (Lipo: 0.84; Desmoid:

0.72; Liver: 0.80; GIST: 0.76; and CRLM: 0.63). The mean

F1,w of NRS = 1000 was very similar to that of NRS = 25000,

while NRS = 25000 took 25 times longer to execute than NRS =

1000. This indicates that at some point, here NRS = 1000, in-

creasing the computation time by trying out more workflows

does not result in an increase in performance on the test set

anymore.

At NRS = 10 and Nens = 1, the standard deviation of the F1,w

(Lipo: 0.026; Desmoid: 0.023; Liver: 0.022; GIST: 0.038; and

CRLM: 0.027) was substantially higher than at NRS = 10000,

Nens = 100 (Lipo: 0.001; Desmoid: 0.004; Liver: 0.002; GIST:

0.002; and CRLM: 0.005). This indicates that increasing NRS

and Nens improves the stability of the model. The standard de-

viations of NRS = 10000 were similar to NRS = 1000, illustrat-

ing that, similar to the mean performance, the stability at some

point converges. For each NRS value, the standard deviation at

first decreased when increasing Nens, but increased when Nens

became similar or equal to NRS.

4.3. Comparison to radiomics baseline

In terms of mean AUC [95% CI] on the test set, the radiomics

baseline (PyRadiomics + LASSO + logistic regression) per-

formed substantially worse than the WORC algorithm in four

datasets (Lipo: 0.65 [0.51-0.78], Desmoid: 0.74 [0.67-0.81],

GIST: 0.65 [0.57-0.74], CRLM: 0.58 [0.47-0.70]). On the Liver

(0.81 [0.72-0.90]) and Melanoma (0.53 [0.43-0.64]) datasets,

the performance was similar.
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Figure 3: Error plots of the area under the receiver operating characteristic curve (AUC) of the radiomics models on twelve datasets. The error plots represent

the 95% confidence intervals, estimated through ktest = 100 random-split cross-validation on the entire dataset (all except Glioma) or through 1000x bootstrap

resampling of the independent test set (Glioma). The circle represents the mean (all except Glioma) or point estimate (Glioma), which is also stated to the right of

each circle. The dashed line corresponds to the AUC of random guessing (0.50).

4.4. Comparison to Bayesian optimization and advanced en-

sembling methods

The performance on the test set of the WORC algorithm ran-

dom search and Bayesian optimization through SMAC using

various ensembling approaches in the six public datasets is de-

picted in Figure 4. Generally, the performance of SMAC was on

all computational budgets similar to that of the random search,

as the confidence intervals show substantial overlap. Simi-

larly, the confidence intervals for the different ensemble meth-

ods show substantial overlap. However, on average, the top100

ensembling method consistently outperformed the FitNumber

and ForwardSelection methods on all datasets, for all SMAC

computational budgets, and for the random search.

The performance of the single best configuration on the val-

idation set of the WORC algorithm and SMAC is reported in Ta-

ble A.2. The random search consistently outperformed SMAC

on the lowest computational budget (0.02 - 0.07 higher F1,w),

except for one dataset (Lipo). On the contrary, SMAC on the

highest computational budget consistently outperformed the

random search (0.02 - 0.08 higher F1,w).

5. Discussion

The increase in radiomics studies in recent years has led to

a wide variety of radiomics algorithms. For a new clinical

application, finding a suitable radiomics workflow has to be

done manually, which has many disadvantages. In this study,

we exploited advances in automated machine learning in or-

der to fully automatically construct complete radiomics work-

flows from a large search space of radiomics algorithms and

their associated hyperparameters. To evaluate the performance

and generalization, we applied our framework to twelve dif-

ferent, independent clinical applications, while using the exact

same configuration. We were able to find a predictive classifi-

cation model in eleven applications, indicating that our WORC

framework can be used to automatically find radiomics signa-

tures in various clinical applications. Ensembling improved
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Dataset Lipox Desmoidx Liverx GISTx CRLMx Melanomax

AUC 0.83 [0.76, 0.90] 0.82 [0.75, 0.89] 0.80 [0.74, 0.86] 0.77 [0.71, 0.83] 0.61 [0.49, 0.75] 0.45 [0.34, 0.57]

BCR 0.74 [0.66, 0.82] 0.74 [0.66, 0.81] 0.72 [0.65, 0.78] 0.71 [0.65, 0.77] 0.59 [0.48, 0.71] 0.47 [0.38, 0.56]

F1,w 0.74 [0.65, 0.82] 0.77 [0.70, 0.83] 0.72 [0.65, 0.78] 0.71 [0.65, 0.77] 0.58 [0.46, 0.70] 0.44 [0.35, 0.54]

Sensitivity 0.69 [0.56, 0.83] 0.75 [0.43, 0.70] 0.71 [0.61, 0.82] 0.68 [0.57, 0.79] 0.58 [0.39, 0.76] 0.58 [0.42, 0.75]

Specificity 0.79 [0.68, 0.90] 0.90 [0.83, 0.96] 0.72 [0.62, 0.82] 0.75 [0.66, 0.83] 0.61 [0.42, 0.79] 0.35 [0.19, 0.51]

Dataset HCCx MesFibx Prostatex Gliomab Alzheimerx H&Nx

AUC 0.75 [0.67, 0.82] 0.80 [0.68, 0.92] 0.72 [0.61, 0.82] 0.71 [0.61, 0.80] 0.87 [0.84, 0.90] 0.84 [0.76, 0.92]

BCR 0.69 [0.62, 0.77] 0.71 [0.59, 0.83] 0.67 [0.57, 0.78] 0.65 [0.57, 0.73] 0.78 [0.75, 0.81] 0.74 [0.66, 0.82]

F1,w 0.69 [0.62, 0.76] 0.70 [0.58, 0.82] 0.67 [0.56, 0.78] 0.61 [0.52, 0.69] 0.80 [0.77, 0.83] 0.74 [0.66, 0.82]

Sensitivity 0.73 [0.59, 0.86] 0.74 [0.56, 0.91] 0.67 [0.49, 0.85] 0.49 [0.38, 0.59] 0.69 [0.64, 0.75] 0.80 [0.69, 0.91]

Specificity 0.66 [0.55, 0.78] 0.68 [0.50, 0.86] 0.68 [0.53, 0.82] 0.82 [0.71, 0.93] 0.87 [0.83, 0.90] 0.68 [0.56, 0.80]

Table 3: Classification results of our WORC framework on the twelve datasets. For all metrics, the mean and 95% confidence intervals (CIs) are reported. Ab-

breviations: AUC: area under the receiver operating characteristic curve; BCR: balanced classification rate (Tharwat, 2021); F1,w: weighted F1-score. x: 95% CI

constructed through a ktest = 100 random-split cross-validation; b: 95% CI constructed through a 1000x bootstrap resampling of the test set.

the performance and stability of our method, but these de-

creased when the ratio between the ensemble size and ran-

dom search iterations becomes too large. Our framework gen-

erally outperformed a radiomics baseline, Bayesian optimiza-

tion, and two other ensembling approaches. Hence, our WORC

framework streamlines the construction and optimization of

radiomics workflows in new applications, and thus facilitates

probing datasets for radiomics signatures.

In the field of radiomics, there is a lack of reproducibility,

while this is vital for the transition of radiomics models to clin-

ical practice (Song et al., 2020; Traverso et al., 2018). A re-

cent study (dos Santos et al., 2021) even warned that radiomics

research must achieve “higher evidence levels” to avoid a re-

producibility crisis such as the recent one in psychology (Open

Science Collaboration, 2015). To facilitate reproducibility, our

framework replaces the heuristic trial-and-error process of man-

ually constructing radiomics workflows by a fully automated

optimization approach, thereby drastically reducing the num-

ber of subjective choices. Furthermore, we have publicly re-

leased six datasets with a total of 930 patients (Starmans et al.,

2021c), and made the WORC toolbox and the code to perform

our experiments on all datasets open-source (Starmans et al.,

2018b; Starmans, 2021).

Besides a lack of reproducibility, there is a positive publica-

tion bias in radiomics, with as few as 6% of the studies between

2015 and 2018 showing negative results as reported by Buvat

and Orlhac (2019). They indicate that, to overcome this bias,

sound methodology, robustness, reproducibility, and standard-

ization are key. By addressing these factors in our study, includ-

ing extensive validation of our framework on twelve different

clinical applications, we hope to contribute to overcoming the

challenges for publishing negative results.

From the twelve datasets included in this study, the

Melanoma dataset is the only dataset for which we were not

able to find a biomarker, which is studied in detail in Angus

et al. (2021). Similarly, neither the Bayesian optimization or

baseline radiomics approaches were able to find a biomarker.

Additionally, Angus et al. (2021) showed that scoring by a ra-

diologist also led to a negative result. This validates our frame-

work, showing that it does not invent a relation when one does

not exist.

In seven of the other eleven datasets in this study (Lipo,

Desmoid, Liver, GIST, MesFib, Prostate, LGG), the images

were previously visually scored by one or several clinicians

(Vos et al., 2019; Timbergen et al., 2020; Starmans et al., 2021b,

2022; Blazevic et al., 2021; Castillo T. et al., 2019; van der
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Lipo NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens = 1 0.754 0.026 0.772 0.021 0.790 0.026 0.784 0.016 0.790 0.012 0.800
Nens = 10 0.771 0.007 0.819 0.015 0.833 0.005 0.841 0.004 0.830 0.004 0.830
Nens = 50 - - 0.801 0.008 0.815 0.004 0.855 0.002 0.843 0.002 0.836
Nens = 100 - - - - 0.808 0.006 0.853 0.002 0.848 0.001 0.842

Desmoid NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens =1 0.607 0.023 0.621 0.020 0.612 0.024 0.634 0.018 0.679 0.012 0.689
Nens = 10 0.660 0.020 0.701 0.012 0.690 0.013 0.697 0.015 0.706 0.010 0.719
Nens = 50 - - 0.696 0.012 0.709 0.008 0.712 0.008 0.715 0.004 0.717
Nens = 100 - - - - 0.699 0.005 0.717 0.005 0.719 0.004 0.717

Liver NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens = 1 0.661 0.022 0.703 0.027 0.713 0.019 0.743 0.023 0.773 0.008 0.778
Nens = 10 0.709 0.016 0.755 0.015 0.762 0.011 0.792 0.007 0.805 0.005 0.806
Nens = 50 - - 0.753 0.013 0.767 0.005 0.797 0.004 0.801 0.003 0.807
Nens = 100 - - - - 0.766 0.006 0.793 0.003 0.798 0.002 0.803

GIST NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens = 1 0.668 0.038 0.709 0.023 0.712 0.023 0.725 0.019 0.735 0.010 0.733
Nens = 10 0.683 0.018 0.744 0.017 0.749 0.009 0.758 0.008 0.756 0.003 0.763
Nens = 50 - - 0.717 0.019 0.738 0.008 0.764 0.002 0.762 0.002 0.762
Nens = 100 - - - - 0.725 0.009 0.766 0.002 0.761 0.002 0.761

CRLM NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens = 1 0.545 0.027 0.572 0.038 0.555 0.025 0.589 0.026 0.583 0.015 0.591
Nens = 10 0.586 0.025 0.611 0.014 0.619 0.011 0.621 0.010 0.625 0.008 0.615
Nens = 50 - - 0.620 0.014 0.635 0.013 0.633 0.008 0.626 0.005 0.635
Nens = 100 - - - - 0.633 0.013 0.639 0.007 0.621 0.005 0.633

Melanoma NRS = 10 NRS = 50 NRS = 100 NRS = 1000 NRS = 10000 NRS = 25000
Mean Std Mean Std Mean Std Mean Std Mean Std Mean

Nens = 1 0.500 0.018 0.509 0.020 0.506 0.015 0.528 0.021 0.546 0.020 0.552
Nens = 10 0.489 0.018 0.506 0.016 0.508 0.011 0.522 0.015 0.539 0.011 0.553
Nens = 50 - - 0.488 0.011 0.495 0.008 0.520 0.009 0.534 0.005 0.537
Nens = 100 - - - - 0.490 0.010 0.513 0.004 0.529 0.004 0.536

Table 4: Mean and standard deviation (Std) for the weighted F1-score when ten times repeating experiments with varying number of random search iterations

(NRS) and ensemble size (Nens) on six different datasets (Lipo, Desmoid, Liver, GIST, CRLM, and Melanoma). The color coding of the mean indicates the relative

performance on each dataset (green: high; red: low); the color coding of the standard deviation indicates the relative variation on each dataset (dark: high; light:

low).
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Figure 4: Error plots of the area under the receiver operating characteristic curve (AUC) of the radiomics models on six datasets (Lipo, Desmoid, Liver, GIST,

CRLM, and Melanoma) for two optimization strategies (RS: random search, SMAC: sequential model-based algorithm configuration) with different computational

budgets (low, medium, high) and three ensembling strategies (100: top 100, FN: fit number, FS: forward selection (Caruana et al., 2004)).The error plots represent

the 95% confidence intervals, estimated through ktest = 100 random-split cross-validation on the entire dataset. The circle represents the mean. The dashed line

corresponds to the AUC of random guessing (0.5).

Voort et al., 2019b). We refer the reader to these studies for

details on the visual scoring, but note here that for several stud-

ies (Lipo, Desmoid, Liver, GIST, Prostate), the performance of

the clinicians was evaluated on a different dataset or a subset

of the dataset, and the clinicians were given additional informa-

tion (e.g. age, sex) besides the imaging. Table A.3 reports the

scores of the clinicians and WORC, while indicating such differ-

ences with footnotes. In two studies (Lipo, Prostate), the mean

of the WORC framework was substantially higher than that of

the clinicians, and similar in the other five. In six studies (Lipo,

Desmoid, GIST, MesFib, Prostate, Glioma), the WORC frame-

work outperformed at least one of the clinicians. This indicates

that the WORC framework has a competitive performance.

The field of medical deep learning faces several similar chal-

lenges to conventional radiomics (Afshar et al., 2019; Parekh

and Jacobs, 2019; Avanzo et al., 2020; Bodalal et al., 2019): a

lack of standardization, a wide variety of available algorithms,

and the need for tuning of model selection and hyperparameters

per application. The same problem thus persists: on a given ap-

plication, from all available deep learning algorithms, how to

find the optimal (combination of) workflows? Here, we showed

that automated machine learning may be used to streamline this
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process for conventional radiomics algorithms. Hence, future

research may include a similar framework to WORC to facili-

tate construction and optimization of deep learning workflows,

including the full workflow from image to prediction, or a hy-

brid approach combining deep learning and conventional ra-

diomics. In the field of computer science, the automatic deep

learning model selection is addressed in Neural Architecture

Search (NAS) (Elsken et al., 2018), which is currently a hot

topic in the field of AutoML (Escalante et al., 2021). In deep

learning for medical imaging, NAS is still at an early stage, and

the available algorithms mostly focus on segmentation (Mao

et al., 2021). While the main concept of our framework, i.e.,

the CASH optimization, could be applied in a similar fashion

for deep learning, this poses several challenges. First, deep

learning models generally take a lot longer to train, in the or-

der of hours or even days, compared to less than a second for

conventional machine learning methods. Our extensive opti-

mization and cross-validation setup is therefore not feasible.

Second, the deep learning search space is less clear due to the

wide variety of design options, while conventional radiomics

workflows typically follow the same steps. Lastly, while cur-

rent NAS approaches mostly focus on architectural design hy-

perparameters, pre- and post-processing choices may be equally

important to include in the search space (Isensee et al., 2021).

Most NAS methods jointly optimize the network hyperparam-

eters and weights through gradient based optimizations. As the

pre- and post-processing are performed outside of the network

and require selector type hyperparameters, combined optimiza-

tion with the architectural design options is not trivial.

The two main components of the WORC optimization algo-

rithm are the random search and the ensemble of the 100 best

workflows. Our results show that, in line with our hypothesis,

increasing Nens at first improves both the performance and the

stability of the resulting models. However, as we also hypoth-

esized, when the ratio Nens/NRS becomes too large, the perfor-

mance and stability decrease. On the six datasets in this exper-

iment, the performance and stability at NRS = 1000 was similar

to that at NRS = 25000, while the computation time increase by

a factor 25. Therefore, NRS = 1000 was chosen as the default

in the WORC optimization algorithm, together with Nens = 100

to have an optimal Nens/NRS ratio.

For the three previously publicly released datasets from other

studies (LGG, ADNI, H&N), we compared the performance of

our WORC framework to that of the original studies. In the

Glioma dataset, our performance (AUC of 0.71) was similar

to the original study (van der Voort et al. (2019b): AUC of

0.72). We thus showed that that our framework was able to

successfully construct a signature using an external set of pre-

computed features instead of the default features extracted by

our framework. Moreover, as the Glioma dataset consists of

a separate training and external validation set, we also verified

the external-validation setup (Figure A.1 b). No general claims

can be made about the generalization to external data, as the

presence of any domain shifts depends on the application and

dataset characteristics. Nevertheless the WORC algorithm itself

keeps training and test data strictly separated during workflow

optimization and training, and thanks to its automated nature

also avoids the risk of overtuning by manual trial-and-error ex-

periments. In the Alzheimer dataset, our performance (AUC of

0.87) was also similar to the original study (Bron et al. (2021):

AUC range of 0.80 - 0.94, depending on the level of preprocess-

ing). However, Bron et al. (2021) used whole-brain voxel-wise

features, while we used radiomics features extracted from the

hippocampus only. We may therefore have missed information

from other brain regions, having a negative effect on the per-

formance in our study. On the H&N dataset, Aerts et al. (2014)

did not evaluate the prognostic value of radiomics for predicting

the T-stage, but rather the association through the concordance

index (0.69). Moreover, Aerts et al. (2014) trained a model on

a separate dataset of patients with a different clinical applica-

tion (lung tumors) and externally validated the signature on the

H&N dataset, while we performed an internal cross-validation

on the H&N dataset. As the lung dataset is not publicly avail-

able (anymore), the original experimental setup could not be

replicated. Hence the results cannot be directly compared. Con-

cluding, to the extent possible when comparing the results, our
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WORC framework showed a similar performance as the original

studies.

There is a trade-off between the brute-force optimization of

our WORC algorithm versus using prior (domain) knowledge to

develop a “logical” algorithm. Nonetheless, even in a small

search space, deciding purely based on prior knowledge which

algorithm will be optimal is complex and generally not feasible.

Therefore, when possible, we suggest to use domain knowl-

edge to determine which algorithms a priori have a (near) zero

chance of succeeding. Our light fingerprinting approach is a

first step in this direction. The WORC optimization algorithm

can be used to construct and optimize the radiomics workflow

within the remaining search space.

While we included a large number of the most commonly

used radiomics algorithms in our framework, the search space

does not include all of the existing methods. We have how-

ever formulated the optimization algorithm such that other algo-

rithms and hyperparameters can be added in a straightforward

manner. This facilitates systematic comparison of the newly

added method with the existing, already included methods, and

combining the new method with (parts of) the existing meth-

ods to optimize the radiomics workflow and increase the overall

performance. Hence, when the optimal solution is not expected

to be included in the default WORC search space and thus a new

radiomics method is proposed, our framework can be used to

evaluate how it can complement the existing approaches.

We have compared the performance of the WORC framework

to a radiomics baseline in the six publicly released datasets.

In the Melanoma dataset, Angus et al. (2021) none of the ra-

diomics methods in our study was able to find a predictive

model. While the performance was similar in the Liver dataset,

the performance of the baseline was substantially worse than

that of our framework in the other four datasets. We thus

showed the added value of our framework in terms of perfor-

mance compared to the radiomics baseline.

In the six publicly released datasets, we have compared the

performance of the WORC framework to Bayesian optimization

through SMAC and different ensembling approaches. While

only by a slight margin, combining the best 100 workflows

consistently outperformed the FitNumber and ForwardSelec-

tion ensembling approaches in all experiments on all datasets,

Hence, besides requiring no fitting and thus less computation

time than the other methods, combining the best 100 workflows

also performs best. On all computational budgets, the perfor-

mances on the test datasets of SMAC and the random search

were similar. These results support our choice for random

search in our optimization algorithm. For the validation sets,

SMAC substantially outperformed the random search when us-

ing a high computational budget. This higher validation per-

formance, which is what both SMAC and the random search try

to optimize, did however not translate to a higher generaliza-

tion performance, i.e., performance on the test set, indicating

overfitting of SMAC on the validation dataset. The worst over-

fitting was found on the Melanoma dataset, in which the vali-

dation performance was 0.20 higher than the test performance.

Although other optimization strategies might show an improve-

ment over the random search during optimization on the valida-

tion dataset, these results clearly show the limits of optimization

and the importance of generalization.

Future research should therefore focus on improving gener-

alization instead of further optimizing validation performance.

Firstly, this could include multi-objective or Pareto optimiza-

tion (Marler and Arora, 2004; Ngatchou et al., 2005) to include

both validation performance and generalization estimates. This

can be either included in the optimization algorithm itself or in

the ensemble construction, where ensemble diversity is often

linked to improved generalization. For example, Chandra and

Yao (2004) showed that Pareto optimization of both the accu-

racy and the diversity of an ensemble, for which they use mu-

tual information, can lead to an increased testing performance.

In addition, it could still be useful to evaluate other approaches

for (more efficient) optimization of validation performance, e.g.

through a systematic comparison of AutoML techniques such

as in the ChaLearn Challenge (Guyon et al., 2019). Secondly,

as we evaluated our framework on twelve different datasets,

when applying WORC on a new dataset, meta-learning could be
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used to learn from the results on these previous twelve datasets

(Hutter et al., 2019). Especially on smaller datasets, taking

into account which solutions worked best on previous datasets

may improve the performance, prevent overfitting on a single

dataset, and lower the computation time. Options include warm

starting the optimization with workflows that worked well on

previous studies, favoring workflows that have shown to gener-

alize well in previous studies, or creating a meta-learner to learn

similarities between datasets and use this to select the most

promising workflows. Lastly, our framework may be used on

other clinical applications to automatically optimize radiomics

workflows. While we only showed the use of our framework

on CT and MRI, the used features have also been shown to be

successful in other modalities such as PET (Yang et al., 2020)

and ultrasound (Yu et al., 2019), and thus the WORC framework

could also be useful in these modalities.

6. Conclusions

In this study, we proposed a framework for to fully auto-

matically optimize the construction of radiomics workflows to

generalize radiomics across applications. The framework was

evaluated on twelve different, independent clinical applications,

on eleven of which our framework automatically constructed a

predictive radiomics model. We showed the added value of our

framework in terms of performance compared to a radiomics

baseline, and a competitive performance when compared to vi-

sual scoring by human experts. We also showed that the en-

semble approach in the optimization algorithm of our frame-

work improved both the performance and stability, and that our

framework performed similar or superior to Bayesian optimiza-

tion and more advanced ensemble approaches while also being

more efficient. Hence, our framework may be used to stream-

line the construction and optimization of radiomics workflows

on new applications, and thus for probing datasets for radiomics

signatures. Additionally, by releasing six datasets publicly, the

WORC toolbox implementing our framework, and the code to re-

produce the experiments of this study open-source, we facilitate

reproducibility and validation of radiomics algorithms.

Data Statement

Six of the datasets used in this study (Lipo, Desmoid, Liver,

GIST, CRLM, and Melanoma), comprising a total of 930 pa-

tients, are publicly released as part of this study and hosted via

a public XNAT5 as published in (Starmans et al., 2021c). By

storing all data on XNAT in a structured and standardized man-

ner, experiments using these datasets can be easily executed at

various computational resources with the same code.

Three datasets were already publicly available as described in

section 3. The other three datasets could not be made publicly

available. The code for the experiments on the nine publicly

available datasets is available on GitHub (Starmans, 2021).
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Guyon, I., Sun-Hosoya, L., Boullé, M., Escalante, H.J., Escalera, S., Liu,

Z., Jajetic, D., Ray, B., Saeed, M., Sebag, M., Statnikov, A., Tu, W.W.,

Viegas, E., 2019. Analysis of the AutoML Challenge Series 2015–2018.

Springer International Publishing, Cham. pp. 177–219. doi:10.1007/

978-3-030-05318-5_10.

Hamburg, M.A., Collins, F.S., 2010. The path to personalized medicine. New

England Journal of Medicine 363, 301–304. doi:10.1056/nejmp1006304.

Han, H., Wang, W.Y., Mao, B.H., 2005. Borderline-SMOTE: A new over-

sampling method in imbalanced data sets learning, in: Huang, D.S., Zhang,

X.P., Huang, G.B. (Eds.), Lecture Notes in Computer Science, Springer Sci-

ence and Business Media LLC. pp. 878–887. doi:10.1007/11538059_91.

Hatt, M., Vallieres, M., Visvikis, D., Zwanenburg, A., 2018. IBSI: an interna-

tional community radiomics standardization initiative. Journal of Nuclear

Medicine 59, 287–287.

He, H., Bai, Y., Garcia, E.A., Li, S., 2008. ADASYN: Adaptive synthetic sam-

pling approach for imbalanced learning, in: 2008 IEEE International Joint

Conference on Neural Networks (IEEE World Congress on Computational

Intelligence), Institute of Electrical and Electronics Engineers (IEEE). pp.

1322–1328. doi:10.1109/ijcnn.2008.4633969.

Hood, L., Friend, S.H., 2011. Predictive, personalized, preventive, participa-

tory (P4) cancer medicine. Nature Reviews Clinical Oncology 8, 184–187.

doi:10.1038/nrclinonc.2010.227.

Hosseini, M., Powell, M., Collins, J., Callahan-Flintoft, C., Jones, W., Bow-

man, H., Wyble, B., 2020. I tried a bunch of things: The dangers of unex-

pected overfitting in classification of brain data. Neuroscience & Biobehav-

ioral Reviews 119, 456–467. doi:10.1016/j.neubiorev.2020.09.036.

Huang, Y.q., Liang, C.h., He, L., Tian, J., Liang, C.s., Chen, X., Ma, Z.l., Liu,

Z.y., 2016. Development and validation of a radiomics nomogram for pre-

operative prediction of lymph node metastasis in colorectal cancer. Journal

of Clinical Oncology 34, 2157–2164. doi:10.1200/jco.2015.65.9128.

Hutter, F., Kotthoff, L., Vanschoren, J. (Eds.), 2019. Automated Machine

Learning : Methods, Systems, Challenges. Challenges in Machine Learning,

Springer Nature, Germany. doi:10.1007/978-3-030-05318-5.

Isensee, F., Jaeger, P.F., Kohl, S.A.A., Petersen, J., Maier-Hein, K.H., 2021.

nnU-Net: a self-configuring method for deep learning-based biomedi-

cal image segmentation. Nature Methods 18, 203–211. doi:10.1038/

s41592-020-01008-z.

Jack, C.R., Barnes, J., Bernstein, M.A., Borowski, B.J., Brewer, J., Clegg,

S., Dale, A.M., Carmichael, O., Ching, C., DeCarli, C., Desikan, R.S.,

Fennema-Notestine, C., Fjell, A.M., Fletcher, E., Fox, N.C., Gunter, J.,

Gutman, B.A., Holland, D., Hua, X., Insel, P., Kantarci, K., Killiany, R.J.,

Krueger, G., Leung, K.K., Mackin, S., Maillard, P., Malone, I.B., Mattsson,

N., McEvoy, L., Modat, M., Mueller, S., Nosheny, R., Ourselin, S., Schuff,

N., Senjem, M.L., Simonson, A., Thompson, P.M., Rettmann, D., Vemuri,

P., Walhovd, K., Zhao, Y., Zuk, S., Weiner, M., 2015. Magnetic resonance

imaging in alzheimer’s disease neuroimaging initiative 2. Alzheimer’s &

Dementia 11, 740–756. doi:10.1016/j.jalz.2015.05.002.

Kotthoff, L., Thornton, C., Hoos, H.H., Hutter, F., Leyton-Brown, K., 2019.

Auto-WEKA: Automatic model selection and hyperparameter optimiza-

tion in WEKA. Automated Machine Learning 18, 81–95. doi:10.1007/

978-3-030-05318-5_4.

Kovesi, P., 2003. Phase congruency detects corners and edges, in: The Aus-

tralian pattern recognition society conference: DICTA.

Krafft, S.P., Rao, A., Stingo, F., Briere, T.M., Court, L.E., Liao, Z., Mar-

tel, M.K., 2018. The utility of quantitative CT radiomics features for im-

proved prediction of radiation pneumonitis. Medical Physics 45, 5317–

5324. doi:10.1002/mp.13150.

Lambin, P., Leijenaar, R.T., Deist, T.M., Peerlings, J., de Jong, E.E., van Tim-

meren, J., Sanduleanu, S., Larue, R.T., Even, A.J., Jochems, A., van Wijk,

Y., Woodruff, H., van Soest, J., Lustberg, T., Roelofs, E., van Elmpt, W.,

Dekker, A., Mottaghy, F.M., Wildberger, J.E., Walsh, S., 2017. Radiomics:

the bridge between medical imaging and personalized medicine. Nature Re-

views Clinical Oncology 14, 749–762. doi:10.1038/nrclinonc.2017.

141.

Lambin, P., Rios-Velazquez, E., Leijenaar, R., Carvalho, S., van Stiphout, R.G.,

Granton, P., Zegers, C.M., Gillies, R., Boellard, R., Dekker, A., Aerts, H.J.,

2012. Radiomics: Extracting more information from medical images us-

ing advanced feature analysis. European Journal of Cancer 48, 441–446.

doi:10.1016/j.ejca.2011.11.036.

Larue, R.T.H.M., Defraene, G., Ruysscher, D.D., Lambin, P., van Elmpt, W.,

2017. Quantitative radiomics studies for tissue characterization: a review of

technology and methodological procedures. The British Journal of Radiol-

ogy 90, 20160665. doi:10.1259/bjr.20160665.

24

http://dx.doi.org/10.1007/978-3-030-05318-5_6
http://dx.doi.org/10.1007/bfb0056195
http://dx.doi.org/10.1006/jcss.1997.1504
http://dx.doi.org/10.1158/0008-5472.can-17-0339
http://dx.doi.org/10.1002/med.21846
http://dx.doi.org/10.1007/978-3-030-05318-5_10
http://dx.doi.org/10.1007/978-3-030-05318-5_10
http://dx.doi.org/10.1056/nejmp1006304
http://dx.doi.org/10.1007/11538059_91
http://dx.doi.org/10.1109/ijcnn.2008.4633969
http://dx.doi.org/10.1038/nrclinonc.2010.227
http://dx.doi.org/10.1016/j.neubiorev.2020.09.036
http://dx.doi.org/10.1200/jco.2015.65.9128
http://dx.doi.org/10.1007/978-3-030-05318-5
http://dx.doi.org/10.1038/s41592-020-01008-z
http://dx.doi.org/10.1038/s41592-020-01008-z
http://dx.doi.org/10.1016/j.jalz.2015.05.002
http://dx.doi.org/10.1007/978-3-030-05318-5_4
http://dx.doi.org/10.1007/978-3-030-05318-5_4
http://dx.doi.org/10.1002/mp.13150
http://dx.doi.org/10.1038/nrclinonc.2017.141
http://dx.doi.org/10.1038/nrclinonc.2017.141
http://dx.doi.org/10.1016/j.ejca.2011.11.036
http://dx.doi.org/10.1259/bjr.20160665


Lemaitre, G., Nogueira, F., Aridas, C.K., 2017. Imbalanced-learn: A python

toolbox to tackle the curse of imbalanced datasets in machine learning. Jour-

nal of Machine Learning Research 18.

Lindauer, M., Eggensperger, K., Feurer, M., Biedenkapp, A., Deng, D., Ben-

jamins, C., Sass, R., Hutter, F., 2021. SMAC3: a versatile bayesian opti-

mization package for hyperparameter optimization arXiv:2109.09831.

Macskassy, S.A., Provost, F., Rosset, S., 2005. ROC confidence bands: An em-

pirical evaluation, in: Proceedings of the 22nd international conference on

Machine learning, ACM. pp. 537–544. doi:10.1145/1102351.1102419.

Mao, Y., Zhong, G., Wang, Y., Deng, Z., 2021. Differentiable light-weight

architecture search. doi:10.1109/icme51207.2021.9428132.

Marler, R., Arora, J., 2004. Survey of multi-objective optimization methods for

engineering. Structural and Multidisciplinary Optimization 26, 369–395.

doi:10.1007/s00158-003-0368-6.

Nadeau, C., Bengio, Y., 2003. Inference for the generalization error. Machine

Learning 52, 239–281. doi:10.1023/A:1024068626366.

Ngatchou, P., Zarei, A., El-Sharkawi, A., 2005. Pareto multi objective optimiza-

tion, in: Proceedings of the 13th International Conference on, Intelligent

Systems Application to Power Systems, Institute of Electrical and Electron-

ics Engineers (IEEE). pp. 84–91. doi:10.1109/isap.2005.1599245.

Nioche, C., Orlhac, F., Boughdad, S., Reuzé, S., Goya-Outi, J., Robert, C.,
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Supplementary Material

Appendix .1. Details on included radiomics algorithms and

hyperparameters

This supplementary material includes details on the ra-

diomics algorithms and their associated hyperparameters in-

cluded in the default search space of the WORC optimization

algorithm. These are discussed per component of the radiomics

workflow: image and segmentation preprocessing (Appendix

.1.1), feature extraction (Appendix .1.2), feature and sample

preprocessing (Appendix .1.3), and machine learning (Ap-

pendix .1.4).

Appendix .1.1. Image and segmentation preprocessing

Before feature extraction, image preprocessing such as im-

age quantization, normalization, resampling or noise filtering

may be applied (Yip and Aerts, 2016; Parekh and Jacobs, 2016;

van Griethuysen et al., 2017). By default no preprocessing is

applied. The only exception is image normalization (using z-

scoring), which we apply in modalities that do not have a fixed

unit and scale (e.g. qualitative MRI, ultrasound), but not in

modalities that have a fixed unit and scale (e.g. Computed To-

mography (CT), quantitative MRI such as T1 mapping). A fin-

gerprinting approach is currently used to decide between using

image normalization or not, see subsubsection 2.2.1.

Appendix .1.2. Feature extraction

For each segmentation, 564 radiomics features quantifying

intensity, shape, orientation and texture are extracted through

the open-source feature toolboxes PyRadiomics (van Gri-

ethuysen et al., 2017) and PREDICT (van der Voort and Star-

mans, 2018). A comprehensive overview is provided in Ta-

ble A.1. Thirteen intensity features describe various first-order

statistics of the raw intensity distributions within the segmenta-

tion, such as the mean, standard deviation, and kurtosis. Thirty-

five shape features describe the morphological properties of the

27

http://dx.doi.org/10.1158/1078-0432.ccr-19-1127
http://dx.doi.org/10.1158/1078-0432.ccr-19-1127
https://github.com/Svdvoort/PREDICTFastr
http://dx.doi.org/10.5281/zenodo.3854839
http://dx.doi.org/10.5281/zenodo.3854839
http://dx.doi.org/10.1002/bjs.11410
http://dx.doi.org/10.1002/jmri.26818
http://dx.doi.org/10.3389/fonc.2020.01042
http://dx.doi.org/10.1088/0031-9155/61/13/r150
http://dx.doi.org/10.1088/0031-9155/61/13/r150
http://dx.doi.org/10.1016/j.ejrad.2019.108658
http://dx.doi.org/10.1158/1078-0432.ccr-16-2910
http://dx.doi.org/10.1158/1078-0432.ccr-16-2910
http://dx.doi.org/10.1007/978-1-4419-9326-7
http://dx.doi.org/10.1007/978-1-4419-9326-7
http://dx.doi.org/10.1118/1.4908210
http://dx.doi.org/10.1118/1.4908210
http://dx.doi.org/10.1148/radiol.2020191145


segmentation, and are extracted based only on the segmenta-

tion, i.e., not using the image. These include shape descriptions

such as the volume, compactness, and circular variance. Nine

orientation features describe the orientation and positioning of

the segmentation, i.e., not using the image. These include the

major axis orientations of a 3D ellipse fitted to the segmen-

tation, the center of mass coordinates and indices. Lastly, 507

texture features are extracted, which include commonly used al-

gorithms such as the Gray Level Co-occurence Matrix (GLCM)

(144 features) (Zwanenburg et al., 2020), Gray Level Size Zone

Matrix (GLSZM) (16 features) (Zwanenburg et al., 2020), Gray

Level Run Length Matrix (GLRLM) (16 features) (Zwanen-

burg et al., 2020), Gray Level Dependence Matrix (GLDM)

(14 features) (Zwanenburg et al., 2020), Neighborhood Grey

Tone Difference Matrix (NGTDM) (5 features) (Zwanenburg

et al., 2020), Gabor filters (156 features) (Zwanenburg et al.,

2020), Laplacian of Gaussian (LoG) filters (39 features) (Zwa-

nenburg et al., 2020), and Local Binary Patterns (LBP) (39 fea-

tures) (Ojala et al., 2002). Additionally, two less common fea-

ture groups are defined: based on local phase (Kovesi, 2003)

(39 features) and vesselness filters (Frangi et al., 1998) (39 fea-

tures).

Many radiomics studies include datasets with variations in

the slice thickness due to heterogeneity in the acquisition pro-

tocols. This may cause feature values to be dependent on the

acquisition protocol. Moreover, the slice thickness is often sub-

stantially larger than the pixel spacing. Hence, extracting robust

3D features may be hampered by these variations, especially for

low resolutions. To overcome this issue, a 2.5D approach can

be used: features are extracted per 2D axial slice and aggregated

over all slices. Afterwards, several first-order statistics over the

feature distributions are evaluated and used as actual features,

see also Table A.1. A fingerprinting approach is currently used

to decide between 2D, 2.5D, and 3D feature extraction, see sub-

subsection 2.2.1.

Some of the features have parameters themselves, such as the

scale on which a derivative is taken. As some features are rather

computationally expensive to extract, we do not include these

parameters directly as hyperparameters in the CASH problem.

Instead, the features are extracted for a predefined range of pa-

rameter values. In the next components, feature selection al-

gorithms are employed to select the most relevant features and

thus parameters. The used parameter ranges are reported in Ta-

ble A.1.

Radiomics studies may involve multiple scans per sample,

e.g. in multimodal (MRI + CT) or multi-contrast (T1-weighted

MRI + T2-weighted MRI) studies. Commonly, radiomics fea-

tures are defined on a single image, which also holds for the fea-

tures described in this study. Hence, when multiple scans per

sample are included, the 564 radiomics features are extracted

per scan and concatenated.

Appendix .1.3. Feature and sample preprocessing

We define feature and sample preprocessing as all algorithms

that can be used between the feature extraction and machine

learning components. The order of these algorithms in the

WORC framework is fixed and given in Table 1.

Feature imputation is employed to replace missing feature

values. Values may be missing when a feature could not be de-

fined and computed, e.g. a lesion may be too small for a specific

feature to be extracted. Algorithms for imputation include: 1)

mean; 2) median; 3) mode; 4) constant value (default: zero);

and 5) nearest neighbor approach.

Feature scaling is employed to ensure that all features have

a similar scale. As this generally benefits machine learning al-

gorithms, this is always performed through z-scoring. A robust

version is used, where outliers, defined as feature values outside

the 5th − 95th percentile range are excluded before computation

of the mean and standard deviation.

Feature selection or dimensionality reduction algorithms

may be employed to select the most relevant features and elim-

inate irrelevant or redundant features. As multiple algorithms

may be combined, instead of defining feature selection or di-

mensionality reduction as a single step, each algorithm is in-

cluded as a single step in the workflow with an activator hyper-

parameter to determine whether the algorithm is used or not.
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Algorithms included are:

1. A group-wise feature selection, in which groups of fea-

tures (i.e., intensity, shape, and texture feature subgroups)

can be selected or eliminated. To this end, each feature

group has an activator hyperparameter. This algorithm

serves as regularization, as it randomly reduces the feature

set, and is therefore always used. The group-wise feature

selection is the first step in the workflows, as it reduces the

computation time of the other steps by reducing the feature

space.

2. A variance threshold, in which features with a low vari-

ance (< 0.01) are removed. This algorithm is always used,

as this serves as a feature sanity check with almost zero

risk of removing relevant features. The variance threshold

is applied before the feature scaling, as this results in all

features having unit variance.

3. Optionally, the RELIEF algorithm (Urbanowicz et al.,

2018), which ranks the features according to the differ-

ences between neighboring samples. Features with more

differences between neighbors of different classes are con-

sidered higher in rank.

4. Optionally, feature selection using a machine learning

model (Fonti and Belitser, 2017). Features are selected

based on their importance as given by a machine learning

model trained on the dataset. Hence, the used algorithm

should be able to give the features an importance weight.

Algorithms included are LASSO, logistic regression, and

random forest.

5. Optionally, principal component analysis (PCA), in which

either only those linear combinations of features are kept

which explained 95% of the variance in the features, or a

fixed number of components (10, 50, or 100) is selected.

6. Optionally, individual feature selection through univariate

testing. To this end, for each feature, a Mann-Whitney U

test is performed to test for significant differences in distri-

bution between the classes. Afterwards, only features with

p-values below a certain threshold are selected. The (non-

parametric) Mann-Whitney U test was chosen as it makes

no assumptions about the distribution of the features.

RELIEF, selection using a model, PCA, and univariate test-

ing have a 27.5% chance to be included in a workflow in the

random search, as this gives an equal chance of applying any

of these or no feature selection algorithm. The feature selection

algorithms may only be combined in the mentioned order in the

WORC framework.

Resampling algorithms may be used, primarily to deal with

class imbalances. These include various algorithms from the

imbalanced-learn toolbox (Lemaitre et al., 2017): 1) ran-

dom under-sampling; 2) random over-sampling; 3) near-miss

resampling; 4) the neighborhood cleaning rule; 5) SMOTE

(Han et al., 2005) (regular, borderline, Tomek, and the edited

nearest neighbors variant); and 6) ADASYN (He et al., 2008).

All algorithms can apply four out of five different resampling

strategies, resampling: 1) the minority class (not for undersam-

pling algorithms); 2) all but the minority class; 3) the majority

class (not for oversampling algorithms); 4) all but the majority

class; and 5) all classes.

Appendix .1.4. Machine learning

For machine learning, we mostly use methods from the

scikit-learn toolbox (Pedregosa et al., 2011). The fol-

lowing classification algorithms are included: 1) logistic regres-

sion; 2) support vector machines (with a linear, polynomial, or

radial basis function kernel); 3) random forests; 4) naive Bayes;

5) linear discriminant analysis; 6) quadratic discriminant anal-

ysis (QDA); 7) AdaBoost (Freund and Schapire, 1997); and 8)

extreme gradient boosting (XGBoost) (Chen et al., 2015). The

associated hyperparameters for each algorithm are depicted in

Table 1.
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B. External validation

Figure A.1: Cross-validation setups used by our WORC framework for optimization and evaluation. When a single dataset is used, internal validation is performed

through a ktest = 100 random-split cross-validation (a). When fixed, separate training and test datasets are used, external validation is performed by developing the

model on the training set and evaluating the performance on the test set through 1000x bootstrap resampling (b). Both include an internal ktraining = 5 random-split

cross-validation on the training set to split the training set into parts for actual training and validation, in which the model optimization is performed. The final

selected model, trained on the full training dataset, is used for independent testing on the test dataset.
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f. Melanoma
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g. HCC
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j. Glioma
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l. H&N

Figure A.2: ROC curves. The datasets include: a. lipomatous tumors (Vos et al., 2019); b. desmoid-type fibromatosis (Timbergen et al., 2020); c. primary solid

liver tumors (Starmans et al., 2021b); d. gastrointestinal stromal tumors (Starmans et al., 2022); e. colorectal liver metastases (Starmans et al., 2021a); f. melanoma

(Angus et al., 2021); g. hepatocellular carcinoma (Starmans et al., 2020a); h. mesenteric fibrosis (Blazevic et al., 2021); i. prostate cancer (Castillo T. et al., 2019);

j. low grade glioma (van der Voort et al., 2019b); k. Alzheimer’s disease (Bron et al., 2021); and l. head and neck cancer (Aerts et al., 2014).
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(16 features)
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(35 features)
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(9 features)
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(13*3=39 features)
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*Abbreviations: COM: center of mass; GLCM: gray level co-occurrence matrix; MS: multi slice; NGTDM: neighborhood gray tone difference matrix; GLSZM: gray level size zone matrix; GLRLM: gray level run length

matrix; LBP: local binary patterns; LoG: Laplacian of Gaussian; std: standard deviation.

Table A.1: Overview of the 564 features used by default in the WORC framework. GLCM features were calculated in four different directions (0, 45, 90, 135

degrees) using 16 gray levels and pixel distances of 1 and 3. LBP features were calculated using the following three parameter combinations: 1 pixel radius and 8

neighbors, 2 pixel radius and 12 neighbors, and 3 pixel radius and 16 neighbors. Gabor features were calculated using three different frequencies (0.05, 0.2, 0.5) and

four different angles (0, 45, 90, 135 degrees). LoG features were calculated using three different widths of the Gaussian (1, 5 and 10 pixels). Vessel features were

calculated using the full mask, the edge, and the inner region. Local phase features were calculated on the monogenic phase, phase congruency and phase symmetry.
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Dataset Lipo Desmoid Liver GIST CRLM Melanoma

RS 0.80 [0.74, 0.85] 0.79 [0.76, 0.83] 0.77 [0.74, 0.80] 0.73 [0.70, 0.75] 0.75 [0.71, 0.79] 0.65 [0.61, 0.68]

SMAClow 0.80 [0.76, 0.85] 0.76 [0.72, 0.79] 0.70 [0.68, 0.73] 0.71 [0.68, 0.74] 0.71 [0.68, 0.75] 0.63 [0.61, 0.66]

SMACmedium 0.83 [0.78, 0.87] 0.79 [0.76, 0.82] 0.74 [0.71, 0.77] 0.75 [0.72, 0.77] 0.77 [0.72, 0.82] 0.67 [0.63, 0.70]

SMAChigh 0.86 [0.82, 0.90] 0.81 [0.79, 0.84] 0.79 [0.76, 0.83] 0.79 [0.75, 0.83] 0.83 [0.79, 0.87] 0.73 [0.70, 0.76]

Table A.2: Weighted F1-score (mean [95% confidence interval]) for different optimization methods (RS: random search, SMAC: sequential model-based algorithm

configuration) on the validation sets in six datasets.

Algorithm A.1 Minimal working example of the WORC toolbox interface in Python

from WORC i m p o r t SimpleWORC

# C r e a t e a Simple WORC o b j e c t

e x p e r i m e n t = SimpleWORC ( expe r imen t name )

# S e t t h e i n p u t d a t a a c c o r d i n g t o t h e v a r i a b l e s we d e f i n e d e a r l i e r

e x p e r i m e n t . i m a g e s f r o m t h i s d i r e c t o r y ( i m a g e d a t a d i r )

e x p e r i m e n t . s e g m e n t a t i o n s f r o m t h i s d i r e c t o r y ( i m a g e d a t a d i r )

e x p e r i m e n t . l a b e l s f r o m t h i s f i l e ( l a b e l f i l e )

e x p e r i m e n t . p r e d i c t l a b e l s ( l a b e l n a m e )

# Use t h e s t a n d a r d workflow f o r b i n a r y c l a s s i f i c a t i o n

e x p e r i m e n t . b i n a r y c l a s s i f i c a t i o n ( )

# Change a c o n f i g u r a t i o n f i e l d t o on ly use an SVM

e x p e r i m e n t . a d d c o n f i g o v e r r i d e s ( { ’ C l a s s i f i c a t i o n ’ : { ’ c l a s s i f i e r s ’ : ’ SVM’ } } )

# Run t h e e x p e r i m e n t !

e x p e r i m e n t . e x e c u t e ( )

Dataset WORC Mean of clinicians Scores of clinicians Reference

Lipox 0.83 0.69 0.74, 0.72, and 0.61 Vos et al. (2019)

Desmoid∗,x 0.82 0.84 0.88, and 0.80 Timbergen et al. (2020)

Liver∗,x 0.80 0.85 0.86 and 0.83 Starmans et al. (2021b)

GISTx 0.77 0.76 0.84, 0.76, and 0.69 Starmans et al. (2022)

MesFib 0.80 0.75 0.85, 0.82, 0.76, 0.71, and 0.60 Blazevic et al. (2021)

Prostate∗ 0.72 0.47 0.50 and 0.44 Castillo T. et al. (2021b)

Glioma 0.71 0.66 0.83, 0.79, 0.58 and 0.45 van der Voort et al. (2019b)

Table A.3: Performance of our WORC radiomics framework compared to visual scoring by several clinicians. For the clinicians, both the mean of all clinicians and

the separate scores are provided. ∗: the visual scoring by the clinicians was evaluated on a different dataset than the WORC framework or on a subset of the data. x:

the clinicians were given additional information (e.g. age, sex) besides the imaging, while the WORC framework was only given the images. Abbreviations: AUC:

area under the receiver operating characteristic curve.
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